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Summary
This thesis investigates the role of interpretation in the process of association in design.
Association is defined as the construction of a new relationship between two objects,
and is a core component of processes such as analogy, metaphor and allegory. The
focus of this research is the notion of reinterpreting object representations in parallel
with searching for mappings between those representations. Interpretation is defined as
a process that applies transformations to object representations. The research diﬀers
from previous approaches to association and related processes in that it explicitly
represents these transformations as elements of system knowledge - ‘interpretations’.
The work presented in this thesis makes a case for an approach to computational
association in design that is experience-driven and representationally dynamic. Designing is described as an iterative, reflective and constructive process in existing literature
and it is proposed that similar characteristics are needed in a model of association
for use in design. Interpretation-driven search is advanced as a framework for modelling association based on a computable notion of experience-driven representation
transformation.
A formal model of interpretation-driven computational association is developed.
This model incorporates the construction of graph-based representations from features
and relationships detected within the objects, which are presented to the model as images. The model then describes the interactive processes of interpretation and mapping
that combine to produce associations.
An implementation of the model of association in the domain of line drawings is
then described. The implementation extracts shapes from vector images and produces
associations based on the relationships between those shapes. This implementation
is used as the basis for a set of experiments that investigate the capabilities and behaviours of the model. These experiments demonstrate the scalability of the model, the
diversity of associations that can be produced and the role of experience in the model’s
representation construction processes. A second set of experiments then explore the
associations that can be produced by the implementation using representations of realworld design objects. These experiments serve as a proof-of-concept of the model’s
applicability in a design context.
A number of factors influencing the model’s behaviours are identified and discussed.
The model’s process of constructing associations is then compared to the association
component of several prominent models of analogy-making. In these comparisons the
general framework of interpretation-driven search is used as a lens through which other
models of association can be viewed and comparisons made. The advantages of an
interpretation-driven approach to association are characterised. Potential areas of future work are then advanced that extend or apply the model of interpretation-driven
association.
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Chapter 1

Introduction
This chapter describes the subject and structure of this thesis. The topic of
representation in computational models of association is introduced. The
aims, objectives and motivations of the research are presented. An overview
of the structure of this dissertation concludes this chapter.

1.1

Association

The construction of associations between diﬀerent ideas is a central component of human thought. It is invaluable to designer, scientist, artist and stand-up comic alike.
Plato wrote of ‘analogia’, (literally ‘proportionality’) referring to a ‘shared abstraction between objects’: some idea, pattern or eﬀect that connected otherwise disparate
things. Connecting that which was previously unconnected is a process that underlies much of perception, cognition, reasoning, language and creativity. This research
is concerned with the computational modelling of this powerful and subtle cognitive
process.
Association has been studied under many guises and many names have been put
forth for processes related to it: conceptual blending (Fauconnier and Turner, 2003),
bisociation (Koestler, 1967), conceptual metaphor (Lakoﬀ and Johnson, 2003) and
analogy-making (Gentner, 1983), to name just a few. It has been argued that metaphor
— the use of an association as a figure of speech — is at the core of language and that
our understanding of many words is dependent on these oft-times unconscious associations (Lakoﬀ and Johnson, 2003). It has even been suggested that analogy-making,
which is the construction of an association in order to learn about one object from
another, is the fundamental process underlying all of human cognition (Hofstadter,
2001).
In this work we define association as the cognitive process an agent undertakes to
construct a new relationship between two objects. The result of the association process
is also an association. We will diﬀerentiate between the process and its output where
necessary. The agent involved in association may be human or artificial. The objects
involved may exist outside the agent in some real or virtual space, or may exist only
within the agent as an imagined construction.
The relationships that are constructed in association consist of one or more shared
properties that exist between object representations the agent possesses. This relationship cannot have existed before association; the agent must construct it during
1
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the process. A relationship that existed previously can be recalled or remembered but
this does not constitute association. The objects being associated need not be entirely
unrelated, as multiple relationships can exist between any two objects and the definition of association only requires that an additional, new relationship be constructed.
It is important to note that the association process itself does not incorporate any
evaluative steps, although evaluation is necessary for most applications of associative
reasoning. This means that an association system may be run many times on a single
association problem, producing new relationships between objects it has associated
previously. An association system will continue to find relationships that are new but
there is no pressure for associations that are judged ‘good’ by outsiders to the system
to be preferred. This undirected use of association is referred to as ‘free’ association.
Association can be decomposed into two processes: representation and mapping.
In the representation process the agent builds representations of the objects. In the
mapping process the agent searches those representations for the shared property or
properties and relates them. Some models separate a matching process from mapping.
In the matching process an agent discovers the properties that will be used in the new
relationship and may also first select a second object with which to associate if one
is not provided. In this three-process model mapping occurs when the agent builds
the relationship from the properties that have been matched, possibly extending it to
other properties of the objects that can be related under the same mapping scheme.
These three processes are neither discrete nor serialised; association operates by the
iterative and interactive execution of these components (Kokinov, 1998).
Association requires two objects, but both objects need not be known when the
process is initiated. If only one object is known the agent casts through its memory
for another object that can be associated with the one that is known. We refer to this
as association discovery. This is contrasted with association comprehension, in which
both objects are known in advance (Gero et al., 2006). Association discovery is often
a component of the authoring of creative works (such as metaphors in poetry), “free”
association tasks and puzzles. Association discovery is also a key tool in design; it is
one of the processes by which new design structures can be synthesised (Gero, 1990).
Association comprehension is typically a component of viewing creative works such as
convergent themes in a film or understanding a joke.
Some association tasks incorporate both discovery and comprehension, such as
analogy-based examination questions of the form “A is to B as X is to what?”. A
student must first comprehend the association between A and B before being able
to discover what object can be associated with X. During association discovery it is
necessary to select an associable object in the matching process. Instead of searching
just the two objects for shared properties the agent must search for possible mappings
between the known object and all other objects of which the agent has experience.
In this work we focus on association comprehension in order to simplify the matching
process and focus on the interaction of representation construction and mapping.
Association as we have formulated it is the fundamental process underlying analogy,
metaphor, simile, allegory and other cognitive and linguistic associative techniques.
Association is also a component of some perception and concept-formation tasks, where
it serves to inform about the new in terms of the familiar. One association-based
process that is particularly important in design is analogy-making. An analogy occurs
when an association between two objects is constructed in order to learn about one
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object (the target) using what is known of the other (the source). This inferential
learning process is called analogical transfer. This use of association may constitute a
discovery task, with the agent starting with just the target object, or a comprehension
task, with both the source and target objects known. Knowledge is transferred from
the source domain to the target domain based on the newly constructed relationship.
This transfer forms a fourth process that occurs after representation, matching and
mapping to extend association into analogy-making. Models of analogy (French, 2002)
often also incorporate an evaluation mechanism. Typically this process either evaluates
the quality of the analogy itself according to some external metric or evaluates the
usefulness of the knowledge transferred as a result of the analogy. This contrasts with
the evaluation-free association process on which analogy is based.
Locating shared properties between objects once appropriate representations of
them have been constructed is a simple task. Identifying some commonality of structure
or content in a fixed representation is a matter of comparison. For some representation
structures, such as graphs, such comparison algorithms can be very computationally
expensive, but conceptually the problem has long been solved (Evans, 1964; Gentner,
1983). The simplicity of matching and mapping once representations are known means
that the focus of research into computational models of association must be on the
construction of those representations. This research focusses on the interaction of that
constructive process with the search for mappings.

1.2

Representation in association

The construction of appropriate representations for association is a complex task. At
the root of this complexity lies a catch-22: an association cannot be found without representations that exhibit a shared property, but that such a property is shared cannot
be known until the representation is built. This creates a chicken-or-egg question that
must be addressed by any model of association that seeks to construct its own representations. The only solution to this paradox is that the representation and matching
processes must run in parallel. The search for a representation must be informed by
feedback from the ongoing search for mappings, and concordantly the search for a
mapping must be informed by feedback from the ongoing search for representations.
It is not suﬃcient that an association model uses a known representation of one
object (in terms of analogy-making, the ‘target’) and attempts to re-represent the other
(the ‘source’) to share one or more of its properties. That may be a useful starting
point for a search for matches, but there is no guarantee that the extant representation
of the target can be made to relate to the source. It is necessary that both objects can
be re-represented not only prior to but during search. Representations of either object
that are known in advance can then be contextually re-constructed to suit the current
association task. The representational requirements for associating any pair of objects
are unique to that association. Even representations that have been successfully used
in previous association tasks may not be of use again.
Consider association as a search for a mapping in the space of all possible matches
between any two properties of the known representations of the two objects. In this
association-as-search model, reminiscent of traditional heterogeneous (AI) methods like
the Finite State Machine (Newell and Simon, 1976), the re-representation of one or both
objects transforms the space being searched. In this way associations produced by re-
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representing objects can exhibit transformational creativity (Boden (1990), see Section
2.1.2). Given that any relationship constructed during association must be novel, any
association will be at least P-creative (see Section 2.1.2) to the agent that constructs
it. The representations used during the association process may not be entirely new
to the agent, as they may have been previously used in other tasks, associative or
otherwise. As finding identicality between known representations is a trivial task and
any relationship found must be new, the representations being used during association
will never have been used by that agent in that exact situation before. This means that
some portion of the representations used during an association task are guaranteed to
be at least S-creative (Suwa et al., 1999).
Given that representations used in association are guaranteed to be to some degree
creative, and that it is not suﬃcient to use only existing representations of the objects,
how are these novel representations constructed? We consider association a constructive process, one in which all of an agent’s knowledge is derived from, and mediated
by, its experiences (Piaget, 1936). Constructivism is a useful lens through which to
conceptualise association as an agent’s previous experiences become the catalysts for
the representations it can construct. AI research in this area has focussed on the development of ‘constructive memory’, a system by which all perception and representation
processes are situated in the past experience of the agent (Gero and Fujii, 2000). Constructive memory remains a long-term goal of constructivist computation research, but
we include some related themes and behaviours in the representation processes of our
association model.
Our model of representation in association operates in parallel with mapping, can
produce novel representations and is driven by the agent’s previous experiences. All
objects have a representation that is created when they are initially perceived. The
content of this representation is dependent on the number and kind of objects the agent
has perceived in the past. Onto this default representation the agent projects diﬀerent
perspectives, that we call ‘interpretations’. An interpretation is a transformation of a
representation that changes the content or structure of that representation in such a
way that properties that were previously not shared may now be so. In the system we
have built to exhibit our model we have focussed on one simple form of interpretation,
but the model itself is not tied to any particular kind of transformation. Previously
learnt interpretations can be applied from within the current association task, from
previous attempts at the same association and from previous experiences with completely diﬀerent associations. In addition, new interpretations are generated through
feedback from the ongoing search for mappings at all times. We call this approach
interpretation-driven association.

1.3

Aim

The aim of this research is to investigate the role of interpretation in computational
models of association in design.

1.4

Research objectives

This research investigates the applicability of ideas from constructivist theories of learning to representation transformation in computational association. In order to achieve

CHAPTER 1. INTRODUCTION

5

the aim of this research the following objectives will be undertaken:
1. To develop a computationally applicable notion of interpretation in association
that is suitable for design contexts. A general framework will be developed for
how this notion of interpretation aﬀects the association process.
2. To develop a computable model of association that exhibits the behaviours of the
framework for interpretation in association developed in Objective 1. The model
should begin with low-level representations and construct the representations
it uses in mapping. The model should be designed around ‘free’ association –
association performed without an externally imposed goal or purpose.
3. To implement the model constructed in Objective 2 as a computational system.
A visual domain has been selected for this exemplary implementation of the
domain-general model.
4. To demonstrate that the implementation developed in Objective 3 exhibits desired behaviours derived from the model developed in Objective 2. Additionally
it will be demonstrated that the system as implemented is capable of producing
associations and that its mechanics are suitably scalable.
5. To investigate the behaviour of the implementation developed in Objective 4 in a
variety of design contexts. The implementation will be applied to representations
of design objects and its associations and the interpretations it uses to construct
them will be examined.

1.5

Motivation

The broader purpose of this research is to contribute to the computational modelling of
design thinking and design processes. Association-based reasoning has been identified
as a critical component in the synthesis of new design elements and the overall creative
design process (Goel, 1997). This research seeks to develop a model of association that
is specific to the needs of a design context.
Design is an iteratively reflective (Schön, 1983) and wicked (Rittel, 1988) problem.
The representations used during design are highly mutable and the space of possible
representations cannot be completely defined in advance. In order for a computational model to operate in a design context it must be robust to this representational
dynamism. These representations are not the product of a continuous, gradual refinement of the designer’s ideas, but rather arise from deliberate acts of reconstruction.
Schön refers to this process of reinterpretation that drives design as ‘seeing-as’. This research develops a model of association in design that is compatible with the behaviours
of representational fluidity and reinterpretation.
A designer’s representations of both the design problem and the emerging design
solution change as the designer acts, reflects on that action, and acts again. Some of
these representational changes occur gradually as adaptation and learning while others
occur relatively instantaneously as acts of reinterpretation. In a design context the
representations of the objects to be associated will change before, during and after
the association is made. In this way design is unlike many problem-solving domains
to which computational models of association have been applied. Designers construct
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and reconstruct these representations from their experiences and situations as designing
progresses (Gero, 1997). The goal of this research is the development of a model of
association that can both operate within, and contribute to, these behaviours.
The model of association presented in this thesis addresses the constructive and
situated nature of design (Gero, 1998) through experience-based representations and
interpretation-driven search. In this model elements of objects are categorised into
learnt conceptual groups, with each feature or element of an object being an instance
of one of these concepts. There are a few notable exceptions (see Section 2.2.3), but in
many existing association systems concepts are provided in advance. Our model instead
learns its conceptual categories as it perceives objects. It is the relationships between
these concepts, both topological and typological, that form the basis for mapping
between objects. The experiential learning of the concepts used in representations
makes the model of association developed in this thesis robust to the representational
dynamism of design.
An association-making model requires the ability to map between properties and
relationships that are not identically labelled. This is especially true when operating
in a domain where representations are not static or have not been custom-built outside the system to suit the current problem. This ability requires the system to possess
knowledge about how and when diﬀerent relationships can be mapped onto each other.
In a context where the space of all possible variables and relationships can be defined
in advance, knowledge about how and when it is appropriate to map any given property can be encoded into the system. Several prominent models of analogy-making
operate within rigidly defined micro-domains in order to leverage in-depth prescribed
knowledge. This a priori knowledge can include concepts within the domain, the relationships between those concepts and even the situations under which diﬀerent concepts
may be treated as analogous. However, creative design has been characterised as operating when the space of possible designs (Brown and Chandrasekaran, 1985), or the
set of design variables (Gero, 1990) is not known.
Knowledge about when any two diﬀerent relations can be mapped is not encoded
in advance in the model of association presented in this thesis. Instead the system
constructs, learns and applies interpretations to the representations it is using. These
interpretations transform the representations of the objects being associated. This can
enable mapping between relations that were not mappable prior to transformation.
Existing models of association have enabled similar representational reinterpretation
behaviours through mechanisms such as ‘conceptual slippage’ (Hofstadter and Mitchell
(1994), see Section 2.2.4), but only a set of hard-coded reinterpretations were possible.
The interpretations used in this system are constructed during the process of searching
for mappings and, once applied, can influence the way that search progresses. Under
the eﬀect of the right interpretation, any relationships can be mapped.
Interpretations that have been constructed from the current search or recalled from
a previous one are then evaluated based on their eﬀectiveness at furthering the search
for a mapping. This creates a parallel, collaborative search process in which mappings
between the object representations and interpretations that transform those representations are both sought. Interpretations persist between associations, allowing the
model to try successful approaches from earlier problems. This process, which we
call interpretation-driven search, aids an association system in operating within the
dynamic and relatively unconstrained context of creative design.
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Overview of this thesis

Chapter 2 presents an analysis of previous work in areas relevant to this research. The
first section of this chapter explores the role of association in design. Through models
of design thinking and design cognition we establish that associative tasks are central
and critical to design, and that association in design has specific requirements. The
second section details computational models of analogy-making, an association-based
task for which there is significant prior work. Models of analogy-making are presented
and discussed with respect to the association processes they employ. The third section
describes models of situated cognition from which we derive our interpretation-driven
approach. The fourth section discusses some other computational models of association
and how they diﬀer from this research.
Chapter 3 presents our computational model of interpretation-driven visual association. This chapter begins with a discussion of association in design contexts and
how it can be evaluated. The chapter then describes the purpose of the model, the behaviours it is designed to exhibit and its scope. These behaviours are derived from the
needs of a visual association system that is to be applied to design domains. The chapter then details the structure of the model and each of its component processes. The
processes by which object representations are constructed, reinterpreted and searched
is described. A worked example of association using the model of association is then
presented. The chapter concludes with a discussion of how the model can be associated.
Chapter 4 presents a prototype implementation of our model of association in
design. The chapter begins with a discussion of the scope of the implementation and
its focus with respect to the model The chapter then describes the prototype in depth,
elaborating on how each of the component processes of the model presented in Chapter
3 were implemented computationally.
Chapter 5 presents experiments performed with our prototype implementation.
The first set of experiments demonstrate the capabilities of the implementation of the
model described in Chapter 4. The second set of experiments details experiments
applying the implementation to representations of a variety of design objects. The
methodology for set of experiments is described and their results are presented and
analysed. The chapter concludes with a discussion of the experimental results.
Chapter 6 discusses the contributions of this research. The chapter begins with
a discussion of the model of association developed in Chapter 3 with respect to the
experiments performed in Chapter 5 and their implications for modelling computational association in design. The chapter then details the conclusions derived from this
research project and a discussion of their implications for modelling computational association in design. The final section presents potential future work that would extend
the model of association presented here or apply it in new ways.

Chapter 2

Background
This chapter details the prior research on which this study is based. The
qualities and role of association in design are examined. Research into
experience-driven models of perception and representation are then discussed. Extant models of analogy-making are then detailed and contrasted
with this research. Approaches to evaluating association are discussed. The
chapter ends with an outline of models of associative memory and how they
diﬀer from this research.

2.1

Design, creativity and interpretation

It is a common premise among design, creativity and AI researchers that associative
and analogical reasoning play a central role in design processes (Goel, 1997). Roles,
characteristics and models of analogical reasoning in design have been proposed, but
there are still significant unsolved problems in the field of computational modelling
of design association. This section describes models of design and what the properties of those models entail for modelling association within design. Specifically we
establish design as being iteratively reflective and incapable of being fully described a
priori. In the following sections we show that these are qualities that existing models
of association are not compatible with.

2.1.1

Models of designing

Design is the act of purposefully changing the world to fulfil a need. This process
has been commented on throughout recorded history, but it is only relatively recently that cognitive models of the process of designing have been developed and
subjected to empirical evaluation. An early example of such a model is Asimov’s
(1962) Analysis → Synthesis → Evaluation cycle, in which design is characterised
as analysing a problem, synthesising a solution and evaluating that solution. Asimov
states that this process is iterative, with evaluation informing further analysis and the
process repeating until a suitable design artefact is produced. In more recent research
the word ‘analysis’ is not used in this context. Instead the problem-framing process is
referred to as ‘formulation’ and ‘analysis’ is a process conducted on newly synthesised
design elements as a precursor to evaluation (Gero, 1999).
The structure of design has been investigated through work that uses protocol
8
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studies of designers to empirically examine what cognitive tasks they are performing.
Data gathered through these methods has challenged a basic assumption of the Asimov
model: that design iterates holistically, with evaluation of a new design element being
followed by a new re-analysis of the problem. McNeill et al. (1998) examined the
order of analysis, synthesis and evaluation processes and found that while in the early
stages of design evaluation is usually followed by analysis, as design progresses analysis
plays less of a role. In all but approximately the first 25% of a design process the
dominant behaviour is evaluation followed by synthesis. This shows that design is not a
discrete process that iterates holistically. After an initial period largely characterised by
problem formulation, the designer spends most of their time producing and evaluating
design elements interspersed with periods of problem reformulation.
Design is often classified into three categories: routine, innovative and creative.
Brown and Chandrasekaran (1985) characterise this division based on the knowledge
available to the designer and whether strategies for solving the design problem are
known. In routine design both the sources of knowledge for the solution and the
problem-solving strategies to produce the solution from those sources are known. In
innovative design the sources of knowledge are known but the strategies for solving
the design problem using them are not. In truly creative design neither the sources of
knowledge nor the problem-solving strategies can be defined in advance. Brown later
clarifies that by a source being “known” it is meant that the knowledge is available and
does not need to be transformed in some way to be applicable. It is not suﬃcient that
the source of knowledge be known of (Brown, 1996). This implies that in non-routine
design the knowledge necessary to produce a solution must be constructed from other
sources (Goel, 1997).
Gero (1990) characterises the routine, innovative and creative design division in
diﬀerent terms. Here the focus is on the space of possible design solutions rather than
on the design knowledge and strategy as with Brown. Gero characterises the space of
possible designs as defined by the set of design variables that comprise the solution. If
that set of variables remains fixed, and they stay within pre-defined ranges of possible
values, the design is routine. Routine designs exist within a sub-space of the space
of possible designs. If the set of design variables stays the same, but one or more of
the ranges those variables can take changes, then the design is innovative. Innovative
designs can exist anywhere within the space of possible designs. If the set of design
variables changes in some way then a paragidmal shift has occurred, which changes
the space of possible design solutions and constitutes creative design. Creative designs
exist outside the space of what designs were possible prior to the transformation that
enabled them. Dividing design in this way emphasises the importance of problem
formation and reformulation during the design process. These two categorisations of
design are shown in Figure 2.1.
Rittel (1988) states that design diﬀers from classic notions of problem solving because a designer cannot clearly define the problem in advance, then source all required
information and search a well-defined space of possible solutions. Rittel describes design as being possessed of epistemic freedom, the idea that there are no logical or
epistemological constraints or rules on how the process of design should continue at
any point. Design elements can and do exhibit constraints, but the process of design
itself is unconstrained; the designer can at any point choose to reconsider any of the
issues that have arisen. A designer can only oﬀer subjective assessment of whether an
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Figure 2.1: Two classifications of the design process that divide design into routine,
innovative and creative. a) after Brown and Chandrasekaran (1985) and b) after Gero
(1990).

issue has been suﬃciently considered or whether any guidelines for how to proceed with
the design process are valid. These behaviours characterise design as what Rittel refers
to as a ‘wicked’ problem (Rittel and Webber, 1973). Wicked problems are those which
cannot be completely formulated until after a solution is found, and every potential
solution to a wicked problem can only be evaluated relatively; there is no ‘right’ or
‘wrong’ answer.
In this thesis we adopt the Function, Behaviour, Structure (FBS) model of design
(Gero, 1990). In this model design is comprised of functions – the requirements of the
design, behaviours – the properties the design should or does exhibit and structure –
the elements that make up the actual designed object. Behaviour is further divided
into expected behaviours – those which a design is expected to exhibit in order to fulfil
its functions and actual behaviours – the behaviours that a design will or does actually
exhibit. The process of design in the FBS model concludes with documentation, the
formal description of the design that can then be manufactured or implemented. The
interactions between these elements and the processes used to transform them are
shown in Figure 2.2.
Reformulation 3
Reformulation 2

Synthesis

Formulation

Function

Behaviour
(Expected)

Evaluation

Reformulation 1
Documentation

Structure

Documentation

Analysis

Behaviour
(Actual)

Figure 2.2: The Function, Behaviour, Structure model of design (after Gero (1998)).
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In the FBS model, design is composed of eight processes. Formulation transforms
functions into expected behaviours, defining the design problem in terms of the behaviours needed to solve it. Synthesis produces structure from expected behaviours,
producing a set of design elements that should exhibit those behaviours. Analysis
produces actual behaviours from structure, investigating the actual capabilities of the
proposed structure. Evaluation compares the actual behaviour with the expected behaviour, comparing the capabilities of the proposed design with those that were desired.
The process of Reformulation exists in three variants and models the ideas of reflectionin-action (Schön, 1983) and unexpected discovery (Suwa et al., 1999). Reformulation1
is reflection on the structure that creates new structure, Reformulation2 is reflection
on structure that creates new behaviours and Reformulation3 is reflection on structure
that creates new functions. Finally Documentation produces a formal, implementable
representation of the design’s structure.
Design research has shown that designing is characterised by iterations of reflection
and action in a context where representations and requirements are highly mutable
and the problem cannot be completely formulated until it has been solved. These
properties must be addressed in any model of association that is intended for use in
creative design.

2.1.2

Models of creativity

Creative thought has long been regarded as a valuable component of virtually every
human endeavour. While creative artefacts and creative thinkers are thought of as rare
and valuable things, the scope of the impact of creativity on the world is immeasurably vast. The genesis of creative acts was long thought to have mystical or spiritual
cause, as if the creative thought had been bestowed on its creator by some external
Muse. Perhaps because of the irreconcilability of this belief with scientific investigation, creativity remained a little-studied behaviour until the second half of the 20th
century.
The definition of, and criteria for, creativity have been the subject of considerable
debate in psychological literature. However a broad definition that has attained some
consensus is that of creativity as the union of novelty and value (Sternberg, 1988).
An act or artefact is considered creative if it is both novel (in that it is original and
unexpected) and useful (in that it furthers the goals or cause for which it was created).
Both of these qualities are highly contextualised, as novelty can only be assessed from
the perspective of a viewer and usefulness can only be assessed in the context of an
application. The Domain-Individual-Field Interaction (DIFI) framework (Csikszentmihalyi, 1988) takes this notion of grounding further, locating creativity outside the
individual creator. DIFI instead locates creativity within the tripartite system that
arises from interactions of the creator, the domain of the work and the society within
which the creator and work exist.
Given the societal component of creativity it is important to distinguish between
an act that is creative (i.e. novel and useful) with respect to its individual creator and
one that is creative with respect to the society as a whole. These two distinct forms
of creativity can be labelled P-creative (for ‘personally’) and H-creative (for ‘historically’), respectively (Boden, 1990). This categorisation usually emphasises the novelty
aspect of creativity, with P-creative ideas being new only to the creator and H-creative
ideas being truly original. A third category, S-creativity (for ‘situationally’) has been
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proposed (Suwa et al., 1999) to reflect ideas that are new to a situation, but may have
previously occurred to an individual in a diﬀerent context. Analogical reasoning can
be used in the creation of artefacts of all these kinds creativity. The mappings that
comprise an association may be P- or even H- creative, but the knowledge that is transferred between the source and target domains is by definition already known, although
in a diﬀerent context. This makes the third category, S-creativity, of particular interest
to studies of association.
Boden (1994) divides creativity into three categories: combinatorial, exploratory
and transformative. In combinatorial creativity the novelty arises from the combination of familiar ideas, through processes such as metaphor, analogy and other forms
of association. Boden’s notions of exploratory and transformative creativity are concerned with the conceptual space in which the creative idea is generated. This space
is defined as an accepted way of thinking about, structuring and constraining ideas
within a domain. Exploratory creativity occurs when novel (either P- or H-novel)
ideas are found within a conceptual space, while transformative creativity occurs only
when the conceptual space is fundamentally restructured by the creative act. This
transformation allows the formation of ideas that were not possible within the solution
space as previously defined.
Boden’s asserts that associative processes produce a separate form of creativity
that is in some measurable way ‘lesser’ due to the familiarity of its components. This
separation of ‘combinatorial’ creativity is at odds with other characterisations of the
role of association in creativity. Hofstadter (Hofstadter and the FARG, 1995) rejects the
notion that analogy is concerned solely with the retrieval and matching of existing ideas,
but instead proposes that analogy can fundamentally restructure ideas and construct
new ones. This view casts association not as a third and lesser cousin to exploratory
and transformative creative acts, but as one of many tools that a creator can employ in
the creative exploration and transformation of conceptual spaces. A newly constructed
association is, by its nature, S-creative, but being derived from the familiar does not
limit the potential P- or H-creativity of an idea.
Arthur Koestler (1967) takes the role of association in creativity one step further,
positing that the fundamental property of the creative act is that it “always operates
on more than one plane”. Koestler rejects the term ‘association’, describing it as an act
of comparison that occurs within one ‘matrix’, defined as “any ability, habit, or skill,
any pattern of ordered behaviour governed by a 1code’ of fixed rules”. This definition
can be considered equivalent to the ‘conceptual spaces’ described by Boden. Koestler
coins the neologism bisociation to refer to an association that bridges two (or more)
diﬀerent matrices. In this thesis the process of association is much more like Koestler’s
notion of ‘bisociation’ than his notion of ‘association’, which we would describe as
‘similarity’. Koestler writes that all of the forms of human creativity; humour, the
sciences and the arts are fundamentally bisociative. It is claimed that bisociation is
the process that underlies and enables analogy, metaphor, poetic imagery and other
related processes. This parallels the relationship between association and analogy used
in this work: analogy and other processes are fundamentally association-based, and it
is the association process that is the source of the creativity in analogy.
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2.1.3

Interpretation in design

Donald Schön (1983) proposed a theory of ‘reflection-in-action’ to explain the cyclical
interaction of synthesis and evaluation processes observed in studies of designers. Schön
suggests that design is characterised by ‘moving’, or taking an action to change the
current design representation, followed by ‘seeing’, or reflecting on what eﬀect that
change has had on the design. This is then followed by ‘moving’ again in response to
that reflection. This cycle is driven by a designer’s ability to reinterpret a representation
of the emerging design they have produced; designers can re-perceive a representation
they have produced and find things within it that they did not consciously put there.
This capacity to transform representations through reflection is shown in Figure 2.3
and is, Schön explains, the core of the design process.

Internal design
representation

‘seeing’

‘moving’

Designer reflects on the effect of
the changes that resulted from
the action taken

Designer takes action and
changes the current design
representation

External design
representation

Figure 2.3: The cycle of reflection and action (after Schön (1983)).
Fundamental to Schön’s model is the idea that design operates in a medium. A
designer maintains externalised representations of the design and it is on these representations that a designer reflects on the eﬀects of design decisions. In this model
design becomes a process of experimentation: a designer makes a series of ‘moves’ that
allow them to explore the domains involved in the design. Diﬀerent interpretations of
the externalised representations create diﬀerent design solutions, allowing the designer
to better understand the interactions between design variables.
The central process in Schön’s idea of reflection is the notion of ‘seeing-as’ (Schön
and Wiggins, 1992), where a designer sees in an externalised representation something
other than what was intended when the representation was produced. Through this
process designers can connect existing design knowledge, emotive content and experiences to the design episode. Schön sees this process as based on analogical reasoning,
and cites several examples of the role of analogy in famous scientific discoveries in his
description of seeing-as (Oppenheimer, 1956; Kuhn, 1977).
Suwa et al. (1999) elaborate on Schön’s idea of a “reflective conversation” with
the design by exploring the connection between a designer’s unexpected discoveries in
sketches and the invention of new design requirements. A protocol study was conducted
in which an architect was video recorded whilst designing and then gave a retrospective report of his cognitive processes at each point during the recording. The coding
scheme for this study included both the formation of new design goals and the unexpected discovery of new features in the sketches produced. The coding also separated
novel design ideas from those that had previously been considered. The study showed
that not only does the invention of new design requirements strongly correlate with
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unexpected discoveries for significant periods of the design process, but that there were
causal connections between unexpected discovery and invention within those periods.
Schön’s notion of reflection-in-action can be viewed as a process of constructing
a representation and then reinterpreting it. This reinterpretation requires adopting
a perspective that diﬀers from the one with which the representation was produced.
One way of modelling this invention of design requirements is as the result of analogical
transfer. Knowledge from past design experience can be applied to the current design
problem through an association. This permits the new design to be ‘seen as’ the old.
This process allows the designer’s experiences to be applied analogously, leveraging
their understanding of the domain to construct diﬀerent interpretations of the current
design.

2.2

Computational models of analogy-making

Analogy-making is an association-based process on which significant modelling research
has been conducted. Analogy-making is the process of making an association between a
source object and a target object, with the goal of learning about the target object using
knowledge from the source domain. This learning-by-domain-transfer process occurs
after the underlying association is constructed (French, 2002). Models of analogymaking are of interest to our study of association as they, by necessity, include a model
of association which can be investigated separate to the transfer process.
The study of analogy and metaphor has occupied a strong position in the fields
of artificial intelligence, computational modelling and cognitive science for over four
decades. Definitions of the analogical reasoning process that have been used in existing
models vary, but all can be abstracted into some version of the following: an analogy
is a mapping between two representational descriptions that demonstrates that they
are, in some way, alike (Hall, 1989). That mapping must then be used to transfer
knowledge between the source and target domains in order to be called analogy by
the definition used in this research. However, this distinction between analogy (with
transfer) and association (without transfer) is not respected by all extant models of
analogy-making. This section investigates the way the sub-process of association has
been modelled within the analogy-making literature.

2.2.1

Early symbolic models

Analogy was identified early on in Artificial Intelligence research as a promising domain in which to demonstrate intelligent behaviour. Analogy and metaphor were of
interest in a variety of traditional AI areas: automated deduction, problem solving
and planning, natural language and learning (Hall, 1989). Notable systems that fit
into this category of analogy-making models include JCM (Becker, 1969), which used
propositional logic to represent and match objects as part of a perception and navigation system, ZORBA (Kling, 1971), which used an incremental search based logic
system to prove theorems by analogy, and ANA (McDermott, 1979), which used production rules to progressively build a solution to a problem-solving task in a simulated
world using existing solutions in memory. These approaches to analogy-making are
broadly characterised by their use of schemas, rules and logic to transform a symbolic
representation of a source object to fit a representation of a target.
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A limitation of these symbolic models of analogy that hampers their application
in design domains is their inability to match objects based on anything but the symbolic structure of those objects as explicitly encoded into their representations. The
representations in models of this era encoded object structure as static, immutable logical propositions. One approach to addressing this weakness was derivational analogy,
as proposed by Carbonell (1983), which, in making analogies between mathematical
proofs, included representations of how and why each step of a proof was constructed.
These derivations consisted of peripheral knowledge sources, justifications, assumptions
and a trace of both successful and unsuccessful steps taken in the production of the
source proof. It is proposed that this abstract information is necessary to transform a
source to match a novel target in anything but a trivial domain Carbonell (1986).
Among the more complex domains that Carbonell describes as requiring this transferenabling meta-information is design. Carbonell gives implementing an algorithm in one
language that has previously been implemented in another as an example of a design
problem that could be solved using derivational analogy. This example clearly describes
only the most routine form of design. However, it was facilitated by the introduction
into the object representations of this causal, decision-making information about the
derivation of the representations themselves. It was recognised by Carbonell that the
justifications for design decisions and the designer’s broader awareness of their own
design processes are important factors in design association. This demonstrates that
the complexity of association in design is acknowledged in some of the earliest models
of analogical reasoning that mention design as a possible domain.
An early symbolic system of particular interest to this study of association in design
is ANALOGY (Evans, 1964). ANALOGY was the first analogy-making system to
operate on visual analogies, solving IQ test problems such as the one in Figure 2.4. To
solve this problem the system must first understand the relationship between shapes
A and B, then pick a shape from the five options that expresses the same relationship
with C. ANALOGY works with geometric figures, a focus that is of interest to design
researchers and one that parallels the implementation in this thesis. The system also
constructs its own representations, taking a prepositional description of the figures and
constructing binary spatial relationships between them.

Figure 2.4: An analogy problem used in the system ANALOGY (after Evans (1964)).
ANALOGY produces candidate mappings between the shapes in A and B and
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between those in C and in each of the five options, then compares the spatial relationships between the shapes that have been mapped in each candidate. This resembles the
process used by the model developed in this thesis (see Chapter 3), although ANALOGY performs an exhaustive search of much smaller representations containing less
relationship types. The ANALOGY system only considers cases where a shape maps
to another of the same kind, such as a circle to a circle, but never a circle to a triangle. Additionally, the ANALOGY system can only map an ‘above’ relation to another
‘above’ relation, although Evans does discuss an extension to ANALOGY where relation substitutions (such as ‘above’ for ‘left’) would be attempted when mapping has
failed. This kind of substitution system would resemble the interpretation process described in Chapter 3, although the proposed transformations were to be generated by
an exhaustive search.
The learning systems used in a number of these symbolic approaches are of interest
to design applications. The ability to store new mappings and representations and
relate back to them in later attempts is consistent with the iterative and reflective
nature of design. However, formal symbolic approaches of this kind lack the ability
to operate with anything not described in their knowledge bases. This makes the
mutable nature of design requirements and elements diﬃcult to capture. If a symbolic
association system were used in design, the structure of the design space would be
defined by the knowledge built into the system as rules, schemas and prepositions.
Additionally, the process for constructing mappings is very simple and all possible
candidate mappings can usually be enumerated at the start of the search, so the process
for searching the design space is well known. In terms of the classification of design
processes used by Brown (1985, see Section 2.1.1), these properties mean that only
routine design would be possible using these models.

2.2.2

Structure-mapping and relational models

While previous analogy-making models had used the relationships between components
of a representation in matching, it was the Structure-Mapping Theory (SMT, Gentner
(1983)) that codified the centrality of relations to analogy-making. SMT states that a
mapping is analogous only when a source and target exhibit the same relationships between attributes in their respective representations. SMT further states that mapping
directly between attributes, rather than between relationships between attributes, is
the domain of literal similarity and not analogy-making. Gentner also outlines the ‘systematicity principle’, which states that a good mapping consists of coherent systems
of relations, defined as those that are causally, structurally or contextually connected.
Structure-mapping has been referred to as ‘the most influential work to date on the
modelling of analogy-making’ (French, 2002). The principle of analogical mapping as
groups of related relationships is featured in many analogical models, including the
one detailed in this thesis. An extensive set of cognitive studies have shown that human analogy-making at least appears to follow the principles of the structure-mapping
model (Gentner and Markman, 1997).
SMT was first computationally implemented in the Structure Mapping Engine
(Falkenhainer et al., 1989), based on the same symbolic mechanics as earlier systems
but implementing the SMT principle of mapping coherent relational systems. Other
SMT-based systems included MAC/FAC (Gentner and Forbus, 1991), which extended
source discovery, MAGI (Ferguson, 1994), which focussed on mapping consistency, and
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I-SME (Forbus et al., 1994), which focussed on representation building through parallel
processing. These and other SMT-based systems have demonstrated analogy-making
capability in a broad variety of domains, with the classic exemplar being the mapping
between the model of an atom as a nucleus being orbited by a series of electrons and
the solar system as the sun being orbited by a series of planets. This association is
based on matching the ‘orbits’ and ‘smaller than’ relations that exist between nucleus
and electrons and sun and planets.
DSSUA (Qian and Gero, 1992) is a structure mapping based system that was
specifically developed for design. DSSUA generates new design elements in an architectural design context using a database of mechanical design components. In this
system objects are represented as FBS graphs (see Section 2.1.1) where functions and
behaviours are connected to behaviours and structures. The DSSUA system takes a
design problem and finds existing designs which share the same pattern of relationships
between function, behaviour and structure. The system then derives a design structure
by transferring from that associated design. An example analogy produced by DSSUA
can be seen in Figure 2.5, where window curtains are used to design a door that slides
closed along a rail rather than closing on a hinge. The rail and hinge are two diﬀerent
structure variables that provide the behaviour of closing to achieve the function of
preventing access. This focus on relational structure allows a greater flexibility and
power in mapping, as highly diﬀerent design functions, behaviours and structures can
share the same pattern of dependencies and inheritances.

Figure 2.5: A door design produced by analogy to a set of window curtains using
DSSUA (Qian and Gero, 1992) (after Goel (1997)).
The strength of structure-mapping’s relational focus on analogy-making is its ability
to operate in and between any domains where abstract relationships overlap. This is
true even if the attributes of those domains diﬀer entirely. Structure-mapping is also
less dependent on a significant knowledge base than earlier symbolic methods. These
properties make such relational approaches to association useful in design, as seen in
DSSUA. One weakness of the SMT approach is the inability to map between anything
but identically named relations with identical structure; a 2-place predicate relation
‘orbits’ can never be mapped to anything but another 2-place predicate relation ‘orbits’.
Additionally, Gentner’s theory has been criticised for minimising the role of perception
in association. SMT makes the assumption that representation and interpretation
processes can be modelled as a separate, modular pereptual process. SMT also assumes
that there is an objective delineation between ‘relation’ and ‘attribute’ that is not the
result of choices during representation (Chalmers et al., 1992).
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In the example of DSSUA, structure-mapping is shown to produce new values for
existing design variables, such as the sliding-rail-based door. These designs fall outside the range of previously possible door designs given that the system’s knowledge
base defined a door as having a hinge-based structure. This makes the analogies produced by DSSUA non-routine. By adopting a very abstract representation of the
relationships within a design (known as ‘function-behaviour-structure paths’), DSSUA
minimised the impact of structure-mapping’s inability to map between diﬀerently labelled relationships. This allowed it to map between very diﬀerent design domains.
DSSUA’s mapping process that is based on the structure of relationships rather than
their specific nature is similar to the approach used in our model of association.

2.2.3

Connectionist models

An alternative approach to the computational modelling of analogy-making is to use
connectionist, rather than symbolic, representations. Connectionist models represent
objects as neural-network style structures of nodes, links and activation levels. A
node, once activated, stimulates connected nodes into activity. When connections
indicate relationships between nodes, activation spreads amongst nodes that are related. Individual nodes may represent properties of objects, or groups of nodes may
form a distributed representation where there is no unitary mapping between symbolic
representations of attributes and nodes. Distributed representations and spreading activation provide connectionist models with internal measures of similarity that do not
rely on the binary notion of identicality on which symbolic models are based (French,
2002). The performance of connectionist models tends to gracefully degrade rather
than fail completely.
The Analogical Constraint Mapping Engine, or ACME (Holyoak and Thagard,
1989) is an influential connectionist model of analogy making based on the notion
that any property of a source can map to any property of a target. In this model the
selection of a good mapping is guided by a set of constraints on which properties should
be mapped. Mapping should be constrained towards 1) mapping similar structures of
relations and properties, 2) mapping relations and properties that are literally similar,
and 3) mapping relations and properties that have been judged to be of importance
for the goals of the analogy-making task at hand. The first of these properties holds
that of consistency between structures of relationships is important to association even
when those relationships are diﬀerent. This is an important behaviour in our model of
association, where it is implemented through reinterpretation of relationships.
Nodes in the ACME system are constructed from the properties and relations
of the source and target. ACME then builds a network of excitatory and inhibitory
connections between nodes based on similarities, which are inputted as predicates. The
system then then activates the nodes corresponding to the properties and relations of
the target. This enables spreading activation to perform a parallel search of all possible
mappings and converge on a mapping with the source. Contradictory hypotheses are
suppressed by the inhibitory connections between competing nodes, with the strongest
activated hypothesis prevailing. The system is able to construct analogies like ‘Socrates
is a midwife of ideas’. However the system requires prepositional representations of
both Socrates and midwifery and accounts of the similarities and importances of the
elements within those representations.
Other connectionist models of analogy have focussed on the mechanisms of dis-
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tributed mapping. These include LISA (Hummel and Holyoak, 1997), which dynamically binds source elements to the target rather than using pairwise complete binding
as in ACME, STAR-1 (Halford et al., 1994), which uses tensor product-based distributed representations to examine the children’s capacities for analogical learning,
and DRAMA (Eliasmith and Thagard, 2001), which uses very high dimensional sparse
distributed relationships to encapsulate diﬀerent kinds of similarity between concepts.
Each of these systems integrate source discovery, a capability which ACME lacked.
Association discovery is possible as their distributed representations and connectionist
architectures allow them to search very large spaces of possible mappings in parallel and
with acceptable scalability. Few, if any, connectionist models of analogy-making have
tackled the question of how these distributed representations could be autonomously
constructed.
In considering design applications, the advantage of connectionist models of mapping is that any property of a source can be mapped to any property of a target.
Contrastingly relation-based symbolic models like SMT can only map between properties when those properties are linked by matching relations. Connectionist models,
however, can map between diﬀerent properties that are connected by diﬀerent relations. This means that the connectionist approach could potentially produce creative
analogies in a design association application. The disadvantage of the connectionist
approach is that knowledge about the similarity between diﬀerent relations and properties must be provided. This provision either occurs through direct input in the case
of systems like ACME or through knowledge encoded in the structure of distributed
representations in the case of systems like DRAMA. These similarities between representational elements are ontological properties of those elements, unchanged and
unchangeable. This requirement is at odds with the prevalence of reformulation in
design and the idea of design as a sequence of situated acts (see Section 2.1.1).

2.2.4

Representation building and reinterpretation

Several notable models of analogy have addressed the issues of representation and
reinterpretation that are the focus of this work. The two models presented here are
hybrids of connectionist and symbolic approaches, combining symbolic processing with
spreading activation amongst networks of nodes.
The Associative-Memory Based Reasoning system, or AMBR was designed to reintegrate the domains of analogy, perception and memory that had been primarily studied as separate, complete systems (Kokinov, 1988). AMBR uses a multi-agent approach
to analogy-making. Each piece of knowledge is represented by a coalition of communicating micro-agents that each represent a single fragment of that knowledge, such as a
concept or preposition. These agents interact with and influence nearby agents based
on their activation levels, which forms the connectionist part of the model, while internally each agent uses symbolic processing. Activation from the connectionist model
is necessary for the symbolic model to begin processing, and in turn the symbolic
model adds and removes temporary connections, shifts attention between agents and
sets new goal states. These system-level actions all occur through the action of many
micro-agents each performing small-scale reasoning.
The AMBR architecture, which was first implemented in AMBR-1 (Kokinov, 1994),
models analogy as a distributed and emergent property of the collective behaviour of
many simple agents acting in concert. AMBR’s memory is susceptible to priming
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(residual activation from previous problems aﬀecting output) as well as intrusion and
blending of memory episodes. These behaviours are aspects of human cognition that
the authors were attempting to capture in the integration of analogy, perception and
memory (Kokinov and Petrov, 2001). The influence of priming and the constructiveness
of memory are of interest to design researchers given the role of constructive memory
in design (Gero, 1998).
The Copycat architecture (Hofstadter, 1984; Hofstadter and Mitchell, 1994) is another model of analogy that was designed with the intention of integrating perception
and analogy-making. Like Kokinov, Hofstadter and his co-authors argue that it is
not possible to separate the representation-construction needs of an analogical system
from the analogical system itself. Copycat’s authors claim that any analogy-making
model that does not build its own representations is pre-supposing the existence of an
omnipotent ‘representation module’ (Chalmers et al., 1992).
Copycat operates only within the very narrowly defined domain of strings of letters, solving proportional analogies with strings such as ppqrss, aijklx and aamnxx.
Within this micro-domain Copycat has complete knowledge of all concepts that can
be involved in an analogy, such as ‘group of adjacent identical letters’ and ‘group of
adjacent successive letters’. Copycat also has knowledge of more abstract concepts
such as ‘opposite’ and how such concepts relate to other concepts like ‘successor’ and
‘predecessor’. These concepts and the relationships between them are encoded in a
network called the Slipnet. With this conceptual knowledge Copycat builds a representation of a particular letter string out of instances of concepts. This representation
construction approach allows Copycat to discover groups and patterns of letters within
the letter strings using parallel processes of top-down active searching and bottomup recognition. The top-down search is guided by which concepts are active within
the Slipnet, where the activation of concepts is determined by what has been found
already. These processes allow Copycat to build context-sensitive representations in
which what is constructed is aﬀected by what is already present.
Copycat’s association process finds situations where one concept can be treated as
equivalent to another. For example, given the problem that the string abc maps to
abd, and then being asked to solve what the string ijk should map to, Copycat finds
that both groups are composed of successive letters and that the final letter changes
to the next in the sequence, so ijk should map to ijl. However, when given the same
problem and asked to find what xyz maps to, Copycat tries and fails with the same
approach, as there is no successor letter to z. The system can then can find that
since abc and xyz are at opposite ends of the alphabet, the ‘successor’ concept in the
source should be mapped to the ‘predecessor’ concept in the target, as those concepts
are opposites. If this happens (which is not guaranteed, as the mechanism is not
deterministic) the system finds that xyz maps to wyz: ‘next’ maps to ‘previous’, ‘end’
maps to ‘start’ and therefore ‘replace the last letter with the next one in the sequence’
maps to ‘replace the first letter with the previous one in the sequence’. This ability
to equate the meaning of diﬀerent concepts is referred to as ‘conceptual slippage’.
Conceptual slippage gives Copycat the ability to map between systems of relationships
that are structurally similar but semantically diﬀerent, a capability that is paralleled
in the interpretation-based approach used in the model presented within this thesis.
The Copycat architecture spawned a family of related systems, including applications to diﬀerent microdomains like TABLETOP (French, 1995) and LETTER-SPIRIT
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(McGraw and Hofstadter, 1993) as well as extensions of the architecture like METACAT (Marshall and Hofstadter, 1999). The Situated Analogy-Making Engine, or
SAME (Kulinski, 2002) is a Copycat-based model of analogy-making within the context
of design. SAME uses design structures in place of Copycat’s letter-strings and uses
design behaviours and functions in place of Copycat’s concepts. The representationbuilding that occurs is thus the context-sensitive construction of what behaviours are
exhibited and what functions are possible from a particular set of design behaviours.
This allows the system to find analogous structure in designs based on the behaviours
and functions that are derived from them.
These representation-construction based models of analogy can, like a connectionist
system, map between diﬀerent properties that are connected by diﬀerent relations.
However, where a connectionist system relies on a quantitative, objective and fixed
similarity metric between relations, systems like Copycat and AMBR allow contextual
reinterpretation of concepts. This means that the diﬀerences between relations used
in representations are not fixed, they can change if the concepts involved ‘slip’ into
new meanings. However, the set of possible ways the meanings of concepts can change
is fixed, as all possible slippages and the contexts under which they might occur are
encoded into the Slipnet. Copycat’s small, well-defined domain makes this degree of
prior specification possible, but this limitation poses questions for the scalability of the
model.
In terms of the characterisation of routineness based on design variables and values (see Section 2.1.1), a Copycat-based system could provide new design variables.
These variables would have existed previously in an analogous design, but in a totally
diﬀerent context that is only situationally considered the same due to slippage. With
this ability such a system must be considered able to oﬀer creative design solutions.
This contrasts with the ability of an SMT-based analogy-making model. DSSUA (Qian
and Gero, 1992) can synthesise new structure from other designs that have the same
behaviours and functions, while SAME (Kulinski, 2002) can synthesise new structure
from other designs that have diﬀerent behaviours and functions. This occurs because
these behaviours and functions are situationally considered equivalent. However, these
situational equivalencies must be specified in advance, so the range of possible new
design variables, and thus the potential for creativity, is limited. The model of analogy presented in this thesis builds on the ideas of conceptual slippage and contextual
meanings using interpretation-based search. This approach does not require the specification of all potential ‘slippage pathways’ in advance, as new interpretations can be
constructed within the system.

2.2.5

Evaluation in models of analogy-making

Reviews of the field of analogy-making research (French, 2002) have identified that
the evaluation of analogies is a critical and under-explored component of the analogymaking process. Evaluation processes that are internal to a model of analogy are
important for selecting mappings, inferring knowledge and learning. Additionally, external methods of evaluation are important for the research field as a whole, as they
enable objective studies of performance and comparisons between models. There are
three broad approaches to external evaluation used within the analogy-making field;
autonomy of the process, comparison with human behaviour and analogical ‘depth’.
One method of evaluating the analogy-making process itself is by comparing the
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knowledge provided to the system in advance to the knowledge expressed in the mapped
representations. This method is often used by models that focus on representationbuilding as part of the argument that analogy is inextricably tied to perceptual systems
(Chalmers et al., 1992) and systems that map between provided representations ignore
this. An evaluation metric of quality as “least knowledge required to produce a particular mapping” is based on the notion that the more a model’s representations are
constructed by the model itself the more capable its analogical faculties. Quantitative
assessment of this perceptual autonomy-based evaluation can be challenging, as it is
diﬃcult to operationalise knowledge input and representational complexity. Qualitative evaluation of comparative perceptual autonomy between two association systems
is possible when a mapping can be found between their representational processes.
This approach has been used to compare models in Forbus et al. (1998).
Evaluation of the analogy-making process by equating representational autonomy
with quality has met with criticism from researchers involved in the cognitive modelling
of analogy-making (Forbus et al., 1998). They argue that representation construction
processes are connected to analogy but not inseparably so, and that as the processes can
be studied individually in humans there is value in modelling them individually. From
a cognitive science standpoint the goal for models of analogy is their psychological
plausibility, and that this should be the metric by which they are evaluated. The
performance of computational models can be directly compared to human performance
given the same problems and as similar starting representations as is possible. One
example is protocol studies that required human subjects to retrieve analogs from longterm memory. It was found that literal similarity dominated memory retrieval, instead
of the structural, relational similarities that dominate the mapping process (Gentner
and Forbus, 1991). If psychological plausibility were not considered an important
evaluative metric it would seem counter-intuitive to base long-term memory retrieval
of analogs on literal similarity as it is generally agreed that analogical mapping is based
on structural, not literal, similarity.
Instead of evaluating the process of analogy-making it is possible to focus on properties of the output produced by that process. One property that has been mentioned
in literature is an analogy’s ‘depth’, defined as the diﬀerence between the seeming
suitability of an analogy once the mapping is explained and the diﬃculty of finding
that mapping in the first place (Hofstadter and Mitchell, 1994). An analogy that is
complex to construct but seems obvious once it has been made is said to be ‘deep’.
The Copycat system evaluates the quality of its analogies using ‘depth’ values determined from the concepts involved in mapping. These values are encoded into to the
system by the experimenters with the intention of encapsulating the abstraction and
complexity of those concepts. More abstract and complex concepts are said to be
more diﬃcult to use in analogy and therefore analogies utilising them are said to be of
higher quality. Other models have incorporated similar properties, such as the ‘pragmatic constraints’ of ACME (Holyoak and Thagard, 1989), where certain properties
are valued more highly in a mapping due to domain-specific reasons that are provided
by the experimenters and not expressed in the model.
The quality of ‘depth’ is diﬃcult to objectively measure, given the highly subjective
nature of both the diﬃculty of constructing a mapping and the perceived quality or
suitability of that mapping once it is made. However, several related quantitative measures have been devised, such as measuring the distance between the two analogs in
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a conceptual space (before any interpretations specific to the association are applied).
This can be considered an approximation of the complexity of constructing an analogy,
although it is one that heavily favours cross-domain associations over within-domain.
An alternative approach mentioned by Hofstadter (Chalmers et al., 1992) is to ask human subjects to rate associations on dimensions such as ‘surprisingness’ or ‘cleverness’,
hoping to overcome the inherent subjectivity of such judgments by grounding them in
the collective beliefs of a society.

2.3

Interpretation, situatedness and experience

Design has been characterised as a sequence of situated acts (Gero, 1998), the idea that
“where you are when you do what you do matters.” (Suwa et al., 1999). A situation
is the product of the interactions between an agent and its environment, a contextual
construction that shapes both the agent’s perception of the world and its actions within
it. Situatedness is therefore the idea that behaviour is a function of three interacting
factors; individual, environment and situation (Lewin, 1935). Situated cognition as
proposed by Clancey (1997) is concerned with the process by which an individual
perceives its situation, producing knowledge that develops “as a means of coordinating
activity within activity”. Situated acts are influenced not only by spatial, social and
historical contexts, but also by the agent’s own perception of those contexts.
Constructive memory is the idea that memory is not a set of stored episodes that are
accessible by their content or their sequence. Instead memories are a construction of
past experience to fit the current situation. The memory of an episode is a function of
what happened in the past, what has happened since and the context of the stimulus to
recall. Dewey (1896) characterises this behaviour as composing memories “such that
subsequent experiences categorize and hence give meaning to what was experienced
before”. In this way of thinking about experiences a memory is produced in response
to stimulus rather than being stored and then simply recalled by stimulus (Rosenfield,
1988).
Both of these ideas from cognitive science concern the process of interpretation; the
re-representation of knowledge to accommodate a new perspective. A key component
of situatedness is the individual’s interpretation of their situation and the ability of this
interpretation to change. Constructive memory proposes that all forms of remembering
are a process of interpreting past experiences into the current context. This thesis
presents a model of association in design that is fundamentally based on the use of
interpretation to relate objects. Situated and constructive theories of cognition are
relevant to this research to the extent to which they describe the roles, capabilities and
causes of interpretation processes.

2.3.1

Situatedness

The idea of situatedness dates back to writings in cognition and philosophy by such
authors as William James 1890 and John Dewey 1896. James writes that “The same
property which figures as the essence of a thing on one occasion becomes a very inessential feature on the other”. While this comment was originally penned as a comment
on philosophical notions of absolute truth, it is of interest in computational modelling
for its implications for representation. As the relevance of an object’s properties to
particular occasions is situation-dependent, the representation of that object must also
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be situated. This highlights that representations are not only reinforced over time by
experience but are actively re-interpreted during action to suit emerging situations.
Dewey (1896) wrote of the need for experiential education; the idea that since all
learning occurs in the context of past experiences an educator must tailor teaching to
the experiences of their students. In proposing this framework for education Dewey
developed a ‘theory of experience’ that has implications beyond the pedagogical context in which it was developed. This theory had two core principles: continuity – that
each experience will have an eﬀect on future experiences; and interaction – that an
experience is an interaction between one’s past and one’s situation. Agents with different pasts will have diﬀerent experiences in the same environment as their historical
grounding means they will interpret it diﬀerently.
Clancey (1997) develops the idea of situated cognition as a way of relating the
philosophical and psychological ideas of James, Dewey and others to the problem of
representation in intelligent computer programs. Clancey describes situated cognition
as “adaptively re-coordinating previous ways of seeing, talking and moving”. He argues
that traditional knowledge representation approaches in both cognitive science and
computational modelling intelligent behaviours have not captured this quality. When
a system uses a set of unmodifiable descriptions to represent its world it lacks the
ability to contextually reinterpret that world.
Gero (1998) ties situatedness in design to the designer’s continuous formulation
and reformulation of the design task. When a designer changes the trajectory of the
emerging design they are constructing a new design situation. This reconstruction
can involve re-framing the problem, focussing on diﬀerent elements or incorporating
diﬀerent aspects of their own experiences. Figure 2.6 shows just some of the many
interpretations of a simple design representation that can be constructed. Fig. 2.6a
shows a house floor plan, while 2.6b shows twelve diﬀerent possible interpretations of
that same plan, each a consequence of adopting a diﬀerent situation by which to view
the design. The design can be seen as a group of lines, a group of closed shapes, a
variety of grids, a group of points, etc. None of these interpretations were entirely
encapsulated by the original description (in 2.6a), they are projections of diﬀerent
elements of the designer’s experience onto what had been drawn.

(a)
(b)

Figure 2.6: A designer’s representation of a floor plan (a) and multiple diﬀerent possible
interpretations that could be constructed from that floor plan (b). After Gero 1998.
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Constructive memory

The idea that memory is a constructive rather than recapitulatory process was prominently espoused by Frederic Bartlett in his 1932 book ‘Remembering’ . Bartlett describes memory as the construction of schemata, which are “active organisations of past
reactions” by which behaviour can be co-ordinated. He wrote of memories as ‘serving
the needs of the moment’ and of the significance of this behaviour for experimental
methodology in psychology. This idea was illustrated with an example involving the
recall of playing cards (Bartlett, 1935). If four Bridge players are asked after several
tricks to recall each card played in order, they would do so using a very diﬀerent memory process than if the same set of cards had been dealt face up on a table without the
context of the game. The game structure perturbs memory – a player may remember
who won, but not with what cards. This imprecise memory can be used to reconstruct,
or perhaps even invent, the sequence of play. The second example, Bartlett argues, is
also an eﬀort of reconstruction, as subjects commonly hesitate in their retelling of the
sequence and begin to give justifications: “The next card must have been so and so,
because...”. In both experiments – though more subtly in the second – the participants
have actively constructed interpretations of the past as part of remembering.
Rosenfield (1988) writes to bring perspectives like Bartlett’s from psychology and
neuroscience (Edelman, 1987) into the debate about representation in Artificial Intelligence. Rosenfield argues that constructive approaches to memory invalidate the notion
of ‘localisation of memory’: that memory consists of things stored in some place. Contrastingly memory gives the capability to produce structures from the reorganisation
of past perceptual and motor experience. These structures are the representations by
which we coordinate behaviour. To Rosenfield these representations are “not discrete
units that are linked up over time but a dynamically evolving system”, and both cognitive science and artificial intelligence, he argues, have not reflected that. Clancey (1991)
suggests that Rosenfield’s ideas on memory suggest a reformulation of what constitutes
‘context’ in artificial intelligence: the context in which a memory is constructed is not
given, it is itself constructed by internal processes to reflect both external environment
and past experiences. In other words, to situate a representation is to interpret it
through the lens of another interpretation.
One attempt to present a structured, functional account of constructive memory
processes is the theory of perceptual symbol systems (Barsalou, 1999). Here cognitive
representations are composed of perceptual symbols that are grounded in sensorimotor
modalities. This contrasts with amodal symbols that are constructed from, but separate to, perceptual representations. This view holds that perception, cognition and
memory are all fundamentally modal; the internal structure of their representations
corresponds, at least analogically, to the perceptual state that produced them. Cognitive representations are produced from these grounded symbols through simulators.
In Barsalou’s theory of cognition simulators are aggregates of related perceptual symbols that together form a conceptual category such as car or chair. These perceptual
symbols are synthesised together to construct a simulation of that category that can
then be used in cognition. Simulations are constructive conceptualisations of an idea
as it applies to the current situation. A contextual simulation of the concept car is an
interpretation of the agent’s experiences with cars as they apply to the current context.
Gero (1998) draws a parallel between the notion of constructive memory and
Schön’s (1983) “conversation with the medium” in design. A designer externalises
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representations during conceptual designing. These externalised representations are
typically sketches of the emerging design. The designer can then perceive these representations using interpretations that are diﬀerent from the ones used to produce them
using the process Schön’s refers to as “diﬀerent kinds of seeing”. This ability to see
features in a sketch that were not originally part of the representation when it was
externalised requires that the perceptual and memory capabilities of the designer are
constructive. Schön’s cycle of reflection and action in designing involves the interpretation, externalisation and reinterpretation of constructive design representations.

2.4

Computational models of association

The term ‘association’ has typically been used in psychological literature to refer to the
mental processes by which ideas become connected or related, usually dealing with the
learning and recall of these connections from memory. This has led to a field of machine
learning research known as ‘associative memory’, consisting of computational models
of the learning and retrieval of relationships (Kohonen, 1977). Associative memories
can be divided into two groups; auto-associative memories such as Hopfield networks
(Hopfield, 1982) that complete a partial representation by associating it with its whole
and hetero-associative memories such as the Bi-directional Associative Memory (Kosko,
1988) that associate one representation with another. A typical associative memory
process begins by training a learning system on a set of object to object relationships
and then providing one object to the system and receiving its complement. A prominent
application of associative memory models is in the field of content-addressable memory,
where a database of objects is indexed by and searchable by those objects’ semantic
content.
This definition diﬀers markedly from the process of ‘association’ as defined in this
research and these models are mentioned here only to delimit our use of that term. In
these models of association the focus is on the recall of previously learned associations
rather than the construction of new ones. In most associative memory models the
system does not possess a representation of the mapping that underlies an association.
Associative memories are often not concerned with how two objects are related, only
with remembering that they are related. Associative memory models which are capable
of on-line learning of new associations based on representational relationships do exist,
such as the system in Kohonen (1984). The focus of these systems is on storage and
retrieval and new associations tend to be made based on literal similarity between
representations rather than the construction of mappings.

Chapter 3

Modelling Interpretation-Driven
Association in Design
This chapter details our computational model for interpretation-driven association. The role of association in design is explored and how these uses
can be evaluated is discussed. The purpose and behaviours of the model
with respect to its intended application in design are then described. The
structure of the model and its component processes is then detailed, followed by a worked example. The chapter ends with a discussion of ways to
evaluate this model.

3.1

Association in a design context

One application of association in design is to produce an analogy: an association made
with the intent to transfer knowledge possessed about one object to another. The
traditional characterisation of analogy-making in AI research is as a problem-solving
tool; given a problem in one domain, often a domain that is unfamiliar, analogy allows a
candidate solution from a familiar domain to be proposed. In problem-solving, analogy
is “a mechanism for achieving the function-form relationships in domains where one has
not yet acquired skills for doing so” (Anderson and Thompson, 1989). This approach
can be translated directly into the FBS model of design (see Section 2.1.1) as analogybased synthesis – new design structure is proposed by constructing an analogy between
existing designs that exhibit similar behaviours and/or functions.
Goel (1997) proposes a more expansive view of analogical reasoning in design,
suggesting that association can extend beyond simply proposing or modifying candidate
design solutions. For example, analogy can play a role in the interpretation, elaboration
and decomposition of design problems, as well as in anticipating issues with proposed
solutions. The role of analogy in design is only limited by the kinds of knowledge
that can be transferred from previous experiences. As analogy is an association-based
process, any role of analogy in design is also a role of association.
Another role of association in design is as a means of judging similarity between
designs or design elements. Markman and Gentner (2005) identify a kind of associative similarity that they call structural similarity, which is based on patterns of
relationships between features (as in Gentner (1983)). This is contrasted with spatial
similarity, which is based on distances between points in some high-dimensional space
27

CHAPTER 3. MODELLING INTERP-DRIVEN ASSOCIATION

28

of objects (Shepard, 1962) and featural similarity, which is based on the intersections
and diﬀerences between sets of features (Tversky, 1977). Structural similarity uses the
Structure-Mapping Theory of analogy (see Section 2.2.2), but the resultant mapping
is used to produce a set of relational commonalities rather than to transfer knowledge between objects. This construction of a relational mapping between objects is
the construction of an association in order to judge inter-object similarity. Structural
similarity has been found to better predict human similarity judgements than spatial
or featural similarity (Markman and Gentner, 1993), suggesting that association-based
similarity is prevalent in cognition.
Similarity judgements are used in design as a means of relating or categorising
designs and design elements. This may involve constructing ad-hoc categorisations
between or within designs to further reasoning (Gero and Reﬀat, 2001) or it may involve judgements of design style. Style in design is comprised of three components:
commonalities between form, between relationships in form and between the means
used to produce form (Shapiro, 1961). Association-based similarity judgements can
be useful for identifying stylistic similarities in each of these components. Similarity assessments based on representational structure have been used in computational
models of design style (Jupp and Gero, 2006; Cha and Gero, 1998). These forms of
reasoning are most typically employed in design analysis, but may also be used in
problem-framing and other tasks where category memberships and relationships are
important. Association-based similarity is one method by which this kind of reasoning
can be performed.
The potential roles of analogy, structural similarity and other forms of associative
reasoning can be described with reference to the processes that make up design. Some
examples of association used in the processes of the FBS model of design (see Section
2.1.1) are listed below:
• Formulation: Analogies may be used to transfer knowledge that helps decompose
the design problem or generate new design behaviours. These would consist
of associations between the current design episode and previous episodes with
similar functions. Judgements of design style using association-based similarity
can also be important in problem-framing.
• Synthesis: Associations can be constructed between the current design behaviours
and other behaviours from the designer’s experiences, both with their own designs
and with the designs of others. These associations may be used to analogously
generate design structure.
• Analysis: Association is a way to assess how a candidate design is likely to
behave, by analogy to known examples of similar structures. This may form
part of early analysis processes in conceptual design, when the designer forms
assumptions about how particular structure elements will likely behave. These
assumptions about actual behaviour may later be superseded by more rigorous
analysis, but play a role in design even if they are later contradicted.
• Evaluation: Association is a possible tool in the development of metrics for assessing behaviours. In design episodes, where it is diﬃcult to predict the eﬀects
of behaviours, an analogy to another design context may prove explicative. Evaluations of style may also involve associative reasoning about similarity.
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• Reformulation of Structure: Within-domain associations are common in reformulation. The discovery of previously unknown relationships between elements in
a design is a kind of association-based reflection-in-action (Schön, 1983). When
a mapping between design elements is discovered this may lead to reformulation
of structure in order to elaborate on and extend that mapping.
• Reformulation of Behaviour: Reflection on structure may provoke the analogous
recall of previous design episodes where similar structure exhibited a desirable
behaviour that is not currently expected. Associations constructed through reflection may lead to the discovery or modification of stylistic categorisations and
influences, thereby creating or modifying desired behaviours derived from known
design styles.
• Reformulation of Function: Whilst reflecting on a system of structural elements
a designer may draw an analogy between the interactions between those elements
and those of an unrelated system in a diﬀerent domain (that may or may not be
a design experience). This association may suggest an additional analogous role
for those elements in the current design.
In each of these cases association may be also applied to strategic rather than
domain knowledge (Goel, 1997). For example an analogy in the Formulation process
may provide a new method for problem decomposition rather than provide an actual
decomposition itself.

3.2

Evaluating association in design

What makes an association ‘good’ ? Assessing the quality of output from an association
process is not simple, as the process is open-ended and the value of the result is
subjective. We identify three kinds of evaluation of association and related behaviours
present in the literature: evaluation of the process itself, evaluation of the output of
the process and evaluation of the impact of that output. This section develops how
each of these can be used for evaluating association in design.

3.2.1

Evaluating the process

The process of association can be evaluated for the presence of behaviours desirable
for application in design. As detailed in Section 2.1.1 design is a sequence of situated
acts (Gero, 1998) characterised by iterative cycles of reflection and action (Schön,
1983) and intended to solve a wicked problem (Rittel, 1988). Addressing each of these
characteristics is a necessary quality for a model of association to be applied in design,
and therefore the presence of these behaviours in the process is meaningfully evaluative.
The role of experience in the association process can be assessed, notably the influence of priming and the ability to apply past experiences to new problems. This
behaviour is in keeping with models of design based on situated cognition. As priming
and other influences of experience are important to the design process (Gero, 1998) it
is beneficial for a model of association intended for design to exhibit these behaviours.
A core component of Schön’s model of reflective behaviour in design is the concept of
‘seeing-as’ – the ability to recognise new features in a design representation by seeing
it in a diﬀerent way. The ability of an association process to contextually develop and
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apply new interpretations to representations is therefore an indicator of that model’s
applicability to a design context. The wicked nature of design problems prohibits the
a priori specification of a complete space of possible solutions. Accordingly, the degree
to which an association model is capable of autonomously defining that space and of
minimising the impact of hard-coded representational elements can also be used as an
indicator of design applicability.

3.2.2

Evaluating the output

One desirable quality of association output in design is creativity, a similar property
to the notion of ‘depth’ that has been used to evaluate models of analogy (see Section
2.2.5). An association that is creative could certainly be judged ‘good’, but a quantitative metric for evaluating creativity remains an open challenge (see Section 2.1.2).
The definition of creativity as ‘novel and useful’ raises the questions of what constitutes a novel association and for what the association is used. All associations are in
some way unique as they construct new relationships, complicating the assessment of
novelty. H-novelty (see Section 2.1.2) within a society of association-capable agents
could be used to evaluate the novelty component of creative associations. This would
measure not whether the relationship constructed was new to the agent that made the
association (which it will be by definition) but whether it was also new to the society.
This approach would require significant experimental infrastructure in the form of a
society of communicating and associating agents. The assessment of usefulness is also
challenging as, unlike analogy, association does not incorporate purposeful transfer and
inference. Usefulness could be assessed by applying the association model to one of
the tasks for which association is used in design, such as analogy or stylistic analysis
(see Section 3.2.3). The degree of eﬀect of the association on the design tasks could
then be measured.
Divergent thinking has been used in psychometric studies of human subjects as a
test of ‘ideational fluency’, a kind of creativity (Hunsaker and Callahan, 1995). Divergent thinking tests, popularised by Torrance (1962; 1974), ask subjects to come up
with as many diﬀerent answers for particular classification or description problems as
possible. The size of the set of answers is then evaluated, representing the number of
diﬀerent ideas that the subject was able to articulate. Torrance also lists the breadth,
variety, originality and level of elaboration of the ideas as valuable criteria in addition
to their quantity. This creativity metric could be applied to an association system,
measuring the number of diﬀerent associations that system could produce in a task.
This task could involve association between a single pair or small set of objects.

3.2.3

Evaluation through use

Association usually occurs in the context of some purpose outside of models of the
association process itself and specific free-association exercises. It is important to
consider that associations can be evaluated by how successfully they aided that purpose,
even when models of association in isolation are not purposeful. In design analogical
reasoning and structural similarity judgement have been identified as the two major
applications of association (see Section 3.1). This evaluation-through-use approach
could be implemented by applying a model of association to one of these tasks and
then measuring an association’s impact on the design. This impact could be measured
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using the final design solution or based on the impact of the association on the design
process, regardless of whether it formed part of the final design. Measuring impact on
the design process rather than the output is consistent with the notion of design as
iterative reflection-in-action (Schön, 1983),
Association can be thought of as ‘analogy minus transfer’, in that it is only concerned with the matching and mapping processes and not with constructing inferences
from that mapping. Evaluation in analogy-making models that feature transfer is not
usually based on the degree to which an analogy assisted some goal, except in models
of analogical problem-solving such as AMBR (Kokinov, 1988). In the related field of
case-based reasoning this form of use-based evaluation is common (Carbonell, 1983).
In a design application of analogy-making, use-based evaluation would depend on the
degree to which analogies aﬀected a design and the degree to which that design fulfilled
the required design goals.
The other major application of association in design, and therefore the other major
way to evaluate associations through their use, is association-based judgements of
similarity. Association-based similarity can be used in ad-hoc subjective categorisations
and in the analysis of design style (see Section 3.1). The recognition of structural
similarities between design artefacts can be considered at least part of the capacity to
recognise style (Cha and Gero, 1998). An association system can be evaluated for its
ability to find similarities between designs of similar styles.The interpretations used to
produce associations for stylistic judgement can be said to encode knowledge about
that style (see Section 6.3.6 for an elaboration on this idea).

3.3
3.3.1

Purpose of the model
Suitability for design applications

Representations in design change rapidly and unpredictably, making design a wicked
problem (Rittel, 1988). The nature of design as a creative process means that the
space of possible representations will change during the process. In order to make
associations in this environment our model must be able to adapt to changing representations as well as a changing space of possible representations. The model will use
interpretation processes to transform representations and enable mapping between the
disparate representations required in a design context.
Extant models of association can partially address these requirements. Conceptual
slippage-based models like Copycat (see Section 2.2.4) address the need for iterative
re-representation with their integrated representation construction and mapping search
processes. These models are capable of reinterpreting representations by conceptual
‘slippage’, but require an ontological specification of both the domain and all possible
reinterpretations in advance. Other models, such as Structure Mapping (see Section
2.2.2), do not require a fixed set of concepts, but do not alter their representations
during association and thus cannot adapt to the mutable context of a design problem. Our model must both be capable of adapting its representations over time and
reinterpreting its representations during use. These behaviours should not require a
pre-specified list of concepts with which to build and transform representations.
It is important that the model be able to start from a low-level representation
of its objects. Beginning with a low-level representation increases the autonomy of
the association process, as a knowledge lean system will need to detect and construct
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higher-level elements and relationships between those elements. This ability for the
model to build its own set of concepts to describe objects is of use when not all relevant
conceptual knowledge can be provided upfront, such as in a design context.
The model should have a concept-formation system capable of dynamic and experience sensitive categorisation of object features extracted from low-level input representations. The extraction of features allows for information about each feature and its
relation with other features to be incorporated into the model’s representations. The
classification of these features into conceptual groups allows for typological information
about how diﬀerent features relate to be incorporated into representations. It is also
necessary that the system be able to adapt these conceptual definitions, both within
the course of making an association and over the course of making many associations.
This will enable the system to work with the constantly shifting representations that
characterise design thinking.

3.3.2

Persistence of experience

This research seeks to model the process of association only, not to extend that process
to its use in analogy-making or other areas. As a consequence, the model will not
incorporate any processes that internally evaluate the quality of the output. This ‘free
association’ model will instead focus on being able to produce a diversity of possible
responses to any given problem. The model will be designed to run many times on any
given pair of objects, and to produce as many diﬀerent associations as possible. When
judging the model’s performance on a problem, single results should not be considered
in isolation, but rather the corpus of diﬀerent results that have been produced should
be evaluated.
The model should use its previous experience to suggest approaches when seeking
to reinterpret representations within a problem. This previous experience should come
both from within the current association process and from any previous attempts at
this or similar problems. This behaviour should serve to guide the re-interpretation
process and to encourage approaches that have been tried. Care should be taken
to ensure that this encouragement does not drive the model exclusively towards the
familiar.
The model should also seek to apply experience gained from diﬀerent association
tasks to the current one. The process of between-association learning is complicated by
the fact that association tasks involve constructing a unique relationship between two
diﬀerent objects. Even the relationships constructed between two pairs of quite similar
objects can be highly diﬀerent. There may not be anything in the mapping approach
used for the first pair that could be of use associating the second. Interpretations,
however, are more general than the specific mappings they may enable, and could
therefore be of more use in other associations. The model will seek to re-use the
interpretations it has learnt on past problems where possible.
The model must be capable of preserving the knowledge used in the construction of
representations between problems in order to be able to usefully apply its experiences.
Specifically, the conceptual categories that were used in previous association tasks
should be maintained for use in future association tasks. The dynamic nature of
conceptual classification in the model may mean that the precise definitions of some
concepts may have changed. However, it is of benefit to maintain broad compatibility
with the representations used in prior tasks when considering the application of prior
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experiences manipulating those representations.

3.4

Association as interpretation-driven search

The model presented here frames computational association as interpretation-driven
search. This addresses the need for experientially-persistent representational dynamism
in a model of association in design. Interpretation-driven search provides a general
framework for how representations change during association. The core principles of
interpretation-driven search are as follows:
• An interpretation is a transformation of the representations of the objects involved in association. These transformations are used to change the disparate
object representations to enable mapping between them.
• Interpretations are explicitly represented elements of system knowledge, allowing
them to be constructed, stored, evaluated and remembered.
• The interpretation process iteratively interacts with the search for mappings and
operates in parallel with it. Interpretation influences the search for mappings
and mapping influences the construction and evaluation of interpretations.
A model that uses these principles of interpretation-driven search to construct associations can be viewed on an abstract level as consisting of three processes: Representation, Interpretation and Mapping. Representation produces object representations
which are then iteratively searched and transformed by Mapping and Interpretation
respectively. This framework for computational association is depicted in Figure 3.1.
The interactive and parallel nature of the interpretation and search processes address
the ‘chicken-or-egg’ question of representational causality in association (see Section
1.2).
graph representation
objects

Mapping

association

interpretations

Representation
mappings

Interpretation

Figure 3.1: A high-level framework for interpretation-driven association. This is the
approach that underlies the model of association described in this chapter.

3.5

Expected behaviours of the model

The model presented in this chapter will incorporate the principles listed in Section
3.4, be designed to fulfil the purpose described in Section 3.3 and will operate as a
model of ‘free’ association. As a consequence of these properties the model is expected
to exhibit the following behaviours:
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• Divergent solutions. The model performs ‘free’ association and has the capacity
to reinterpret object representations. As a result it is expected to be able to
produce a wide variety of solutions to any problem presented to it.
• Re-use of concepts. The model constructs conceptual representations from lowlevel visual input. As a result it is expected that these concepts will be re-used
between association problems.
• Re-use of interpretations. The model constructs, uses and stores the interpretations it uses to transform object representations. As a result it is expected that
these interpretations will be able to be re-used between association problems.
• Priming eﬀects in interpretation. The model can recall and re-use interpretations
and is expected to be able to produce a diversity of solutions. As a result it is
expected that what interpretations are known will influence which of the many
possible solutions are produced.

3.6

Scope of the model

Our model will exclusively focus on perceptual associations, rather than more abstract
conceptual domains. Perceptual representations are simpler to construct as they are
more closely tied to an agent’s sensory data. The associations constructed by the
system will be based on perceptual relationships. The framework for interpretationdriven search is domain general and can be applied to conceptual as well as perceptual
associations. However, the adoption of a specific domain for this model simplifies the
description of representation construction processes. Specifically, we focus the model
on visual association, constructing relationships between images and drawings based
on their spatial properties. Visual associations are an important component of many
design processes and oﬀer a rich variety of potential design domains. Implementations
of the model will require some domain-specific method for detecting and describing
salient features from the low-level visual representations used as input. These visual
representations will typically be raster or vector images. We will model the association
of visual objects based on topological and typological relationships between features
within those objects.
We use the analogy-making naming convention of ‘source’ and ‘target’ objects, but
these terms are for convenience only and do not reflect diﬀering roles of the objects
in the process. The main diﬀerentiations between the terms source and target as they
are used in analogy-making research occur in the discovery of sources and the transfer
of knowledge after a mapping has been constructed. These processes are not included
in this model.

3.7
3.7.1

Structure of the model
Graphical notation used in this model

This section uses a combination of natural language, mathematical notation and graphical figures to describe a model of association in design. We use a simple graphical
notation designed to show the structure of each process in our model. Each process
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is represented as its inputs, the transformations of those inputs (which are themselves
processes), and the outputs produced. An example can be seen in Figure 3.2.
INPUT

I

Sub-Process

O

OUTPUT

Figure 3.2: An example of the graphical figures used in this model description. Inputs
to the process are shown on the left, the sub-processes that comprise the process are
shown as rounded boxes, and the outputs of the process are shown on the right. Arrows
indicate information flow, with labels showing the symbols transferred.
The set of inputs to a process is listed on the far left of the diagram, and the set of
outputs produced by a process are listed on the far right. Between these are rounded
boxes representing the sub-processes of the process being described, which are linked to
each other and to the inputs and outputs by arrows. These arrows indicate the flow of
information in the system, and each arrow is labelled with the mathematical symbols
for the information being transmitted. Descriptions of each of the sub-processes and
the information flows can be found in the relevant sections of this chapter.

3.7.2

Model overview

The model is formed out of the interaction of five component processes: concept formation, relation formation, graph construction, mapping and interpretation. The first
three process collectively convert objects into representational structures that the other
two processes, mapping and interpretation, can search for an association. The general
flow of information between processes in the model can be seen in Figure 3.3.
Our system operates on a series of representations of the objects. A representation
encapsulates the system’s knowledge of a particular type about an object. We denote
these representations by Rn (), where n is used to diﬀerentiate representations by type
– image, conceptual, graph-based, etc. For example, an image-based representation of
the source object would be described as Ri (Os ). Additionally, we use Rn (O) to denote
the n-type representations of both the source and target objects. Representation types
and their composite elements are detailed as they are introduced to the model.
The model of association begins with two objects, which are for the purposes of
distinction labelled the “source” and “target” objects. We denote these two objects by
Os and Ot , and refer generally to the set of both objects as O, where O = {Os , Ot }. Any
non-specific single object is referred to as Ox . It is important to note that the images
used as input, not what those images may depict, are what is being associated. In other
words, running our model on two house plans will produce an association between the
two plans, not between the two houses. The goal of the association process is to find
a mapping between these two objects, map(Os , Ot ), that is suitable to the association
task. Suitability is determined by an evaluation function eval map(map(Os , Ot )) ≥
mapping thresh, which is detailed in Section 3.7.6.
The following sections detail the workings of each component process in greater
detail.
Low-level representations of the source and target objects are provided to the Concept Formation process. These representations are denoted Ri (Os ) and Ri (Ot ) and are
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the image-based input to the model. The concept formation process discovers features
within those objects and categorises them into concepts. New conceptual categories
are created where necessary and previously created categories are used where possible.
A description of the Concept Formation process can be found in Section 3.7.3.
The conceptual representations of both objects, produced by Concept Formation
and denoted Rc (O), are then given as input to the Relation Formation process. This
process constructs typological relationships between features based on how the concepts
they instantiate are related. The relation formation process also extracts topological
information from the original visual representations about how the features identified
within the Concept Formation process, Rf (O), are spatially related. A description of
the Relation Formation process can be found in Section 3.7.4.
These relationships between the features are then composed into a graph representation for each object. These representations are produced by the Graph Construction
process and denoted Rg (O). A description of the Graph Construction process can be
found in Section 3.7.5. These graph representations are used by the model for association and the remaining two processes concern the interpretation-driven search and
transformation of those representations.
Interpretation

SOURCE
Ri(Os)
Ri(Ot)
TARGET

M

Ri(Os)

Concept
Formation
Ri(Ot)

Relation
Graph
Formation Rr(O) Construction Rg(O)
Rf(O), Rc(O)

i

Mapping

ASSOCIATION
map(Os,Ot)

Figure 3.3: The structure of the interpretation-driven association model. The first
three processes (from the left) construct the representations used in the system. The
last two processes, Interpretation and Mapping, iteratively search and reconstruct those
representations to find a mapping.
The Mapping process searches the two object graphs for identical patterns of relationships between features. Whilst this search is occurring the Interpretation process
can change the structure or content of these graphs. The Mapping process produces
candidate mappings, M , which are used by the Interpretation process to determine
the active interpretation, i. This interpretation is a function that changes the graph
representations in some way. The Mapping process then searches the transformed representations i(Rg (O)), thus aﬀecting the direction of the search. Interpretation and
mapping iterate until a suitable mapping between the objects is found. A description
of the Mapping process can be found in Section 3.7.6, while a description of the parallel
interpretation process can be found in Section 3.7.7.

3.7.3

Constructing concepts

The role of the concept formation process within our model is to construct the features
that form the basis of our representational structure. These features are extracted from
the low-level visual representation used as input to our model and then compared and
categorised. We start with a low-level representation, Ri (O), with which the model
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builds its own conceptual categories. This constructive approach to representation is
more suitable for the dynamic representational needs of a design domain than using
pre-defined features and categories. The categories formed and used by the agent
provide knowledge about how the features relate to each other typologically.
The concept construction process is a combination of three sub-processes; feature
detection (f eature detect), concept recognition (concept recog)and concept formation
(concept f orm), as shown in Figure 3.4. The process takes the image-based representations of the source and target objects, Ri (O), as inputs, in addition to the set of
concepts already known (C). The conceptual and feature-based representations are
then outputted by the concept formation process for use in the relationship construction process. Additionally the set of known concepts is updated with any new concepts
(N ), so that for the next concept formation process, C := C ∪ N . A brief description
of each of these processes is as follows:
• Feature detection identifies and describes elements of the image representations.
These become the features of the objects on which associations will be based. This
extraction involves the use of implementation domain specific feature definitions.
• Concept recognition classifies features into known conceptual categories based on
an implementation domain specific similarity function.
• Concept formation constructs new conceptual categories from the features that
were unable to be classified. The set of known concepts is updated with these
new categories.
KNOWN
CONCEPTS

SOURCE

C

Concept
Recognition

Ri(Os)

Feature
Detection
TARGET

Ri(Ot)

Rc(O)
CONCEPTUAL
REPRESENTATION
unknown(Rf(O))

Rf(O)

Concept
Formation

N

NEW
CONCEPTS
FEATURE
REPRESENTATION

Figure 3.4: The structure of the concept formation process of our model. The feature
detection process extracts features from the image representations, then the concept
recognition and formation processes categorise those features.
The concept formation process begins by parsing the objects from their image
representations, Ri (O). The form of this representation could be any of a number
of image description approaches; it can be raster-based, vector-based or described in
some other way. The only requirement is that the representation be compatible with
the feature identification process. For the purposes of our model, these low-level visual
representations define the “objects” with which our association operates. The model
does not distinguish between these image representations of the objects and the objects
themselves.
Once the image representations are parsed the model begins the process of feature
detection. In our model a ‘feature’ is a visual element of an object being associated.
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What constitutes a feature is specific to the domain to which the model is being applied.
A feature could be a shape, a region, a colour, a symbol or any other kind of element
that is relevant. Elements are identified within each object’s input representation
and described as features. Each feature has a formal description that embodies the
properties of that element of the object. The only limitation on what can constitute
a feature description in an implementation of the model is that it must be possible
to compare two feature descriptions in order to facilitate conceptual categorisation.
The features extracted by this process form the basis of the representations that are
associated.
The process of concept recognition follows feature detection. Concept recognition
involves the search of the feature representations for known concepts. In order to
generate typological relations between features it is necessary to classify diﬀerent elements of objects into diﬀerent feature categories. We refer to these categories as
concepts, and to each feature as an instance of a given concept. Each feature is compared to each known concept using a feature similarity measure appropriate for the
domain. These similarity values are then compared against a threshold function that
determines whether a feature is similar enough to existing instances of a concept to
be classified as a member of the same conceptual category. This similarity and the
threshold for conceptual membership are implementation-specific. This enables the
model to be applied to a variety of diﬀerent domains where the elements of objects
that are relevant in association may be very diﬀerent. Features are compared to each
instance of a concept rather than to an exemplary or prototypical instance so that the
definitions of conceptual categories remain fluid. The definitions of concepts change
as more features are classified as belonging to that concept. A feature need only be
judged suﬃciently similar to one instance of a concept to become an instance of that
concept, meaning that well-populated conceptual categories tend to span larger areas
of feature-space. A feature may only be an instance of a single concept.
The library of concepts known to the system persists across multiple runs of the
program. This allows earlier-perceived objects to influence the concepts used in an
association and some commonality of categorisation when reusing interpretations from
earlier problems. This is one way which the model’s experiences with earlier problems
aﬀect its behaviour. A new conceptual category is created when a feature is suﬃciently
dissimilar to all of the known concepts that no classification was possible. The set of
concepts known to the system can then grow as features that cannot be categorised
using existing concepts create new conceptual categories. This allows the concept
formation process to operate on pairs of objects that contain very diﬀerent elements
and to operate with objects that contain elements unlike anything the model has seen
before. The only requirement is that each feature description be comparable using the
domain’s conceptual similarity metric.
This process then outputs the conceptual classifications to the model’s relationship
construction process, which uses them to generate typological relationships between
features. Additionally the feature representations of the objects are used in topological
relationship construction. The library of known concepts is kept, and may influence
future conceptual representation construction processes.
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Formal description

The concept formation process begins with the image representations of the objects
as input. Image-based representations of the objects, Ri (Ox ), are the visual descriptions of the objects used as input to the association model. The composition of the
image-based representations is not specified here as it is only important to domainspecific implementation of the feature detection process. The feature detection process
produces feature-based representations from the image based ones:
Rf (Ox ) = f eature detect(Ri (Ox ))
A feature is a visual element of an object. A feature is formally described as
a domain-specific description of that element comprised of a set of description attribute/value pairs (d, v) of length m and a unique identifier f id. F is the set of all
possible features defined by the domain-specific description attribute set and range of
possible values. A feature f can therefore be defined as:
f = (f id, {(d1 , v1 ), (d2 , v2 ), (d3 , v3 ) . . . , (dm , vm )}), f ∈ F

An implementation of the model provides the set of description attributes, the
ranges of values they can take and the process for detecting and describing elements
in terms of these values. A feature representation Rf (Ox ) is the set of features produced from Ri (Ox ) by the Feature Detection process, represented by the function
f eature detect.
A conceptual representation Rc (Ox ) is the result of two processes, concept recognition and concept formation:
Rc (Ox ) = concept recog(Rf (Ox ), C) ∪ concept f orm(unknown(Rf (Ox )))
The function unknown(Rf (Ox )) returns the features of Rf (Ox ) that were not successfully recognised and categorised by the concept recog function. Only these features
are used to form new conceptual categories. A concept is a set of features that constitute a category of similar features and a unique identifier cid. A concept can consist
of any non-zero number of features. C is the set of all concepts known by the model,
which is empty on initialisation of the association system but persists over multiple
associations. A concept c can therefore be defined as:
c = (cid, {f1 , f2 , f3 , . . . , fo }), c �= (cid, ∅), c ∈ C

The Concept Recognition and Concept Formation processes (the functions concept
recog and concept f orm) both return sets of concept/feature identifier pairs (f idp , cidq )
indicating which concept each feature in Rf (O) instantiates. The Concept Recognition
process attempts to place each feature from the feature representations it is given into
a concept in C. The concept recog(Rf (Ox ), C) function will produce a concept/feature
identifier pair (f idp , cidp ) for each feature fp in Rf (Ox ) where:
∃cq ∈ C : concept similarity(fp , cq ) ≥ concept thresh

The function concept similarity(fp , cq ) computes the similarity between the feature
fp and every feature in the set contained in the concept cq and returns the maximum.
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This function is used in both concept formation and concept recognition. The similarity between two features is a domain-dependent metric used to determine whether
or not features should be classified together. The value concept thresh is the value on
that similarity metric above which two features will be classified together. Features
in Rf (Ox ) for which a suﬃciently similar concept is found become concept/feature
identifier pairs in Rc (Ox ), while the unclassified features in the remainder of the feature representation, unknown(Rf (Ox )), are used as input to the Concept Formation
process. When a feature is found to instantiate a concept it is added to that concept’s
set of features.
The function concept f orm(S) iterates through the set of features unknown(Rf (Ox ))
and performs two steps on each feature fu ∈ unknown(Rf (Ox )). First it calls concept
recog(fu , N ), where N is the (initially empty) set of new concepts produced by this call
to concept f orm to ensure that any initially uncategorised feature that is suﬃciently
similar to a newly-created concept will be categorised appropriately. If fu remains
uncategorised (i.e. if unknown(fu ) is still true) a new concept, ct ∈ N is created with
a new unique cidt and with its feature set as {fu }. The concept/feature identifier pair
(f idfu , cidt ) is added to the output of the concept f orm(unknown(Rf (Ox ))) function.
After all of unknown(Rf (Ox )) has been checked, the new concepts in N are added
to C and the set of (f id,cid) pairs is returned. The concept construction process of
the model concludes having produced the feature representations Rf (O), conceptual
representations Rc (O) and an updated set of known concepts C.

3.7.4

Constructing relationships

The representations used for association in our model consist of two parts: features
and relationships between those features. In the concept formation process elements
within each object are identified and then categorised in order to yield conceptual
representations of the features of those objects, Rc (O). The model then describes
the relationships that exist between pairs of features. This process is referred to as
relationship construction. These relationships, stored as relational representations and
denoted Rr (O), provide the basis for the mappings our model can construct.
The process of relationship construction consists of two component processes; the
construction of typological (typological rel) and topological (typological rel) relationships (Figure 3.5). These sets of relations are then combined to create a relational
representation comprised of the features of each object and the relationships between
the features within that object. A brief description of these two processes is as follows:
• Typological relation construction describes relations between features based on
the concepts that they instantiate, for example a relationship between two features that are instances of similar concepts.
• Topological relation construction describes spatial relationships between features
using topological information from the image representations, for example a relationship between two features that are the same size.
The model can support any kind of feature-to-feature relationship, with each implementation providing relationship types. The typology of features is determined
by the conceptual representation construction process. Typological relationships are
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Figure 3.5: The structure of the relation construction process of our model. The
typological relation construction process calculates relations between features based
on the concepts they instantiate, while the topological relation construction process
calculates relations between features based on their spatial properties.

constructed from the conceptual representations. An implementation of the model provides a set of types of typological relations. A simple form of typological relation exists
between two instances of the same concept - the process would construct a “same concept” relation between those two features. Domain-appropriate metrics that provide
diﬀerent dimensions of similarity between concepts may be used in addition to the the
similarity metric used in concept formation.
The other class of relationships that our model incorporates is topological relations. These relationships pertain to the spatial properties of the elements and the
relationships between them. Topological relations are extracted from the feature representations produced during concept formation. The model supports any kind of
spatial relationship that can be implemented, for example relationships based on scale,
proximity, overlap, bearing, orientation, etc. An implementation of the model provides
a set of types of topological relations. These relationships are expressed in relative
terms, so two shapes of size 2.0 and 2.5 might have the relation “125% scale” between the first and the second. Additionally, bearings should be expressed relative
to a feature’s orientation, distances should be expressed relative to a feature’s scale,
etc. Relative expression of relationships increases the possibilities for mapping – an
identical relative scale relation to the one described above would also be exist between
two objects of sizes 3 and 3.75.
To implement the relationship construction process of our model it is necessary
to define a set of domain-appropriate topological and typological relationship types.
Metrics for detecting and calculating relationships of each of these types must be
encoded into each implementation of this model. These relationship categories must
be specified in advance, unlike the model’s conceptual categories, which are constructed
during use. However, an implementation of the model need only be provided with a
set of relationship types and the means of calculating them. From these definitions
it will construct relationships and populate its representations. The model is able to
construct domain-appropriate relationships within the feature-based representations it
has built.
While all relationships made by the model in this process are pairwise – in that they
exist between just two elements of the objects – this does not limit the associations
made by the model to simple pairwise mappings. Complex multi-feature relationships
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can be expressed as patterns of simple feature-to-feature relationships. Consider, for
example, a tapering series of circles, equidistant from each other but each diminishing
in size by 10%. Between each circle and the one following it there might exist three
relationships: “same concept”, “X distance” and “90% scale”. This pattern of many
pairwise relationships could then be mapped to any other decaying series of features
that followed the same diminishing series. Alternatively, though re-interpretation, that
structure could be mapped to a diﬀerent series of features with a diﬀerent scaling factor
or diﬀerent types of relationship altogether, so long as the structure was the same.
The relationship construction process builds relationships between pairs of features
in the objects being associated. Pairwise relationships between object elements are
the fundamental unit of the mappings constructed by our model of visual association.
These pairs form larger structures of relationships that can be identified, re-interpreted
and matched by later processes.
3.7.4.1

Formal description

The relation construction process produces relational representations Rr (O) from conceptual, feature and image representations. The process can be represented as:
Rr (Ox ) = typological rel(Rc (Ox ), C) ∪ topological rel(Rf (Ox ), Ri (Ox ))
A relational representation consists of a set of pairs of the form (f pair, rel) where
f pair is an ordered pair of feature identifiers (f id1 , f id2 ) and rel is the relationship
between them. The relationship expresses some property of the feature identified by
f id2 , which is referred to as the ‘destination feature’ of the relationship, while feature
f id1 , is referred to as the ‘originating feature’. The structure of rel may be a predicate,
attribute-value pair or other data structure depending on the implementation of the
specific relationship type it encodes.
The function typological rel(Rc (Ox ), C) performs a complete pairwise comparison
of the set of concept/feature identifier pairs in the conceptual relationship. For each
pair of feature/concept pairs (pair1 , pair2 ) it compares the concepts each feature instantiates (found in C) against each type of typological relation T yR ∈ T yRels, where
T yRels is provided by an implementation of the model. A typological relation type
T yRu (pair1 , pair2 ) = (metricu , includeu ) consists of a metric for calculating a relationship between the concept in pair1 and the concept in pair2 . Each relationship type
also contains a function for what values of that metric warrant inclusion as a relation.
An example is the conceptual identicality relation type, which could be defined in an
implementation as:
T yRid (pair1 , pair2 ) = (metricid , includeid )
where metricid and includeid are the metric and inclusion functions for that relationship type.The relationship metric metricid compares two concepts to see if their cid is
the same, while the inclusion function includeid is true only when the metric is true.
T yRid creates a relationship between two features when their concepts are the same
and the rel parameter of that relationship is a predicate stating that identicality.
The function topological rel(Rf (Ox )) performs a complete pairwise comparison of
the set of features in Rf (Ox ). For each pair of features it tests each type of topological
relation T oR ∈ T oRels, where T oRels is provided by an implementation of the model.
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A topological relation type T oRv (f1 , f2 ) = (metricv , includev ) consists of a metric for
calculating a relationship between features and a function for what values of that metric warrant inclusion as a relation. Topological relationship metrics compare spatial
properties of features that can be calculated from the attribute/value pairs (d1 , v1 ) of
the features’ descriptions. These calculations may also involve other spatial attributes
found in the image representations Ri (O) from which the features were originally extracted. An example topological relation type is orientation, which could be defined in
an implementation as:
T oRori (f1 , f2 ) = (metricori , includeori )
where metricori and includeori are the metric and inclusion functions for that relationship type. In the orientation relation the metric calculates the orientation of f2
relative to the orientation of f1 . For this relation the inclusion function is always true,
as any particular orientation may be relevant to an association. This relation type will
produce a relationship detailing the relative orientation of every pair of features in the
object.

3.7.5

Objects as graphs

The association model’s representations of objects consist of elements identified within
the objects (in the feature- and concept-based representations) and relationships between those elements (in the relational representations). This information can be represented as a graph in which features of an object are nodes and relationships between
them are edges. This representational structure is of use to our model as the two resulting graphs, Rg (Os ) and Rg (Ot ), one for each object, can be compared structurally.
This comparison of graph structures is what constitutes the mapping process in our
system. The patterns of edges in these graphs correspond to patterns of relationships
between elements in the objects.
The graph construction process has two stages; the creation of edge labels (label)
and the construction of the graphs themselves (graph), which are shown in Figure 3.6.
A brief description of these two processes is as follows:
• Edge labelling translates the relational information into appropriately formatted
edge labels, converting, rounding and grouping relations into labels.
• Graph building constructs a graph for each object from the features and edge
labels in its representation. This graph is then used by the mapping process.

RELATIONAL
REPRESENTATION

Rr(O)

Edge
Labelling

Graph
Building

Rg(O)

GRAPH
REPRESENTATION

label(Rr(O))

Figure 3.6: The structure of the graph construction process of our model. The relations
between features in the objects are converted into mappable labels, and the labelled
set of relations is then representated as a graph.

CHAPTER 3. MODELLING INTERP-DRIVEN ASSOCIATION

44

Each object graph consists of a set of nodes, with each node representing a feature
extracted from the image representation by the concept formation process. Each node
is tagged with an identifier from the feature it represents, but beyond that carries no information about the feature, its description, or its context in the image representations.
All of the information necessary to describe the features for matching is represented as
the relationships in Rr (O). The relationships between features are expressed as edges
in the graph, with each edge carrying a label describing the relation it represents. All
mapping and reinterpretation of these graphs is based on the relationships between
features as described in their labelled edges, rather than on any information attached
to the nodes themselves. We adopt the Structure-mapping position (Gentner, 1983)
that mappings based on shared features are literal similarities, while mappings based
on shared relations are associations.
For the purpose of association it is beneficial to represent knowledge about our
objects in as general and portable a way possible. This makes mapping between different objects simpler. To this end all knowledge in our graph representation is stored
in the relationships between elements rather than in the elements themselves. Each
node is tagged with its feature identifier, f id, but that only serves as a means to track
what features are mapped rather than as an input to the mapping process. It is of less
importance to mapping that three shapes are in a particular position in an object than
what those positions are relative to each other. Equally, it is less important that those
shapes happen to be squares than that they are all the same. Expressing knowledge
as relationships and avoiding absolute values wherever possible aids the formation of
abstract mappings.
The graphs produced by this process are directed hypergraphs with labels on both
nodes and edges. The directed nature of the graphs stems from the non-commutative
property of most spatial relationships. If we have two objects and one is twice the size
of the other, it is necessary to encode which of the objects is the larger. This makes
edges in our model directed, with relations expressing the properties of the edge’s
destination node in terms of its origin. The above size relationship would be expressed
as an edge from the small node to the large one labelled “200% scale”. As we cannot
guarantee uniformity of order of relationships across all graphs, the relationships are
also expressed inversely, in this case with an edge from the larger node to the smaller
one labelled “50% scale”.
A pair of features in the relational representations can have multiple relationships
between them, so a pair of nodes in the graph representations can also have multiple
edges joining them. This is in order to keep each edge label a single, simple relationship. Mapping is thereby aided as it is possible to map between components of a
complex relationship (e.g. two features with the same orientation, concept and scale)
individually. This means that our graphs are more precisely described as hypergraphs,
where any pair of features can be joined by multiple relationships.
The mapping and interpretation processes in our model interact with the graph
representations produced by this process. These representations, Rg (O), encode the
features and relations that have resulted from our representation construction processes. The relationships encoded in the graphs as edge labels are the basis of all
interpretation and mapping performed in our model, and thus all associations it can
produce.
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Formal description

The graph representations Rg (O) are a transformation of the relational representations
Rr (O) from a set-based to a graph-based structure. The graph construction process is
as follows:
Rg (Ox ) = graph(label(Rr (Ox )))
The label function translates the rel part of the relational representations into an
appropriate format to be used as an edge label. This modified relation is denoted by
rel� . The translation process is implementation specific, but may include changing data
structures and grouping or rounding values into pre-defined ranges so that very similar
values can be matched. The graph function converts the labelled set of relations in
Rr (Ox )) into a graph structure. Within each relation ((f id1 , f id2 ), rel� ) the feature
IDs become nodes with a directional edge from the node f id1 to the node f id2 with a
label rel� . If a node by with that f id exists already the edge is added to the existing
node. The resulting graph Rg (Ox ) has one node for each feature in Rf (Ox )) (excepting
any features for which there are no connected relations) and one edge for each relation
in Rr (Ox ).

3.7.6

Searching for mappings

The mapping process in our model of association draws on the definition of mapping
in Structure Mapping Theory (Gentner, 1983). In SMT two objects are analogous
if the relationships between elements of their representations, but not necessarily the
elements themselves, are the same. We take this principle of constructing mappings
from relations and apply it in our interpretation-based model of association. The
mapping process finds matches between groups of features, one in the source domain
and one in the target, that have the same pattern of relations between them. The
mapping then exists between relationships between nodes in the graph representations,
Rg (O). This mapping can then be projected back onto the elements identified in visual
representations, Ri (O), as an association between the two objects, map(Os , Ot ).
The search for mappings is composed of two processes; applying the active interpretation (i) to the graph objects, then searching those transformed graphs for mappings
(mapping search), shown in Figure 3.7. An interpretation that consists of the model’s
current perspective on the objects being associated, the ‘active’ interpretation i, is used
in the Mapping process. A brief description of these processes, which occur in parallel
with the Interpretation Construction process described in Section 3.7.7, is as follows:
• Interpret applies the current active interpretation i to the object graphs. This
interpretation is provided by the parallel interpretation construction process.
• Mapping search then searches the two interpreted graphs for matching patterns of
relations. If a suitable mapping is found the process returns a mapping solution
and the association is complete. If no suitable mapping is found the set of current
candidates is returned for use by the interpretation system in potentially choosing
a new active interpretation.
In our model a candidate mapping between the objects consists of two isomorphic
contiguous subgraphs, one in each of the graph representations. These subgraphs are

CHAPTER 3. MODELLING INTERP-DRIVEN ASSOCIATION
GRAPH
REPRESENTATION

Rg(O)

M

Interpret
ACTIVE
INTERPRETATION

i

i(Rg(O))

Mapping
Search

46

CANDIDATE
MAPPINGS

map(Os,Ot)
i

SOLUTION
SUCCESSFUL
INTERPRETATION

Figure 3.7: The structure of the mapping search process of our model. The active interpretation (which is produced by the interpretation process) is applied to the graph
representations, and then the two object graphs are searched for a subgraph isomorphism.

groups of feature nodes that can be connected by the same pattern of relationship
edges. A mapping is denoted map(Os , Ot ). There is no requirement that all edges
between two pairs of matched nodes are matched, but each node must be connected to
its respective subgraph by at least one edge with a matching label. Assume for example
a group of features in one object that all shared the same size and instantiated the
same concept, and a group of features in the other object that all shared the same size
but instantiated diﬀerent concepts. The mapping process could match the shared scale
relations even though there were unmatched conceptual identicality relations. This is
the advantage of reducing complex relations to a set of simple relations each with its
own edge. The requirement that the matched subgraphs be contiguous ensures that all
the elements being matched are part of a pattern of relations that is shared between
the source and target domains.
Although the nodes of the two subgraphs being matched must be isomorphic in
Rg (O), no shared properties need exist between the features in Rf (O) that the mapped
nodes represent. Only the relationship between those features, represented by the
labels on the edges in the graphs, need be shared. Consistent with structure-mapping,
associations in our model are based on relationships between elements in the objects
and not on the elements themselves. Association is only concerned with abstract
connections between objects, not literal similarities.
The search for subgraph isomorphisms is an NP-complete problem (Karp, 1972).
Any implementation of this model will likely need to use an approximation algorithm to
find a match that is suitable but not guaranteed to be optimal. This is an acceptable
loss of precision for the purposes of association. Association is not concerned with
always finding the mapping between two objects that has the maximal number of
mapped features, as this is not the sole indicator of association quality.
The interpretation and mapping processes in our model are parallel and interactive.
For any non-trivial problem there will be a very large number of potential mappings
to search for and the interpretation process aﬀects the progress of this search. Candidates discovered in the search for mappings inform the interpretation process and
can guide the construction of new interpretations. An example of an interpretation
would be a transformation that replaced all ‘similar concept’ graph edges with ‘same
concept’, eﬀectively treating those two relationship types as equivalent for the purposes
of mapping. This would enable a group of similar features to be mapped to a group of
identical features.
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The initial active interpretation for any new association task is always i∅ , the null
interpretation in which the graphs are unchanged. When a new interpretation becomes
active the graphs being searched are changed, as the mapping process operates using
i(Rg (O)) rather than just Rg (O). The active interpretation perturbs the search space
of the mapping process and aﬀects the direction of the search. The interpretation
process allows the representations used in our model to change during mapping, which
both broadens the space of possible mappings and incorporates past experiences into
the search for solutions. Through interpretation, mappings are influenced by what is
found during search and what has been previously experienced. Interpretation allows
the system to adopt new perspectives on the objects being associated.
In order to search for a suitable mapping the model must possess a metric for
evaluating potential subgraph matches. The quality of an association is a subtle,
complex and subjective quantity, and our ‘free’ association system has been formulated
to avoid evaluating at the association level. The value function used in the search for
matches is not a reflection of the quality of the association a mapping would produce,
only a measure of how successfully the two graphs have been made isomorphic. The
metric used in search, eval map, is based on maximising the number of nodes that are
included in each candidate match. This metric is not aﬀected by how many edges have
been successfully matched between the two candidate subgraphs, as an association’s
quality is not necessarily dependent on the number of properties that two objects share.
The size (in nodes) of a mapping is only an approximation of what may constitute a
‘good’ mapping. As the model is designed to produce multiple, diﬀerent solutions over
many runs, any bias introduced by this approximation should be minimal.
The mapping process searches the graph representations derived from the representation construction processes to match patterns of relationships between features
of the objects. During this search the interpretation process perturbs the search space
by changing the structure or labelling of the graphs being searched. It is through this
interaction of searching (the Mapping process) and transforming (the Interpretation
process) the space that our model produces interpretation-driven associations.
3.7.6.1

Formal description

The model maintains an active interpretation, i ∈ I, where I is the set of candidate
interpretations (see Section 3.7.7 for the process of constructing and selecting interpretations). An interpretation consists of a transformation which is applied to a graph
representation and alters it. The definition of this transformation is implementationspecific. Given the interpretation iw , iw (Rg (Ox )) denotes the application of that interpretation to the graph Rg (Ox ). The mapping process can be represented as follows:
map(Os , Ot ) = mapping search(i(Rg (Os )), i(Rg (Ot ))
When successful this search of the graph representations returns the mapping that
comprises the association that has been produced, map(Os , Ot ), fulfilling the goal of the
association problem. Success is determined by the equation eval map(map(Os , Ot )) ≥
mapping thresh, where eval map is a domain-dependent evaluation function and mapping thresh a domain-dependent stopping condition.
The active interpretation at the time of success is added to a set that stores successful interpretations, Iwin , for future reconstruction. When an implementation of the
model is initialised, Iwin = ∅, but the set persists between association problems. A
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set of candidate mappings M = {map1 , map2 , map3 , . . . , mapy } is continually updated
as the interpreted graphs are searched for isomorphisms. At the start of any association problem, M = ∅. Whenever M changes the parallel reinterpretation process
interp update(i, I, Rg (O), M ) is called.

3.7.7

Constructing interpretations

The presence of an interpretation process parallel to matching is what distinguishes our
model from a simple structure-mapping system, albeit one operating on constructed
representations. The interpretation process changes the representations of objects during the search for mappings, changing the trajectory of that search. This allows the
system to match objects whose graphs have diﬀerent labels but similar structures by
constructing interpretations where those labels are considered analogous. The interpretations used by the system are constructed during its operation and persist between
association tasks. This allows the system to transform new representations by drawing
on its experiences.
The interpretation construction process consists of three sub-processes; the recollection of past interpretations (interp recall), the formation of new interpretations
(interp f orm) and the evaluation of candidate interpretations to select an active interpretation (interp eval), as shown in Figure 3.8. The set of existing current candidate
interpretations, I, is also updated to include any newly formed or recalled interpretations. The mapping process then continues searching. If the active interpretation
has changed, the mapping search will be using diﬀerent representations to those it was
previously operating on, and thus the space being searched will be diﬀerent. A brief
summary of the processes involved is as follows:
• Interpretation recollection adds applicable past to the current set of candidate
interpretations. Interpretations are considered applicable if the transformations
they embody aﬀect the current graph representations.
• Interpretation formation constructs new interpretations from the current set of
mapping candidates.
• Interpretation evaluation considers all interpretations in the current set of candidate interpretations to determine what the new active interpretation should
be.
The definition of an interpretation in this model is a transformation applied to
the object graphs that are being searched by the Mapping process. Given the interpretation i and the representation Rg (Ot ), this is denoted i(Rg (Ot )). The transformation used must be general enough to be applied to any graph possible within the
domain. Each transformation need not have an eﬀect on all graphs as it is possible
that Rg (Ot ) = i(Rg (Ot )). This definition of an interpretation is open-ended in order
to enable transformations specific to an implementation’s domain and representations.
An implementation of this model must also provide a domain-specific process for constructing new interpretations from selected candidate mappings.
Interpretations are produced during search, aﬀect the search process and are evaluated by how they aﬀect that search. This altered search can then lead to the production
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Figure 3.8: The structure of the interpretation construction process of our model.
Interpretations recalled from past associations as well as interpretations generated
from mapping candidates are added to the current set of interpretations. From this
set one interpretation is selected as the active interpretation.

of new interpretations that will in turn have their own eﬀect on the search. This iterative and compounding interaction of search and reinterpretation drives the construction
of associations in our model. New interpretations are created by stochastically selecting
candidate mappings from the search process and trying randomly generated interpretations on them. These interpretations are then tested to see whether they improve
the mapping of that candidate (using the same eval map function used in the Mapping process) when compared to the current active interpretation. The interpretationgeneration function is implementation-specific as the interpretations themselves are
implementation specific (see Section 3.8 for a discussion of diﬀerent kinds of interpretation). However, the randomised interpretation generation process can be restricted to
only produce interpretations that have some eﬀect on the selected candidate mapping.
This restriction increases the likelihood of successful reinterpretation by narrowing the
space of possible interpretations constructed.
For a generated interpretation to be added to the set of known interpretations it
must outperform the active interpretation on the mapping candidate from which it was
generated. In addition there is one interpretation, i∅ , that is always present in I at the
start of a new association. This interpretation is the ‘null’ interpretation, it does not
change any graph representations in any way. When the system begins its search for a
solution, i = i∅ .
At any given point in the search for mappings there is one interpretation driving
the search, the ‘active’ interpretation i. During the search the interpretation process
is constantly testing to see whether any of the interpretations that are currently being considered are better than this currently active interpretation. Interpretations are
evaluated based on the quality of the mappings they produce (see Section 3.7.6 for
eval map, the function that determines mapping quality) in mappings that are currently being considered by the search process, the set of candidate mappings M . The
scores for each interpretation in I are maintained in the list Iscores , which contains an
entry Iscoresx for each interpretation ix ∈ I. At each increment in the search process
each interpretation in I is tested against a random subset of mapping candidates in
M , calculating the highest result of eval map among that subset of candidates. Each
interpretation’s score is the highest number of nodes it mapped among the mapping
candidates on which it was tested, and these scores persist between generations un-
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til superceded. Newly created interpretations have no score until they are evaluated
in this fashion. This continuous evaluation of interpretations through mappings and
mappings through interpretations can be considered a collaborative learning system.
The active interpretation is selected each search iteration using the interp eval
function, which updates Iscores and then stochastically selects a new i from I, weighting
the chance to select each interpretation by its evaluation and the current performance
of the mapping search. If the active interpretation changes the previous i remains in
I where it may be chosen again in future.
In addition to the randomised creation of new interpretations during one search for
a mapping there is the influence of previously successful interpretations from earlier
searches. A new search begins with any appropriate interpretations that have been
previously successful. These past interpretations are added to the set of interpretations being considered and can become active if they are favourably evaluated. A
successful interpretation is one that has previously led to a mapping that was chosen
by the model to become an association, and these are stored in Iwin . Successful interpretations are checked for applicability to the current problem by checking whether
the properties transformed by that interpretation exist in the current object graphs –
in other words, a past interpretation ipast ∈ Iwin is applicable to the current problem
when ipast (Rg (O)) �= Rg (O).
During the search process the active interpretation is applied to the graph representations from which all candidate mappings are produced. No other interpretations
in I are used in the search. This ensures that the process has a coherent and nonconflicted landscape to search at all times, although that landscape may change rapidly
if i changes several times in quick succession. Both the evaluation of other interpretations and the evaluation of potential matches occur under the application of the
current interpretation. This means that the currently active interpretation influences
selection of future active interpretations. The transformation of the object graphs
embodied in the active interpretation is applied universally for the duration of that interpretation’s active status: the transformed graph representations i(Rg (O)) are in all
respects treated as the canonical representations of the objects. When an association
is made the currently active interpretation is recorded as part of the mapping solution,
as the mapping (and the association it produces) can only exist in the presence of that
interpretation.
As our model is designed to run multiple times on any given problem, and designed
to reuse successful interpretations from its previous experience, a balance must be
struck between diversity of solutions and experientially-driven re-use. A process must
exist that pushes the search for mappings away from solutions that have been repeatedly produced already in prior attempts at this problem. To achieve this behaviour our
model incorporates a process that devalues interpretations that have been repeatedly
successful on the current problem. Eventually this leads to those interpretations being
discarded by the system as unhelpful to the current problem. The interp eval function
discounts each interpretation when selecting for i by an interpretation-specific function
interp discount based on the number of times that interpretation has been used in a
successful mapping on the current problem. The specific way in which previouslyused interpretations are discounted is not prescribed in the model, but the process
serves to disincentivise associations that the system has already made. An interpretation that has been discounted on the current problem by this process can be used
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on other problems without impact. This behaviour both encourages the exploration
of new interpretation approaches while incorporating the use of existing approaches.
This confluence of both convergence on and divergence from the familiar is inspired by
computational models of novelty (see Section 2.1.2).
The evaluation of mapping candidates is dependent on the active interpretation i,
while the evaluation of all interpretations in I is dependent on the current mapping
candidates. This means that the full potential of many interpretations will not be
apparent until they become active and guide the search for several increments, thereby
increasing their interpretation score. The stochastic nature of the interpretation selection process gives a chance for all interpretations to be chosen, allowing the exploration
of diﬀerent interpretations that is required to better evaluate their potential for mapping. By making interpretations that are performing well when active more likely to
stay active, the confidence function selection power ensures that as the system gains
more information about the performance of interpretations in I it will tend towards exploiting the best-performing interpretations rather than continuing to explore amongst
diﬀerent interpretations. A new active interpretation i is then chosen stochastically
using the selection chance values as probabilities for choosing each interpretation in I
to be the new i.
The interpretation and mapping processes collaborate to shape the trajectory of
the search for an association. This enables a form of transformative creativity (Boden,
1990) in the interaction of our mapping and interpretation processes, as the mapping
found using a particular interpretation may not lie within the space of possible solutions
that existed in the un-transformed representations.
3.7.7.1

Formal description

The interpretation construction process operates in parallel with the search for mappings, potentially changing the active and candidate interpretations. The Interpretation process interp update(i, I, Rg (O), M ) can be represented as i = interp eval(i, I, M ).
I is defined as:
I := I ∪ interp recall(Rg (O), Iwin ) ∪ interp f orm(Rg (O), i, M )
where interp recall and interp f orm are components of the interpretation construction process and Iwin is the set of of all known previously successful interpretations.
The interp recall function compares Iwin to the graph representations and returns any
interpretation iz for which Rg (O) �= iz (Rg (O)). All previously successful interpretations that would transform the graph representations of either or both of the current
objects. The interp f orm function stochastically selects a portion of the candidate
mappings denoted Minterp ⊂ M . The size of this set is an implementation-specific
parameter that controls the rate of new interpretation creation. For each mapping
map ∈ Minterp an interpretation is generated. The interpretation generation function
randomly generates an interpretation inew with two guarantees:
map(inew (Rg (Os )), inew (Rg (Ot ))) �= map(Rg (Os ), Rg (Ot ))
eval map(map(inew (Rg (Os )), inew (Rg (Ot )))) ≥ eval map(map(i(Rg (Os )), i(Rg (Ot ))))

These guarantees ensure that the newly generated interpretation produces a better
mapping than the current active interpretation on the single mapping from which it
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is generated. Additionally it is ensured that the new interpretation has some eﬀect on
that mapping. If inew fails either test no new interpretation is generated – inew is not
returned by interp f orm and not added to I. The interpretations that are produced by
the interp recall and interp f orm functions are then added to the existing candidate
interpretations I.
All candidate interpretations in I, including any that have been newly created, are
then evaluated to determine which should become the active interpretation i. This is
performed by the process interp eval, which first evaluates each interpretation in I
against the current mapping candidates M . The process then updates the scores for
each interpretation and uses a weighted stochastic function over those scores to select
a new active interpretation i. First, each interpretation ix ∈ I is assigned a random
subset of the current mapping candidates Mix ⊂ M . The size of the subset relative to
M is implementation-specific as it depends on the scales of M and I. The mapping
evaluation of ix for each mapping candidate m ∈ Mix is denoted by the set ixevalset and
calculated as:
ixevalset = eval map(Mix (ix (Rg (Os )), ix (Rg (Ot )))), ∀ix ∈ I
where eval map is calculated individually for each mapping in Mix , producing a set
of evaluations e ∈ ixevalset for each interpretation ix . The highest evaluation of each
interpretation for this increment is then calculated as:
� ∃e ∈ ixevalset : e > ixeval , ∀ix ∈ I
and stored as ixeval . For each interpretation ix ∈ I the corresponding score in Iscores
is denoted Iscoresx , and the function interp eval updates Iscores as follows:
Iscoresx = max(ixeval , Iscoresx ), ∀ix ∈ I
the function max returns the highest of the two values it is given: either the best
mapping using the interpretation found this increment, or the best mapping found
previously. This ensures that each interpretation is evaluated based on its best known
performance, even when the current search direction (and thus the set of mapping candidates M ) does not favour that interpretation. After updating Iscores , the interp eval
process calculates a weighted value selection chance for each interpretation and then
stochastically selects between them using that value as a probability of selection. The
value for an individual interpretation ix is given as:
selection chance(ix ) =

�

interp discount(Iscoresx )
100
min(|Rg (Os )|, |Rg (Ot )|)

�selection power

This calculates the percentage of the nodes in the smaller of the two graphs that have
been mapped by the interpretation. The result is then discounted by a function based
on how many times the interpretation has been used to find a solution, raised to the
power of a selection power. This value is determined by comparing the performance
of the best mapping candidate found this increment to the best mapping candidate
found in the whole search so far. selection power is calculated as:
selection power = 1 +

current best map
best map

CHAPTER 3. MODELLING INTERP-DRIVEN ASSOCIATION

53

where current best map is the size of the mapping in the current set of mapping candidates M that maps the most nodes under the current active interpretation i. The value
best map is the size of the mapping that has mapped the most nodes in the current association problem so far, regardless of whether it was under the current interpretation
i or whether that candidate remains in M . This exponent serves as a confidence function, decreasing the chance of selecting anything but the best-performing interpretation
when the search is going well. Conversely the chance of selecting other interpretations
when the search is not doing as well as it was previously is increased.

3.8

Kinds of interpretation and their uses

The processes of interpretation construction, evaluation and application in this model
are defined independently of any specific mechanic for interpreting objects. The nature
of the transformation that an interpretation applies to the object representations must
be defined by implementations of this model. The notation for an interpreted object
representation, i(Rg (Ox )) represents the eﬀect of the transformation Ti on the graph
representation Rg (Ox ). However the transformation can be more complex than simply
changing the structure of the graph. For example, an interpretation can aﬀect an
earlier stage of the representation process used in the model, such as the relational
representation, and then reconstruct the graph representation of the objects to reflect
that change. Diﬀerent approaches to implementing interpretation vary in how they are
applied, what the eﬀect of their application is on the representations and which stage
of the representation process they operate on.

3.8.1

How intepretations are applied

Transformations used in interpretation may be categorised by how they are applied.
A transformation Ti can be applied directly to the object representation produced by
the model, in which case i(Rg (Ox )) = Ti (Rg (Ox )). This kind of transformation is independent of how that representation was constructed by the system. Interpretations of
this type aﬀect the structure of the representations constructed by the system and are
referred to as representational transformations. An interpretation that directly transforms an earlier stage of the representation process, such as the feature representation,
is still classified as a representational transformation. This is because the processes
used to reconstruct the graph representation from that transformed representation are
the default model processes that have not been transformed in any way.
Transformations may also be applied to properties of the model that are used in
the processes for constructing the representations. This involves transforming distance functions, thresholds or other properties and then performing the representation
construction processes again in the context of the transformed processes. These transformations are referred to as property transformations. In this case, i(Rg (Ox )) =
Ti (construction)(Ox ), where construction is the set of model processes by which the
graph representation is produced from Ox . The transformation Ti is applied to the
model process and then the transformed model process is used to produce an interpreted representation. In the case of graph representations, the graph construction
process Rg (Ox ) = graph(label(Rr (Ox ))) involves dividing the relations in Rr (Ox ) into
a set of categories and producing labels from them. The label process requires a set of
boundaries for placing each relationship type into a category for labelling. A property
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transformation could transform the boundaries of diﬀerent categories for labelling or
the labels produced by those brackets.

3.8.2

Eﬀects of interpretation

Interpretations can also be distinguished by the eﬀect of their transformations on the
graph representations. A transformation can be additive, subtractive or substitutive.
Any given interpretation may have diﬀerent eﬀects on diﬀerent representations, for
example being additive in some cases but subtractive in others, although many interpretations will tend to aﬀect diﬀerent graphs in similar ways. Regardless of which
representational stage the transformation was applied to, its eﬀect is measured on the
graph representation for the purposes of this distinction.
Additive transformations produce interpreted representations that contain more
information than the representation included previously, whilst not losing any of the
information that the original representation contained. An interpreted graph that
contains all the nodes and edges that it did prior to interpretation and also contains
additional nodes and/or edges is the result of an additive transformation. Given a set
of graph edges E and of graph nodes N in a graph representation Rg (Ox ), we define a
set of graph representation elements for that particular G = E ∪ N . We also define Gi
as the set of graph representation elements similarly derived from the interpretation
of that graph representation i(Rg (Ox )). Additive transformations can be defined as
satisfying these two conditions:
∀g ∈ G : g ∈ Gi
∃gi ∈ Gi : gi �∈ G

As the additive nature of a transformation is measured by its eﬀect on the representation rather than how that eﬀect was produced, both representation transformations
and property transformations can be additive. An example of an interpretation that
used an additive representational transformation would be the addition of a feature
to a Rf (Ox ) that represented an emergent shape in Ri (Ox ). This new feature would
not have been represented by the feature construction process, leading to an additional node in Rg (Ox ). An example of an interpretation using an additive property
transformation would be changing the include function of a relationship type to be
more permissive, so that more relations were added to Rr (Ox ) and more edges were
subsequently added to Rg (Ox ).
An interpretation that produces representations that contain less information than
they did previously and do not contain any new information is referred to as a subtractive transformation. Subtractive transformations exclude elements of a representation,
making them particularly suited for use as an attention or interest function to focus
the search for mappings. Subtractive representational transformations remove representational elements directly, while subtractive property transformations change the
representation construction processes in such a way that less representational elements
are produced. Any transformation that removes elements from the feature, concept or
relational representations will also subtract elements from the graph representation.
This occurs because there is a one-to-one correlation between features and relations in
Rf (Ox ) and Rr (Ox ) and the nodes and edges in Rg (Ox ). Subtractive transformations
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can be defined as satisfying these two conditions:
∃g ∈ G : g �∈ Gi
� ∃gi ∈ Gi : gi �∈ G

The remainder of transformations are neither exclusively subtractive nor exclusively
additive as they both add and remove representational elements. These are substitutive
transformations, and comprise those interpretations that replace parts of the graph representation with an interpreted substitution. The majority of property transformations
fall into this category, as changing the parameters of the representation construction
processes tends to produce diﬀerent graphs rather than strictly larger or smaller ones.
Representational transformations can also be substitutive, with the simplest example
being a substitution of one or more edge labels for an interpreted variant. As with
additive and subtractive transformations, a transformation is determined to be substitutive or not by its eﬀect on the graph representation. This is regardless of whether
the transformation was applied to the graph representation, the graph representation
construction process or some antecedent representation process. Substitutive transformations can be defined as:
∃gi ∈ Gi : gi �∈ G
∃g ∈ G : g �∈ Gi

Substitutive transformations can be further subdivided by the kind of substitutions
they provoke in the graph structure. A substitution of edge labels can be homogeneous with regard to relationship types, such as where an edge label indicating a
relationship in orientation between two features is replaced with an edge indicating a
diﬀerent relationship in orientation. Many property transformations will be heterogeneous as changing the parameters of the representation construction processes will lead
to diﬀerently labelled relations but retain the same relationship types. Alternatively
a substitution of edge labels can be heterogeneous with regard to relationship types,
such as where an edge indicating a relationship in orientation between two features is
replaced with an edge label indicating some other kind of relationship, such as scale or
distance.
Substitutive transformations can also be characterised by the cardinality of the
replacements they induce. A transformation can have a one-to-one cardinality, where
each graph element is replaced by one element of the same type, such as the homogeneous and heterogeneous substitutions mentioned above. A substitutive transformation
could also have a many-to-one cardinality, where many graph elements in the graph
representation are replaced with one interpreted element, such as a substitution of a
single node representing a “group” for a set of like relationships. Finally, a substitutive
transformation could have a one-to-many cardinality, with an element of the graph representation being replaced by multiple component elements, such as a transformation
that decomposes one feature and replaces it with a set of new features that represent
its parts.

3.8.3

Where interpretations are applied

Interpretations can apply transformations to any of the five representational stages in
the model; image representations (Ri (O)), feature representations (Rf (O)), concept
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representations (Rc (O)), relational representations (Rr (O)) and graph representations
(Rg (O)). These are the five sequential stages through which the model builds the representations used in mapping. Transformations can be characterised by which of the representational stages they apply to, so an image-based representational transformation
would directly modify Ri (O), while a concept-based property transformation would
modify the processes used to produce Rc (O). If a representational transformation is
applied to anything other than a graph representation, the modified representation is
used as input into the subsequent representation-construction processes of the model.
The interpretation function i(Rg (Ox )) includes any feature-, concept- and relationconstruction processes necessary to produce the interpretation-modified graph of the
object Ox . In this case the ‘transformation’ of the graphs involves their re-construction
from a transformed source. The model re-perceives the object as from the point where
the representation was transformed to produce an interpreted graph representation for
mapping. If a property transformation is applied to any representation process, that
process and all subsequent processes are re-executed. Any transformation must produce representations that are valid input to all subsequent representation-constructing
processes necessary to produce graphs.
Image-based interpretations transform the image representations Ri (O). These
representations are the input to the perception and concept formation processes of
the system, and are read rather than constructed. Image-based interpretations can
only use representational rather than property transformations. These images are not
produced by model processes and thus there are no model properties used in those processes that can be transformed. Image-based representational transformations aﬀect
the content of Ri (O) and then the representation construction processes are performed
again, producing first a transformed Rf (O), then Rc (O), Rr (O) and finally the interpreted graph i(Rg (O)). The transformed image will produce diﬀerent feature, concept
and relational representations which then produce an interpreted graph representation.
The interpreted graph is diﬀerentiated from its uninterpreted complement by the eﬀect
that the transformed image has had on the representation construction processes. An
example of a substitutive image-based representational transformation would be the
application of a visual filter to the image representations, such as a blur, colour rebalance or contrast adjustment. An example of a subtractive image-based representational
transform would be cropping the image.
Feature-based transformations aﬀect the feature representation Rf (O) which is
constructed from the image representations. A feature-based property transformation would aﬀect the variables used in the f eature detect process. The nature of the
properties of the feature detection process is implementation specific. A feature-based
representational transformation would aﬀect one or more of the features f in Rf (Ox ).
Each feature is a set of attribute/value pairs (d, v) that make up its feature description.
A feature-based representational transformation would change the values v for some
or all of the pairs in f . Feature descriptions must remain valid input for the similarity
metrics used in concept formation, so the transformed features fi must still belong to
the set F of all features possible within the implementation. The transformed feature
representation is then used as input to the conceptual, relational and then graphical
representation construction processes. An example additive feature-based representational transformation would be the inclusion in Rf (O) of features describing emergent
shapes constructed by a process not used in f eatured etect. An example subtractive
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feature-based property transformation would be a modification of a property used in
f eature detect such that some regions of the image that would have produced features
do not. The specific property to be transformed in this case would be part of the
implementation-specific feature detection process.
Interpretations involving concept-based transformations aﬀect the conceptual classification of the features that are present in Rf (O). A concept-based representational
transform would aﬀect the features within each concept’s member set, potentially
adding or removing concepts in addition to moving features between existing concepts.
A concept-based property transformation could transform the concept representation
construction process by altering one of three model variables it uses. The set of known
concepts C could be transformed to add, remove or alter known concepts. The function
concept similarity could be transformed to change how the features in this object’s
representation are related to known concepts. Alternatively, the similarity threshold
concept thresh could be transformed to change the threshold for membership in known
concepts. The conceptual representation Rc (O) places each feature in the feature representation into a category, which then aﬀects the graph representations via typological
relationships. A transformation of the conceptual representation or the processes used
to produce it will produce an object interpretation in which the typological relationships between features have been changed. As each feature must belong to exactly one
concept, any valid transformation of Rc (O) will be substitutive rather than additive or
subtractive, as the eﬀect on the graph representation will be to change the concepts to
which some features belong. The addition or subtraction of concepts in Rc (O) will not
translate into the addition or subtraction of elements in Rg (O), only their substitution.
An example of a concept-based property transformation would be the modification of
the concept thresh property to produce conceptual classifications that each span more
(by lowering the threshold) or less (by raising the threshold) of the feature space.
Relation-based transformations alter the relationships between object features that
are mapped during association. A relation-based representational transform adds, removes or changes relationships in Rr (O). These relationships take the form of a featurefeature ordered pair and a relationship rel. Relation-based property transformations
aﬀect how Rr (O) is constructed by transforming relationship types in T yRel and/or
T oRel, which can be added, removed or changed. Each typological or topological relationship type Ru consists of a metric for calculating the relationship between any two
features metricu and an inclusion function for whether a given pair of features should
have their relationship of this type included in the representation includeu . Either of
these properties can be transformed to produce diﬀerent relational (and subsequently
graph) representations. An example of a subtractive relation-based property transformation is an interpretation that removes some relationship types from the system.
This would allow mapping to focus on just a subset of the relationships that the system
is able to detect within the objects.
Graph-based transformations alter the graph representation that is constructed
from the feature, concept and relation-based representations of the objects. Graphbased representational transformations directly transform the object graphs used in
mapping by adding or removing nodes or edges or by changing edge labels in Rg (O).
These are the only kind of transformation that does not require any representation
construction processes to be performed to produce an interpreted graph. Graph-based
property transformations alter the way relationships between features are converted
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into graph edges by transforming the data structures used by the function that produces edge labels from relationships, label. The label function is an implementationspecific process, but typically uses a categorisation or rounding system to discretise the
continuous values produced by the relationship metrics. Transforming the categories
or altering the boundaries used by label would allow a graph-based property transformation to produce interpreted graph representations. An example of a graph-based
representational transformation is the interpretation mechanic used in the prototype
system described in Section 4.2.5. This transformation replaces both a type of edge
label in the source graph and another type of edge label in the target graph with a
new label. The system then treats those two diﬀerent relations as eﬀectively identical
for the purposes of mapping.

3.9

A worked example of association

Our model of association is designed to be domain general, capable of being applied
to any problem for which a suitable perceptual system can be implemented. For the
purposes of this description we will be applying the model to a visual domain in which
we use line drawings of groups of shapes. We will specifically refer to two objects, both
of which are compositions of five shapes, shown in Figure 3.9. For this example the
image representations of objects, Ri (Os ) and Ri (Ot ), are vector-based drawings.
Ri(Os)

Ri(Ot)

Figure 3.9: The two images used as example association objects in this section. These
are the image-based representations inputted to our model as Ri (O). In this worked
example these image representations are vector-based.
Using these two images as objects we will now describe the construction of an
association between them as the model would perform it, describing implementationspecific assumptions and details where necessary.

3.9.1

Concept formation

The model’s concept formation process is described in Section 3.7.3. For the purpose
of this example we will assume that features are defined as closed line shapes. The
concept formation process will involve the extraction, description and classification of
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line shapes from the image representations. Relationships between these shapes will
then form the basis of associations found by the model in this example.
We assume a feature representation system that extracts each simple polygon as
a feature, describing each by the overall contour of its outline. These outlines are
calculated by measuring the distance from the polygon’s centroid to a set of equally
spaced points along its edge. The features produced are scale, position and rotation
invariant. This representation system is the same as that used in our implementation,
see Section 4.2.1 for details. In this implementation each attribute in the feature
description is a bearing from the centroid with a corresponding value representing the
distance to the shape’s edge at that bearing. The lengths are normalised to the furthest
point in the shape. This point becomes the first in the description, with a bearing of 0.
The length of the feature representation is 36 in this example, so the ‘rays’ cast from
centroid to edge are ten degrees apart.
The first component of the representation construction process is f eature detect.
This process extracts features from the image representations and describes them using
the domain-specific definition of a feature. Applied to the Ri (O) shown in Fig. 3.9,
the feature detection process identifies five closed shapes in both the source and the
target. Each shape in each object becomes a feature. Figure 3.10 shows Rf (Os ), the
result of feature detection for the source object. When the description is plotted as a
curve, each peak represents a convex region of the shape, usually a corner.
SOURCE
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Figure 3.10: The features detected in the source object and their descriptions. The
system has identified five features from the image representation. These are shown
on the left and labelled with the feature identifiers F1 - F5. The longest ray and the
direction in which rays were cast are also shown. On the right is a plot of the outlines
of each feature, colour-coded to the shapes on the left.
Five features are also found in the target object by f eature detect, all of which
have identical feature descriptions as they are all perfect squares. These features can
be seen in Figure 3.11, along with a plot of Rf (Ot ).
The ten features that comprise Rf (O) are then used as input to the concept recog
process. It is assumed for this example that one concept csq is known from a previous
association and has several existing instances. csq = (c1, {fα , fβ , fγ }), where fα , etc
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Figure 3.11: The features detected in the target object and their descriptions. The
system has identified five features from the image representation. These are shown on
the left and labelled with the feature identifiers F6 - F10. The longest ray and the
direction in which rays were cast are also shown. On the right is a plot of the outlines
of each feature.

are features from a previous association that are all squares. The cid for this concept
is ‘c1’. The set of existing concepts, C, is initially of size one.
Concept recognition then compares csq to each of the five features in Rf (Os ). This
uses a concept similarity function which averages the diﬀerences between each raylength. Each of the five shapes fall short of the concept thresh, which in this example
requires 95% correlation between the a known concept and any new features. The five
features in Rf (Ot ) are too diﬀerent to each of the features in csq for them to become
instances of that concept. These diﬀerences can be seen visually by comparing the
plots in Fig. 3.10 and Fig. 3.11. None of the five shapes in the source object closely
resemble the squares found in the target object. All five shapes from the source are
then added to unknown(Rf (Os )).
The concept recognition process then compares csq to each of the five features in
Rf (Ot ), and as they are perfect squares all five are found to be identical to the concept
csq . These five features become new instances of csq . There are no unknown features
in the target object and unknown(Rf (Ot )) = ∅.
The five un-categorised features from the source object are then used in the conceptf orm process to generate new concepts. Each of F1 through F5 is sequentially compared to each concept that has been created in this concept formation process (excepting F1, for which there are as yet no new concepts). They are all found to be too
diﬀerent from any known concepts, including the newly created ones. Each is then
formed in turn into a new concept which has that feature as its sole instance. The new
concepts are then returned by the concept formation process. The conceptual representations of these two objects now contain the five new concepts plus the one existing
concept, csq . At the conclusion of the concept formation process, the two conceptual
representations are:
Rc (Os ) = {cf 1 , cf 2 , cf 3 , cf 4 , cf 5 }
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Rc (Ot ) = {csq }

Each concept consists of a cid and a feature set. The feature set for the concept
csq includes the three features that existed prior to this association. The six concepts
in C that are used in the conceptual representations are defined as follows:
cf 1 = (c2, {f 1})
cf 2 = (c2, {f 2})
cf 3 = (c4, {f 3})
cf 4 = (c5, {f 4})
cf 5 = (c6, {f 5})

csq = (c1, {f 6, f 7, f 8, f 9, f 10, fα , fβ , fγ })

3.9.2

Constructing relations

The relationship construction process that is described in Section 3.7.4 then operates
on the feature- and concept- based representations. It is assumed for this example that
the typological relationship types in the system are ‘same concept’ and ‘similar concept’
in T yRels and the topological relationship types are ‘scale’, ‘proximity’ and ‘shared
vertex’ in T oRels. Most of these relationship types (the typological relationships plus
‘proximity’ and ‘shared vertex’) are predicates, while ‘scale’ is an attribute/value pair.
The relationship construction process constructs relationships of these five types from
the feature- and concept-based representations provided by the concept formation process.
T yRels = {same concept, similar concept}

T oRels = {scale, proximity, shared vertex}

The typological relationship construction process starts with the set of six known
concepts in C and the representations in Rc (O). Each of the features in the source
object are checked to see if any of them instantiate the same concept, which they do
not. No relationships are created as the include function of the ‘same concept’ relationship does not create a relationship unless its metric is true. The ‘similar concept’
relationship then checks each of the concepts cf 1 through cf 5 against each other using the same concept similarity function used in the concept formation process. The
include function for this relationship type creates relationships if the similarity is less
than 100% (to avoid duplicating ‘same concept’ relationships) but more than 85%.
The inclusion function for this relationship is true for all five features in Rc (Os ), as
all the feature descriptions that make up those concepts are more than 85% similar as
calculated by the concept similarity function described in Section 3.9.1. As a result
‘similar concept’ relations are created between all pairs of features in the source object.
The process is then repeated for Rc (Ot ), for which ‘same concept’ relations are created
for all pairs of features in the target as all five features are instantiations of the concept
csq . No ‘similar concept’ relations are created from Rc (Ot ) as the inclusion function
for that relationship type specifically excludes concepts that are 100% similar.
The topological relationship construction process uses the feature representations
Rf (O) and spatial information (such as locations and orientations) from Ri (O) to
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produce a set of topological relationships between the known features. The topological
relationship types in this example are ‘scale’, ‘proximity’ and ‘shared vertex’. Each
possible pair of features in both objects is checked against all three of these relationship
types.
The relationship ‘scale’ has an include function which specifies that its relationships should always be included regardless of their value. Relative scale relations are
constructed in between all ordered pairs of features, which creates 20 relations in both
the source and the target. Scale relationships indicate the size of the destination feature as a percentage of the size of the originating feature. This is measured using the
area of the shape calculated from Ri (O). For example there exists a 16% relative scale
relationship between F1 and F3 and a corresponding 625% relationship between F3
and F1.
The ‘proximity’ relationship type connects shapes that are close together, calculated
by testing the minimum distance between the two shapes against the originating shape’s
largest cross-section to give a scale-relative estimate of closeness. Proximity relations
are included if this binary closeness value is true, which it is for each of the adjacent
shapes in the source (F1 and F2, F2 and F3, etc) and each of the touching shapes in
the target (F6 and F7, F7 and F8, etc) as well as the pair F8 and F10.
The shared vertex relationship is another predicate relationship that is only included when true, it checks whether two shapes share vertices in the vector representation of their outline in Ri (O). This is true for the touching shapes in the target, so
four ‘shared vertex’ relations are created between those features. There are no shared
vertices between shapes in the source object.
All the relationships from the typological and topological construction processes are
added to the relational representations Rr (Os ) and Rr (Ot ). The information in these
representations will be used by the model to associate these two objects. Figure 3.12
shows a small sample of the relationships that are identified by the typological rel
and topological rel processes. The limited depiction is necessary as a complete set
of labelled relations is diﬃcult to easily visualise, as in even this simple association
example Rr (O) contains 53 relationships. In the source object depicted in Fig. 3.12,
each feature will have a ‘similar concept’ relationship with every other feature. In
this figure just one of these relationships is depicted, that between F3 and F4. In the
target object each square will be connected to each other square with a ‘same concept’
relationship, although only one of those, between F8 and F10, has been depicted.
Adjacent features in the source will also be connected by a ‘shared vertex’ relationship,
which is shown between F6 and F7. Each pair of features in both objects will bear
relationships concerning relative scales, of which only the one between F1 and F2 is
shown here.
The relational representations are stored as a set of ordered pairs of features
(f id1 , f id2 ) each with relationship rel between them. In the relational representation
Rr (Os ) shown (partially) in Fig. 3.12, there would be three relationships containing the pair (F 1, F 2). One with rel containing the value ‘62% scale’, another with
rel containing ‘similar concept’ and a third with rel containing the value ‘proximity’.
Similarities between the structure of the relational representations of two objects is the
basis for mapping.
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Rr(Os)
F1

F2
similar concept
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F6
62% scale

shared vertex

F7
F8

F3
F4

same concept

F9
F5

F10

Figure 3.12: The relational representations of the example objects, highlighting several
relations between the features of each. All features are connected to all other features
within the same object by multiple edges, with each edge having an attached label. A
limited subset of labels are shown for purposes of clarity.

3.9.3

Graph representations

As described in Section 3.7.5 the relational representations are transformed into graphs.
Each relationship becomes an edge between two nodes that represent the two features
it connects. In each of the example objects the resultant graph will have five nodes,
each joined by multiple relationships. The node representing the feature F 1 will be
joined to the node representing F 2 by three edges, each representing one of the three
rel values of relationships with that pair of features in Rr (Os ). There will also be three
edges joining F 2 to F 1 as the graph edges are directional. These edges will reflect the
three relationships constructed between those features as described in Section 3.9.2.
The structure of rel for each relationship type is implementation-specific and there
is no requirement that any two relationships be comparable. It is necessary to translate
the disparate representations used for each specific relationship type into a uniform
representation suitable for mapping. This is the purpose of the label function that
runs prior to graph construction and transforms the rel component of each relationship
into a uniform representation that can be compared in mapping. Each relationship
(f pair, rel) is translated into (f pair, rel� ), where rel� is a contains the same information
as rel but uses a representational structure that is unified across all relationship types.
The simplest form of structure suitable for rel� is a string of characters, which for
mapping purposes can be easily compared, although other approaches are possible.
Additionally, label discretises continuous values in relationships, placing them into
categories with similar values. In this implementation we assume the scale relationship
has relatively broad categories such as ‘half size’ (40-60% scale), ‘slightly smaller’
(61-85% scale) and ‘same size’ (86-120% scale). For example the relative scale edge
F 4 → F 5 has a value of 96%, which according to the scale relationship type T oRscale
generates the rel� value ‘same size’. For the purposes of mapping these categories are
suﬃcient for expressing relative scale relationships, while for another category (such
as relative orientation) the categories may be much smaller. The labels produced
by the edge labelling function, the results of which are denoted label(Rr (O), are all
strings of characters in this example. These strings replace the varied relationship
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representations in Rr (O) and it is these strings that become labels on the graphs
constructed from that representation. In the example of the three relationships F 1 →
F 2, the predicate relationships become the strings ‘proximity’ and ‘similar concept’
while the scale relationship is rounded and translated to ‘slightly smaller’.
The graphs produced by the graph construction process in this example can be
seen in Figure 3.13. Each of the five features in both the source and target objects are
nodes, here represented by their identifying number and scale/rotation invariant outline
within a dotted circle. The graphs are both 5-node complete graphs as all features in
both objects are related to all other features in that object. The edges are labelled
with the relationships they express, in this case relative scales, same/similar concepts
and shared vertices, as translated into string representations by the label function.
Each line shown between features in Fig. 3.13 constitute multiple superimposed edges.
Not all edge labels are shown as the graph has been simplified for presentation, but
each of the relationships highlighted in Fig. 3.12 is depicted as a dotted line with
its label present. It is these graph representations, extracted from the original visual
representations through the representation construction processes of our model, that
are used in the search for mappings.
Rg(Ot)

Rg(Os)
‘slightly smaller’

F1

F5

F2

‘shared vertex’

F6

F10

F7

‘same concept’

F3

F4

F9

F8

‘similar concept’

Figure 3.13: A transposition of the relational representations of the two objects to
graphs, highlighting the same relations as are shown in Fig. 3.12. Note that the scale
relationship between F 1 and F 2 has been translated from a numerical value to a broad
category by the labelling process.

3.9.4

Mapping

As described in Section 3.7.6 the mapping process in our model can only map identical
edge labels, and uses interpretation to change the graph representations to induce
additional possible mappings. In the graphs of our example objects very few edges
share labels with edges in the other graph. For this example we assume that a successful
mapping must involve all nodes in each graph – in other words, that eval map counts
the percentage of all nodes involved in a mapping and that mapping thresh is 1.
For the purposes of this example it is not relevant how the mapping search process
traverses this space, only that it does so iteratively and in parallel with interpretation
construction.
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The source graph in Fig. 3.13 is completely connected with ‘similar concept’ labelled edges, of which the target graph has none. The target graph is instead completely
connected with ‘same concept’ edges. The target object contains eight ‘shared vertex’
labelled edges (one from each feature to those touching it, so one originating from each
of F 6 and F 10 and two each from the rest), but the source graph contains none of
these edges. The target graph is completely connected by ‘same size’ edges while the
source graph has a variety of scale relationships, although there are two edges with
that tag, F 4 → F 5 and F 5 → F 4. A mapping based on these shared ‘same size’ edges
could only involve two nodes, which is insuﬃcient for a successful association.
There is a chain of eight ‘proximity’ labels joining adjacent shapes in the source
graph. There is also a set of ten ‘proximity’ labels in the target graph, connecting all
pairs of adjacent squares and also the pair F 8 and F 10. The mapping process can
find several possible 5-node mappings using these edges while searching i∅ (Rg (O), the
graphs with no interpretation applied. One possible mapping that would be found in
this way can be seen in Figure 3.14. The solid lines joining the two graphs represent
the mapping that has been found. The pattern of edges used to produce the mapping
is highlighted in thick dashed lines with visible labels. Four ‘proximity’ edges in the
source graph have been matched to four ‘proximity’ edges in the target graph, creating
an association, albeit one based on literal similarity rather than interpretation.
Rg(Os)

Rg(Ot)

F1

F6

‘proximity’

F5

INTERPRETATION

F2

‘proximity’

0

‘proximity’

‘proximity’

F7

F10
‘proximity’

‘proximity’

‘proximity’

F3

F4

F9

F8

‘proximity’

Figure 3.14: A mapping between the two graph representations from Fig. 3.13 that
has been made in the context of an interpretation. The interpretation that has been
applied here is i∅ , the ‘null’ interpretation under which the graphs are unchanged. In
both graphs there are five nodes joined in a chain by four ‘proximity’ labels. The
presence of identical labels in both graphs makes a ‘literal’ (uninterpreted) mapping
possible.
If we assume no interpretations are applied a number of variants on this proximitybased mapping would be found over the course of several runs. There are no other
literal mappings possible between these objects as few of the labels in the source graph
exactly match those in the target graph. This situation will arise frequently amongst
object representations if no interpretations are used.
For the purpose of further explaining the Mapping process, we instead assume that
a useful interpretation already exists. We will also assume that interpretations in this
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example take the form of edge label substitutions. A label substitution is a graphbased form of interpretation which creates an equivalency between one label in the
source graph and another label in the target graph. Those labels are then treated as
mappable by the system whilst that interpretation applies.
For the example detailed in Figure 3.15 we posit the existence of an edge label
substitution between ‘same concept’ in the source domain and ‘similar concept’ in
the target. Searching for a mapping under this interpretation reveals that these nowmatchable edges exist between every pair of nodes in the source and every pair of
nodes in the target. Every node in both graphs can then be formed into a contiguous
subgraph using matching edges, and so every node is mapped.
Rg(Os)

Rg(Ot)

F1

F6

F5

F2

F4

INTERPRETATION
similar
concept

similar
concept

F3

F7

F10

same
= concept

same
concept

F9

F8

Figure 3.15: A mapping between the two graph representations from Fig. 3.13 that
has been made in the context of an interpretation. The interpretation that has been
applied here is one that equates the ‘similar concept’ label in the source graph with
the ‘same concept’ label in the target graph. There are five nodes in each graph that
are connected by mappable edges once this interpretation is applied.
Using this interpretation the model has successfully constructed another association: the two objects from Fig. 3.9 are alike if shapes that are similar in the source
object are considered to be like shapes that are the same in the target object. Note
that as the edges that are involved in this association form a complete graph there are a
large number of possible node-to-node mappings all using this interpretation. Looking
at the visual representation shown in Fig. 3.15 the graphs have been vertically reflected
in the mapping, with the left hand side of the source graph mapped to the right hand
side of the target graph. This is one of many equally valid possible mappings between
these nodes, as the relations shared in the two 5-node cliques imply no order in which
nodes must be mapped to each other. The model does not incorporate any perceptual
biases that would cause it to prefer mappings that appear to be more visually coherent
to a human observer.

3.9.5

Interpretation

As is described in Section 3.7.7 the interpretation process interacts with the mapping
process to guide the search, and the two run in parallel during association. An example
of a mapping that can only be constructed between the example objects with the assistance of the interpretation process can be seen in Figure 3.16. This example uses the
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same “induced label equivalence” interpretation mechanic as was shown in Fig. 3.15,
but uses a diﬀerent interpretation to produce a diﬀerent mapping. This mapping relies
on a chain of relationships connecting each feature to the ones immediately adjacent
it in the source and target representations. In the source these are relationships of
proximity, in the target they are shared vertices.
Rg(Os)

Rg(Ot)

F1

F6

proximity

shared vertex

INTERPRETATION
F5

proximity

F2
proximity

=

shared
vertex

F7

F10
shared vertex

proximity

shared
vertex

F3

F4
proximity

F9

F8
shared vertex

Figure 3.16: A mapping between the two graph representations from Fig. 3.13 that
has been made in the context of an interpretation. The interpretation that has been
applied here is one that equates the ’proximity’ label in the source graph with the
‘shared vertex’ label in the target graph. In both graphs there are five nodes joined by
a chain of labels that are mappable once this interpretation is applied.
The two sets of relationships mapped in Fig. 3.16 have the same structure, but
diﬀerent labels. They can be mapped under the interpretation presented here, which
eﬀectively equates “shapes that are close” in the source domain with “shapes that are
touching” in the target domain. The source object’s top shape is mapped to the target
object’s bottom shape: the chain of relations has been inverted in the mapping. This
is because the graph structures do not have an orientation and the structures being
mapped are symmetrical.
The interpretation shown in Fig. 3.16, which we will refer to as ip→v , could have
entered the set of candidate interpretations I in several ways. ip→v could have been a
successful mapping in a previous attempt at the current problem or another problem
where “proximity = shared vertex” was a useful transformation. In this case the
interpretation would have been stored in Iwin between association problems and then
added to I during the interp recall component of the first Interpretation process in
this example. The interpretation recollection process adds interpretations to I from
experience that will change the graph representations. Rg (O) can be transformed by
ip→v therefore the interpretation is recalled. Any other interpretations in Iwin would
not be added as it is assumed that their transformations do not aﬀect the current
representations.
Alternatively ip→v could have been constructed from a candidate mapping produced
by the search process. It is assumed that a candidate mapping mapr ∈ M contains
some fragment of the mapping in Fig. 3.16, for example mapping F 1 to F 10 and F 2 to
F 9. ip→v could be generated if mapr is selected for interpretation construction as the
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four nodes it maps would be joined by two mappable edges under this interpretation.
If less than four nodes are mapped in mapr by the current active interpretation then
ip→v would be added to I.
Once ip→v ) is a member of the set of current interpretations it is considered for
the active interpretation as part of the interp eval process. ip→v will produce valid
mapped edges whenever any pair of adjacent nodes in the source is mapped to a pair
of adjacent nodes in the target. If there are no candidate mappings that contain pairs
of mapped adjacent nodes then ip→v would not be evaluated highly, but still remain
in I to be potentially chosen in future.
After ip→v has become the active interpretation the search process pursues the
largest mapping possible using that interpretation. The search of ip→v (Rg (O) t will
find candidate mappings that map the largest contiguous group of adjacent shapes in
the source to a contiguous group of touching squares in the target. The end result of
this search will be the mapping depicted in Fig. 3.16, or its vertical inversion in which
F 1 is mapped to F 10, F 2 to F 9 and so on.
In the example problem shown here it is likely that i∅ will be used to produce a variety of ‘proximity’ based interpretations like the one in Fig. 3.14. The interp discount
process will then cause the repeatedly successful null interpretation to be discarded.
i∅ being discarded is a necessary precursor to ip→v becoming active because i∅ will
always perform at least as well as ip→v on any eval map. It is necessary that the null
interpretation be discarded before ‘proximity’ tags can be mapped to ‘shared vertex’
tags as otherwise the ‘proximity’ tags in the source can always be mapped to their
literal equivalents in the target.

Chapter 4

Implementing the Model
This chapter details a computational system that implements the model of
association developed in Chapter 3. The chapter begins with a discussion
of the scope of the implementation with respect to the model. The rest of
the chapter documents the architecture of the implementation.

4.1

Scope of the implementation

The five processes that comprise the model of association in Chapter 3 have been
implemented, with each process operating and interacting as described. The purpose
of the model is ‘free’ association and the construction of new relationships between
objects is its sole goal. The use of those associations for knowledge transfer or other
purposes is outside the scope of both the model and this implementation.
The model of association developed in this thesis takes input objects, extracts
features from them, constructs relationships between those features and builds associations using those relationships. In order to facilitate application to a broad variety of
visual design domains it is important that the representations used in this implementation capture the features and relationships of design objects. Several approaches to
image-based feature-detection and concept formation were investigated, but the final
system uses 2D vector-based line drawings for images, closed shapes as features and
geometric relations between those shapes as relationships.
Vector images were chosen as an input format to simplify shape-based perception.
When working with edges it is simpler to have a continuous line-based representation
than a discrete pixel-based one. Specifically this implementation works with shape
outlines – the stroke weight of line segments and any filled regions are ignored, as are
line colours and line styles. The system takes as input a vector image and decomposes
it into a set of line segments.
The model of association extracts features from objects that are then described,
classified and related. As mappings are constructed based on patterns of relationships
between features, what constitutes a feature in an implementation controls what kind
of associations are made. For example, suppose one implementation uses vertices as its
features while another implementation uses contiguous shapes as its features. Objects
in the former implementation will be associated based on groups of related vertices,
while objects in the latter will be associated based on groups of related shapes, with
each shape likely comprising many vertices.
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For this implementation a feature is defined as a simple polygon and described by
the contours of its outline. This representation produces descriptions of objects as
groups of simple shape outlines. These descriptions are suitable for a variety of visual
design domains. Within the implementation we refer to these polygon-based features
as ‘shapes’. A variety of relationships between these shapes are used for association,
including spatial relationships like relative scale or orientation and geometric properties
like edge-sharing or vertex-sharing.
There are two forms of interpretation used in the implementation; one substitutive
graph-based representational transformation and one subtractive relation-based property transformation (see Section 3.8 for a taxonomy of interpretations). The former
substitutes diﬀerent graph labels in the two graphs with identical, mappable labels
to create equivalencies between diﬀerent relationships. This is a complete implementation of the processes of interpretation formation, evaluation, use, recall and reuse
as described in the model. The second kind of interpretation transforms representations by excluding specific relationship types from one or both graphs, thus removing
edges generated from relationships of that type from the graph representations. Interpretations of this kind are not constructed, evaluated or re-used but are set by the
experimenter at the beginning of each association task. This ‘test bed’ interpretation
system allows experiments performed with this system to focus on associating objects
using a subset of the relations that can be constructed between them.
Concepts, representations, successful interpretations and discarded interpretations
will all persist within the system until it is reset. Unless specified the system will
not be reset after making consecutive associations between either a constant pair of
objects or multiple diﬀerent pairs of objects. This is to permit experimentation that
is dependent on experiential eﬀects.
When an association is made the system will output the feature representations of
each object, the feature-to-feature mapping produced between them and the relationships from the relational representation that are shared between the two mapped sets
of features. These descriptions will be accompanied by details of the interpretation
under which those relational representations have been mapped.

4.2

Implementation architecture

The architecture of the implementation can be decomposed into the same five processes
that make up the structure of the model (see Section 3.7). The algorithms and methods
that are used to implement these processes are presented in this section along with any
details of the model that are implementation-specific. The system is implemented in
Mathworks MATLAB r2010.

4.2.1

Implementing concept formation

The model’s concept construction process begins with image representations of the two
objects (see Section 3.7.3). The process of feature detection in this implementation is
split into feature extraction, described in in Algorithm 4.1 and feature description,
described in Algorithm 4.2.
Image representations in this implementation consist of Scalable Vector Graphics
(SVG) files that contain line segments, polygons and other vector shapes in an XML
representation. An example rendering of an SVG file can be seen in Figure 4.1a, where
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Algorithm 4.1 A description of the algorithm used to implement the feature extraction portion of the feature detection process. Takes Ri (O) as input and produces
shapes, a set of sets of polygons that become the features of the object.
INITIALISE shapes
for all objects Ri (Ox ) ∈ Ri (O) do
INITIALISE linesegs, a table of vertex-to-vertex connections that will describe
the line segments in Ri (Ox ).
for all vector elements element ∈ Ri (Ox ) do
CONVERT element to a set of vertices v and a table of vertex-to-vertex connections vlines.
ADD vlines to linesegs
end for
CALCULATE all line intersections in linesegs, adding each intersection as a vertex in linesegs and updating connectivity.
MERGE all duplicate vertices in linesegs and update connectivity.
while there are vertices in linesegs not connected to at least two other vertices
do
DELETE all vertices in linesegs that are not connected to at least two other
vertices
end while
INITIALISE shapesOx , a set of simple polygons that will be formed from linesegs.
for all vertices v ∈ linesegs do
for all vertices vadj that are connected to v in linesegs do
INITIALISE shape, a list of vertices that comprise a polygon.
ADD v to shape
LET vcurrent = vadj
LET vlast = v
while vcurrent �= v do
ADD vcurrent to shape
SET vnew to the vertex connected to vcurrent for which the clockwise angle
between the vector from vcurrent to vlast and the vector from vcurrent to
vnew is greater than all other vertices connected to vcurrent .
LET vlast = vcurrent
LET vcurrent = vnew
end while
if |shape| > 2 then
ADD shape to shapesOx
end if
end for
end for
DELETE duplicate polygons from shapesOx
ADD shapesOx to shapes
end for
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the image consists of two overlapping squares. The feature detection process parses
these files and converts each vector shape into a set of points and a table of connections
between them. Curves are converted into multiple short line segments where necessary.
Any intersections between the line segments are calculated and added to the set of
points, updating the table of connections to contain only the minimal segments. Any
duplicate points (such as those that are used in two shapes) are merged. This produces
a representation built out of vertices connected by minimum-length line segments,
which homogenises the many possible ways to represent a figure using vectors. An
example of the resulting vertex representation can be seen in Fig. 4.1b, where the two
squares are now represented by ten vertices with twelve connections between them.
The system then deletes any vertices that are not connected to at least two other
vertices and repeats this until no such vertices are found. This pruning removes any
lines that do not form part of a polygon, as this implementation is only concerned with
closed shapes. No pruning was required for the example in Fig. 4.1.
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Figure 4.1: An example of extracting the closed shapes from a vector image. a) shows
the original image comprised of two squares, b) shows the vertices and line segments
after conversion, combination and calculation of intersects, c) shows the ‘rightmost
turn’ algorithm for finding shapes and d) shows the three resultant features with their
centroids.
The system then finds the set of all simple polygons in each image - the minimal
closed shapes. This is accomplished by an algorithm that starts at each vertex and
traverses the connections clockwise, taking the rightmost possible turn at each vertex
until the original point is reached. This function is performed for each vertex and
then duplicate polygons are deleted. This process is illustrated in Fig. 4.1c, where the
traversal of the L-shaped polygon at the bottom left is shown. Starting at vertex 4 the
algorithm visits 1 (as it is travelling clockwise) and then 9 as it is the only possibility.
The process then takes the right most turn to 8 (as the connections to 2 and 5 involve
a greater anti-clockwise divergence from the current bearing), then 10, 3 (chosen over
7) and back to 4.
This algorithm will find all possible minimal closed shapes, with the result being
visible in Fig. 4.1d. The three polygons that make up the figure have been labelled f1
(the polygon consisting of points 4, 1, 9, 10 and 3), f2 (points 9, 2, 10 and 8) and f3
(points 5, 6, 7, 10, 2 and 9). Each shape is marked by a cross at its polygonal centroid.
It is these extracted polygons, henceforth referred to as ‘shapes’, that form the features
in this implementation. This set of shapes for each object is the output of the feature
extraction process and the input for the feature description process.
In this implementation the description of a feature consists of its location (the
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Algorithm 4.2 A description of the algorithm used to implement the feature description part of the feature detection process. Takes shapes as input and produces
Rf (O).
for all object shape-sets shapesOx ∈ shapes do
for all shapes s ∈ shapesOx do
SET cs to the centroid of s
SET vmax to the vertex in s that is furthest from cs
CALCULATE the points at which 360 rays cast from cs will intersect the edge
of s, starting at vmax and spaced 1 degree apart.
SET descs to the list of linear distances between cs and each ray intersection.
NORMALISE descs to the length of the ray that intersects with vmax .
end for
end for
position of its centroid in the image), its orientation (calculated as the bearing from
the centroid between the top of the screen and the point on its edge that is furthest
from its centroid), its scale and a description of its outline. Outline descriptions are
produced by casting rays from the polygon centroid and measuring the distances to
their intersection with the polygon’s edge. A feature’s scale is determined by the mean
length (in pixels) of these rays, producing a value equal to the radius of a circle of the
same area as the shape. This is similar to the centroid-radii method proposed by Tan
et al (2003).
Orientation is determined by selecting all vertices that are within a threshold value
(orientation clarity, typically 5%) of being the furthest vertex from the centroid, then
calculating the average bearing of the vectors from the centroid to those vertices.
If the vectors to the furthest vertices cancel each other out (if their average has a
magnitude of less than another threshold value orientation cancellation, typically 0.5)
then the feature in question is judged to have no clear orientation. Regular polygons,
for example, lack any clear visible orientation. In this case a feature’s orientation is
not recorded and no orientation-based relationships will be generated for it.
360 equally spaced rays are cast for each feature, proceeding counter-clockwise.
An example of the outline description of a square can be seen in Figure 4.2. The
number of rays has been reduced to 18 for display purposes. The outline and rays are
shown on the left, while the resultant normalised description is shown on the right.
This process produces scale, rotation and position-independent description of a shape’s
outline. As the ray-casting resolution was reduced the peaks on the chart are skewed
as the longest rays do not coincide with the corners of the square. This eﬀect is not
present at significantly higher ray-casting resolutions, as can be seen by contrasting
this example with the square features described in Figure 3.11.
The first ray is cast towards the furthest edge vertex from the centroid in order to
prevent influence from the orientation of the shape on its description. One disadvantage
of this approach arises when a line can be drawn through a polygon’s centroid that
intersects its edge more than twice (such as with an S-shape). In this case the system
calculates the outline from the furthest intersect, essentially ‘filling in’ the intervening
gap. This also results in shape descriptions that ignore any internal ‘windows’. There is
a possibility of false similarity between shapes with similar convex hulls but significantly
diﬀerent outlines, but the shapes required to trigger this are quite specific and unlikely
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Figure 4.2: An example feature description. The square on the left is an example
closed vector shape. Its outline is described by the length of the 18 rays cast from
its centroid, normalised to the longest ray. The chart on the right shows its feature
description.

to arise in the domain of this work.
The feature representation produced in this implementation consists of the set of
minimal closed shapes that can be extracted from the images. Each feature is described
by its position, orientation, scale and outline. Similar features are clustered together
to make conceptual categories by the concept recog and concept f orm processes, as
described in Algorithm 4.3. This implementation uses a comparison of shape outlines
as the feature comparison similarity metric required for the model’s concept similarity
function. The outline descriptions of two features are compared by taking the average
diﬀerence in ray lengths between the two outlines. An example of this metric can be
seen in Figure 4.3, where the shaded area denotes the total diﬀerence between the
outlines of features A and B. For two shape descriptions A and B each containing n
rays (n = 36 in Fig. 4.3), the similarity can be calculated as:
similarity = 1 −




n
�
|A
−
B
|
j
j 

j=0

n

Each ray may diﬀer in length by between 0 and 1, so dividing each diﬀerence by n then
summing those diﬀerences gives a value between 0 and 1. This value describes the
average diﬀerence between the two outlines. Subtracting this diﬀerence from 1 gives
the similarity between the two outlines. This similarity calculation is a core component
of the concept similarity function in this implementation, where it is calculated for a
number of possible alignments of the two feature descriptions to produce the maximum
possible similarity between any rotation of the two features (see Algorithm 4.4).
The first element in a feature description is always the longest ray cast from the
centroid. It is necessary when comparing feature outlines for similarity calculations
to compensate for pairs of features which are not most similar when aligned at their
longest rays. As the last ray in an outline is adjacent to the first it is possible to change
the alignments of two features can by translating one list of rays and wrapping the list
around. It would be possible to compare all possible translations of two outlines and use
the lowest diﬀerence, although this would require a number of similarity calculations
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Algorithm 4.3 A description of the algorithm used to implement the concept recognition and formation processes of the system. Takes Rf (O) and C as input and produces
Rc (O).
INITIALISE Rc (O), the set of concepts used in describing the objects.
for all features f ∈ Rf (O) do
for all concepts c ∈ C do
for all instances inst ∈ c do
if concept similarity(f, inst) >= similarity thresh then
ADD f to c as a new instance of that concept.
ADD c to Rc (O).
end if
end for
end for
if f remains uncategorised then
CREATE a new concept cf and add f as an instance of cf
ADD cf to C
ADD cf to Rc (O)
end if
end for

Ray length

A

B

Degrees offset from feature orientation (x20)

Figure 4.3: An example of the similarity comparison between two features, A and B,
shown on the left. The absolute value of the diﬀerence between their outlines at each
ray is summed to form the diﬀerence between them. This is shown as the shaded area.
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equal to the number of rays in each description (360 in the implementation). To simplify
this the system calculates a set of local maxima in each outline that represent convex
corners. In Fig. 4.3 these maxima occur at rays 1, 10, 19 and 27 for feature A and
rays 1, 11, 20 and 29 for feature B. The concept similarity metric is then calculated
by evaluating similarity for all possible translations that align two local maxima and
using the highest, as shown in Algorithm 4.4. This is equivalent to calculating the
similarity of two shapes by lining up each corner in one shape with each corner of the
other shape in turn and using the highest similarity found. In the case of features A
and B a translation of B by - aligns both the second pair of local maxima (10 and 11)
and the third pair of local maxima (19 and 20) to produce the highest similarity.
Algorithm 4.4 A description of the concept similarity function implemented in this
model and used by the concept formation and relationship construction processes.
Takes two features f1 and f2 as input and returns a value between 0 and 1 representing
the similarity between their outlines.
CALCULATE peaksf 1 , the set of all local maxima points in the description of f 1
CALCULATE peaksf 2 , the set of all local maxima points in the description of f 2
SET sim, the similarity between f 1 and f 2, to 0.
for all peaks pf 1 ∈ peaksf 1 do
TRANSLATE the description of f 1 by pf 1 in f 1 to give f 1t .
for all peaks pf 2 ∈ peaksf 2 do
TRANSLATE the description of f 2 by pf 2 in f 2 to give f 2t .
if similarity(f 1t , f 2t ) > sim then
SET sim to similarity(f 1t , f 2t )
end if
end for
end for
Using this function the implementation calculates the similarity between any two
features for use in the concept recog and concept f orm processes. The threshold for
conceptual membership (concept thresh) is 0.975, which means that the set of shapes
that instantiate a concept will be 2.5% diﬀerent or less. For comparison, shapes A and
B in Fig. 4.3 have a similarity of 0.96 at their optimal alignment, and thus are slightly
too diﬀerent to belong to the same concept. Examples of three conceptual categories
and shapes that belong to them are given in Figure 4.4. Note that while the majority of
shapes pictured here are triangular (an artefact of the random generation process used
in this example), none of the three categories are exclusively populated by triangles.
The feature description and comparison method used in this implementation is not
influenced by number of sides in a shape, only by the contours of its outline.

4.2.2

Implementing relationship detection

Relational representations are constructed from the features and concepts produced.
Each relationship type requires a metric for measuring that relationship between two
features, a structure for representing that relationship and a function for what values
of the metric warrant inclusion in Rr (O). This implementation features two types
of typological relationship and ten types of topological relationship. The typological
relationship types are ‘conceptual sameness’ (relsameness ) and ‘conceptual similarity’
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Concept 1:

Concept 2:

Concept 3:

Figure 4.4: An example of three concepts constructed by the implementation and the
features that belong to them.

(relsimilarity ). The topological relationship types are ‘relative scale’ (relscale ), ‘linear
distance’ (relldist ), ‘horizontal distance’ (relhdist ), ‘vertical distance’ (relvdist ), ‘relative orientation’ (reldrot ), ‘bearing’ (relbearing ), ‘contains’ (relcontains ), ‘reflection of’,
(relref lect ), ‘shared vertex’ (relsharedV ) and ‘shared edge’ (relsharedE ). A summary of
all the relationship types in this implementation is shown in Tables 4.1 and 4.2. Which
relationship types are to be used can be specified when the system is initialised as a
form of ‘test bed’ interpretation, and most of the experiments performed in this thesis use a subset of the available relationship types. The process of calculating these
relationships for all features is shown in Algorithm 4.5.
Algorithm 4.5 A description of the algorithm used to implement the relation construction process in the implementation. Takes Rf (O) and Rc (O) as input and produces
Rr (O).
for all objects Ox ∈ Rf (O) do
INITIALISE Rr (Ox )
for all features f 1 ∈ Rf (Ox ) do
for all features f 2 ∈ Rf (Ox ), f 1 �= f 2 do
for all relationship types type ∈ T yRel ∪ T oRel do
if typeinclude (typemetric (f 1, f 2)) then
ADD typemetric (f 1, f 2) to Rr (Ox )
end if
end for
end for
end for
end for
The conceptual sameness relationship type measures whether two features instantiate the same concept, including that relationship in the representation only when they
do. The conceptual similarity relationship uses the same similarity function based on
outline diﬀerences as is used to group features together into concepts, concept similarity.
However, the ‘similarity’ relationship type is only included if the similarity is between
0.85 and 0.975. Less than 0.85 is not considered similar and more than 0.975 would result in the two features being already joined by the ‘conceptual sameness’ relationship.
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Relationship

Example

Value (A → B)

‘same concept’

A

B

true

‘similar concept’

A

B

true

‘relative scale’

x

2x

200%

A

B
B
5x

‘linear distance’

5 lengths

A x
B
‘horizontal distance’

3 lengths

Ax

4x

B
‘vertical distance’

3x

4 lengths

Ax
Table 4.1: Examples of each of the first six types of relationship in this implementation.
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Relationship

Example

Value (A → B)

315°

45°

‘relative orientation’

90◦

A
‘bearing’

B

140°

A

B

‘contains’

‘reflection of’

‘shared vertex’

‘shared edge’

140◦

true

B
A

A

B

A

A

B

B

true

true

true

Table 4.2: Examples of each of the other six types of relationship in this implementation.
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The representation for these two relationships is a simple binary value.
The scale relationship calculates the diﬀerence in size between the two features,
based on the scale of each feature in its description (see Section 4.2.1). This relationship
is expressed as a percentage (the scale of the destination feature as a percentage of the
scale of the origin feature) and is always included. A scale relationship may be of use
in mapping regardless of its value, based its relationship with other scale relationships
in the object.
The three distance-based typological relationship types are based on the relative
positions of the two features. The ‘linear distance’ function calculates the Euclidean
distance between the two features, while the ‘horizontal’ and ‘vertical’ distances are
calculated only in the X and Y axes respectively. These relationships are always included regardless of value as any distance may be of interest in an association. The
distance relationships are expressed relative to the scale of the originating feature.
Each distance is expressed as a number in pixels divided by the originating feature’s
scale (see Section 4.2.1). This produces a representation of the distance between the
two features based on the number of ‘lengths’ of the first feature that are needed to
bridge the gap.
The relative orientation relationship encodes the diﬀerences between the alignments
of two features (see Section 4.2.1). The bearing relationship measures the angle from
one feature’s orientation to the other feature’s centroid. This relationship is distinct
from the relative orientation relationship as it measures the bearing from one feature
to another rather than the relative orientations of two features. Both relationships are
expressed as angles. Relative orientation relationships are included in a representation
between all pairs of features that both have orientations. Bearing relationships are
included originating from all features that have orientations but with all features as
destinations. For example, if A and B are features and B does not have an orientation,
there will be an A → B bearing relationship included but no B → A relationship.
The ‘contains’, ‘reflection of’, ‘shared vertex’ and ‘shared edge’ relationships are all
predicates that concern the position of features. The ‘contains’ relationship measures
whether one feature is entirely contained within another. The feature description system ignores ‘holes’ in features, but the outline of those holes becomes another feature
that is linked to the exterior feature by this relation. The ‘reflection of’ relationship
measures whether the two features are bilaterally symmetrical about either the central
vertical or central horizontal axes of the image. The shared vertex relationship measures whether two features share any vertices in the image representation. The shared
edge relationship measures whether any two features share two connected vertices and thus the line segment that connects them is part of the outline of both features.
All four of these predicate relationships are stored as binary values and only included
when that value is true. The value of each of these relationship types is calculated for
each pair of features in the representation.
The set of all relationships of all relationship types that is produced by this process
comprises the relational representation of this implementation.

4.2.3

Implementing labelled graph construction

An implementation of the model’s graph construction process must specify conversion
functions for each relationship type. These functions group relationship values into
categories and then convert them into homogeneous representations. In this case,
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that representation is simple strings of characters that can be easily compared and
displayed. These become the labels used in the graph representations. The categories
listed here are the default values for this implementation that are designed to be a useful
categorisation for a broad variety of contexts. The algorithm by which the process of
graph labelling and construction is implemented is shown in Algorithm 4.6. The label
function transforms a relationship’s value into a string label using the grouping process
for the given relationship type.
Algorithm 4.6 A description of the algorithm used to implement the graph labelling
and construction process in the implementation. Takes Rr (O) as input and produces
Rg (O).
for all relations r ∈ Rr (O) do
SET type to the relationship type of r
SET r to label(type, r)
end for
REPRESENT the set of feature-to-feature relationships that make up Rr (O) as a
3D matrix of features x features x labels.
EXPRESS the relational matrix as a graph, Rg (O).
Each relationship type has an associated set of value categories and a label transformation that are used to calculate the label function for that type of relationship.
The scale relationship type stores the relative scale of one feature in terms of another
as a percentage. The edge-labelling process places this value into one of seven brackets for the purpose of graph-construction. These seven categories are shown in Table
4.3. Note that the boundaries between the ‘smaller than’ groups are the inverse of the
boundaries between the ‘larger than’ groups. This ensures that for any pair of features
A and B the scale relationship A → B is the opposite of B → A.
Value range
∆scale ≤ 33%
33% < ∆scale ≤ 75%
75% < ∆scale ≤ 96%
96% < ∆scale ≤ 105%
105% < ∆scale ≤ 133%
133% < ∆scale ≤ 300%
∆scale > 300%

Label
‘much smaller’
‘smaller’
‘slightly smaller’
‘same size’
‘slightly larger’
‘larger’
‘much larger’

Table 4.3: The graph label categories for the ‘relative scale’ relationship type and the
ranges of values for which they apply. ∆scale is the relationship’s value: the scale of
the destination feature as a percentage of the originating feature.
The three distance-based relationships in the implementation use the same approach to categorisation for labelling. Each distance is expressed as the number of
‘lengths’ of the originating shape that are required to span the distance between the
two. A ‘length’ in this context is the radius of a circle of the same area as the originating shape. The categorisation schemata for all three distance relationship types is
shown in Table 4.4.
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Value range
distance ≤ 0.25
0.25 < distance ≤ 0.75
0.75 < distance ≤ 1.25
1.25 < distance ≤ 1.75
etc.

Linear
‘≈ 0.0d’
‘≈ 0.5d’
‘≈ 1.0d’
‘≈ 1.5d’
etc.

Vertical
‘≈ 0.0 ∆Y ’
‘≈ 0.5 ∆Y ’
‘≈ 1.0 ∆Y ’
‘≈ 1.5 ∆Y ’
etc.

Horizontal
‘≈ 0.0 ∆X’
‘≈ 0.5 ∆X’
‘≈ 1.0 ∆X’
‘≈ 1.5 ∆X’
etc.

Table 4.4: The graph label categories for the three distance-based relationship types
and the ranges of values for which they apply.
The two angle-based relationship types, relative orientation and bearing, also share
the same labelling schema. Both values are expressed as angles rounded to the nearest
10◦ . The set of labels used by these two relationship types (both using the angle Θ) is
shown in Table 4.5.
Value range
Θ > 355 ∨ Θ ≤ 5
5 < Θ ≤ 15
15 < Θ ≤ 25
25 < Θ ≤ 35
...
345 < Θ ≤ 355

Orientation label
‘≈ 0◦ ∆rot’
‘≈ 10◦ ∆rot’
‘≈ 20◦ ∆rot’
‘≈ 30◦ ∆rot’
...
‘≈ 350◦ ∆rot’

Bearing label
‘≈ 0◦ bearing’
‘≈ 10◦ bearing’
‘≈ 20◦ bearing’
‘≈ 30◦ bearing’
...
◦
‘≈ 350 bearing’

Table 4.5: The graph label categories for the two angle-based relationship types and
the ranges of values for which they apply. Θ is the angle value stored in the relational
representation. 0 ≤ Θ ≤ 360.
The six predicate relationship types (‘similar concept’, ‘same concept’, ‘contains’,
‘reflection’, ‘shared vertex’ and ‘shared edge’) are all binary relations that are only
included when the value is true. These require no rounding or categorisation and the
labels used on the graph are string representations of the names of the relationship
types. All twelve types of relationships, now expressed as string labels, comprise the
labelled relational representation label(Rr (O). This representation consists of a set of
labelled relationship-edges between feature-nodes and can be expressed in graph form
as Rg (O).

4.2.4

Implementing mapping search

The mapping process begins with the application of the current active interpretation
to the graph representations. Interpretations in this implementation use edge label
substitution as their method of transformation. An edge label interpretation transforms
one kind of graph label in the source object domain and one kind of graph label in the
target object domain. The transformation replaces these labels with one identical label,
‘interpreted’, in both domains. This label can then be matched by the mapping search
process regardless of what the original labels were. An example of the interpretation
application process, showing two graphs both before (a) and after (b) the application
of the interpretation ‘same concept’ = ‘same size’ can be seen in Figure 4.5.
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Rg(Ot)

Rg(Os)

F1

F2

F5

‘same concept’

‘same size’

‘same size’

‘same concept’

F4

‘same concept’

F7

F3

‘same size’

(a)

F6

INTERPRETATION
‘same concept’

=

‘same size’

i(Rg(Ot))

i(Rg(Os))

F1

F2

F5

‘interpreted’
‘interpreted’

F4

‘interpreted’

F3

‘interpreted’

F7

‘interpreted’

‘interpreted’

(b)

F6

Figure 4.5: An example of two graphs with an interpretation that equates the ‘same
concept’ label in the source domain to the ‘same size’ label in the target domain applied.
The graphs are shown before (a) and after (b) the application of the interpretation.
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This implementation uses a genetic algorithm to search for subgraph isomorphisms
within the graph representations. A population of candidate mappings between source
and target is created randomly and then evolved to find good mappings. Population
sizes range from 100 to 10,000 depending on the scale of the object representations
being matched. After each generation of evolution the interpretation process is called,
which may change the active interpretation and thus change the fitness landscape of the
GA. The implementation of the interpretation and mapping search processes is shown
in Algorithm 4.7. The system stops searching either when all nodes in the smallest
of the two graphs have been mapped or when the best fitness has not improved for a
number of generations. This parameter is denoted stall limit and typically ranges from
10 to 50 depending on the scale of the problem. This additional stopping condition
reflects the fact that the system does not require a complete mapping between the two
objects, only the largest mapping that it is capable of finding.
Algorithm 4.7 A description of the algorithm used to implement the mapping search
process in the implementation. Takes Rg (Os ), Rg (Ot ) and i as input and produces a
mapping.
SET Rg (Oindex ) to the smaller graph of Rg (Os ) and Rg (Ot ).
INITIALISE the genetic algorithm using |Rg (Oindex )| as the size of the genome and
the size of the other graph as the range of possible values.
while the best fitness in the GA < mapping thresh AND (the best fitness has
changed in the last stall limit generations OR the system has been going less than
stall limit generations) do
UPDATE the population of candidate mappings in the genetic algorithm with
mutation, crossover and migration operators.
UPDATE the active interpretation i via the interpretation construction process.
for all edges e ∈ Rg (Os ) ∪ Rg (Ot ) do
if the label on e is transformed by i then
SUBSTITUTE the label on e for the label ‘interpreted’
end if
end for
CALCULATE the fitness of each candidate mapping in the population using
eval map.
end while
ADD i to the set of successful interpretations Iwin .
RETURN the best mapping candidate as map(Os, Ot ).
Evolutionary computing methods have been used for approximating the Maximum
Common Subgraph problem (Brown et al., 1994; Frohlich et al., 2001; Wagener and
Gasteiger, 1994; Wang and Zhou, 1997), with a variety of configurations, genotypic
representations and fitness functions. Frohlich et al (2001) found that to avoid premature convergence it was beneficial to operate the genetic algorithm on multiple
segregated sub-populations that evolved largely isolated from each other. A small percentage of the individuals in each sub-population are permitted to ‘migrate’ to another
sub-population each generation. This approach was adopted in this implementation,
which uses sub-populations of between 100 and 1000 depending on problem scale. The
rates at which the three genetic operators (crossover, mutation and migration) are applied are adjusted on a per-association basis. The genetic algorithm uses tournament
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selection to select parents and uniform crossover to generate new mappings.
Each individual mapping candidate within the population represents a set of nodeto-node mappings from the source to the target graphs. The genotypic representation is
a number of values equal to the size of the smaller of the two graphs, each with a range
of integer values equal to the size of the larger of the two graphs. This means that each
individual specifies a node in the larger graph to which each node in the smaller graph
can be mapped. If the two graphs are of equal size one is chosen arbitrarily to be the
index for the genotype. When two or more nodes in the smaller graph are mapped to
the same node in larger graph all but the first are discounted from evaluation, treating
those nodes in the smaller graph as if they were unmapped.
An example of the genotypic representation and the mapping between graphs it
represents is shown in Figure 4.6. As the graph of Object A is smaller it determines
the number of variables in the genome (4, one for each node in A). The size of the
larger object determines the range each of those values can take (5, one for each node
in B). The graph chosen for the number of variables is referred to as the ‘index’ graph.
The genetic representation of this particular mapping is {6, 5, 8, 5}, representing which
features in B the four nodes in A map to. If a node in the index graph is mapped to
a node in the other graph to which there already exists a mapping, such as with node
4 in Fig. 4.6, this is ignored and that node in the index graph remains unmapped.
The fitness function for the genetic algorithm (which serves the role of eval map in
this implementation) uses the edge labels between the mapped nodes (denoted in this
example by a to l) to evaluate the candidate mappings.
OBJECT A

1

b

OBJECT B

6

f

2

l

5
a

3

e

d

g

7

k

c

j

9

4

h
i

8

MAPPING

1 -> 6

Figure 4.6:
mapping it
Graph A is
destination

2 -> 5

3 -> 8

4 -> 5

An example mapping candidate from the implementation, showing the
represents and the graphs to which that mapping applies. Each node in
assigned a node in Graph B. The mapping from node 4 is discarded as its
(node 5) has already been mapped (to node 2).

Mapping candidates are evaluated within the genetic algorithm by the largest contiguous mapped subgraphs they produce. The maximum possible contiguous subgraph
would be of size |map|, with every node in the smaller graph mapped to a node in the
larger graph. The fitness function for the genetic algorithm-based mapping search,
which is the equivalent of eval map in this implementation, is given in Algorithm 4.8.

CHAPTER 4. IMPLEMENTING THE MODEL

86

Algorithm 4.8 A description of the algorithm used as the fitness function in the
genetic algorithm that implements the mapping search process. Takes a candidate
mapping map as well as the two interpreted graphs i(Rg (Os )) and i(Rg (Ot )) and
produces a value between 0 and 1. Interpretation evaluations are updated every time
a fitness value is calculated.
EXPRESS the genome of map as a set of mappings between the graphs, leaving as
unmapped any nodes that map to an already mapped node.
CALCULATE all pairs p of mappings for which both nodes in both graphs are
connected by an edge that shares an identical label.
UPDATE the evaluation of interpretations in I using p, (see Algorithm 4.10).
CONNECT all pairs in p that share nodes to form sets of connected mappings that
can be made from map, called ‘mapping fragments’.
LET F r be the set of all fragments constructed from the set of pairs p.
SET fmax to the size of the largest fragment in F r.
SET mapped nodes to the number of all nodes in i(Rg (Oindex )) involved in at least
one fragment.
SUBTRACT from mapped nodes the nodes involved in fmax .
SET all nodes to the total number of nodes in i(Rg (Oindex )).
LET eval map =

nodes
fmax + mapped
all nodes
all nodes

Each individual mapping candidate consists of a mapping target for each node in
the smaller of the two graphs. This set is searched for pairs of node-to-node mappings
which are connected in both graphs by at least one identically labelled edge. Pairs that
share a node are then grouped together to form the set of largest possible subsets of
mappings that are connected by mappable edges. We call these maximally connected
mapping subsets ‘mapping fragments’ and the set of all fragments produced from a
mapping candidate is F r. Any node-to-node mappings that cannot be paired with at
least one other node-to-node mapping by an identically labelled edge in both graphs
are irrelevant. The cardinality of the largest fragment in F r is the major factor in the
fitness for a mapping. The second factor in the fitness is the percentage of nodes in the
mapping that are part of mapping fragments that are unconnected to the largest of the
mapping fragments. Finding multiple mapping fragments is beneficial as it means that
some mappable edges have been detected and may be able to be connected together by
the GA in the future. The value of this second factor is designed to be strictly inferior
to the size of the largest fragment – an increase in the size of the largest fragment will
always raise the fitness by more than adding any number of unconnected pairs. This
smooths the fitness landscape allowing the genetic algorithm to more easily perform
hill-climbing behaviours. This implementation makes the assumption that the number
of features mapped, rather the total number of relationships mapped, is the principle
measure of an association’s size and therefore quality.
For example, in Fig 4.6, if we assume that edges b and f share a label, then the
1 → 6 and 2 → 5 mappings form a pair of connected, mapped nodes. There are
no other mappings that are connected to the subgraph {1, 2} or the subgraph {5, 6}.
While node 3 is connected to 1 by edge a, node 8, to which 3 maps, is not connected
to node 5, to which 1 maps. There are no other mapped nodes in this example, as the
fourth mapping was invalidated through duplication. There is only one fragment, of
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size 2, as no other pairs of mapped nodes share an edge. There are 4 nodes in total in
2+ 0

i(Rg (Oindex )), so in this example eval map = 4 4 = 0.5.
The mapping search process used in the implementation can associate two groups
of nodes that are connected by diﬀerent relational structures if they are connected by
a common relational substructure. For example, a group of nodes connected by just a
unidirectional chain of relationships can be mapped to a group of nodes connected by a
bidirectional loop of relationships or a clique. In some cases this may be advantageous
(as it permits associations that could not otherwise be made) but in other cases it may
be disadvantageous (as the system may be significantly less likely to find associations
that do map common structures if it is simpler to map smaller common substructures).
This potential bias is not expected to have a significant impact on the results produced
with the implementation.
The genetic algorithm continues until all nodes in the smaller of the two graphs
have been mapped, or until the best fitness has not improved in a number generations.
The stopping condition on the search for mappings in the model, mapping thresh, is
unused in this implementation (it is set to 1), but stall limit serves as an additional
stopping condition not based on the size of the mapping produced.

4.2.5

Implementing interpretation

The interpretation construction process is performed every generation in the genetic
algorithm-based search for mappings. It evaluates all current interpretations in I to
select the active interpretation. Changing the active interpretation changes the fitness
space for the genetic algorithm and thus changes the direction of search. During
the first interpretation construction of a new association process the interpretation
recall function adds appropriate past interpretations to I. An interpretation is deemed
appropriate for recollection if the tags it transforms are present in the object graphs
being currently associated. The interpretation recall process is shown in Algorithm
4.9.
Algorithm 4.9 A description of the process of interpretation recall that occurs at the
start of a mapping search. Takes the two objects to be associated Rg (Os ) and Rg (Ot ),
the set of past successful interpretations Iwin and the set of discarded interpretations
Idisc . This process produces the starting set of known interpretations I populated with
interpretations recalled from experience.
INITIALISE I, the set to hold interpretations under consideration for this problem.
for all Interpretations ipast ∈ Iwin do
if ipast �∈ Idisc then
if Rg (Os ) �= i(Rg (Os )) AND Rg (Ot ) �= i(Rg (Ot )) then
ADD ipast to I
end if
end if
end for
if i∅ �∈ I AND i∅ �∈ Idisc then
ADD i∅ to I
end if
RETURN I.
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The implementation maintains a count of which interpretations have been used
to solve which problems and how many times they have done so. If an interpretation has been used to make an association between two objects more times than the
discard threshold (which is typically set to 5) that interpretation will no longer be
used on that problem. These interpretations are added to Idisc and will be prevented
from being added to I if they are recalled or constructed again whilst associating
between the same pair of objects. If all known interpretations for a pair of objects
have been discarded, including the null interpretation i∅ , the system will continue to
attempt to construct new interpretations. While this process of searching without a
known interpretation is occurs the fitnesses of all mapping candidates are are 0. This
causes the genetic algorithm to perform a random walk through the space of possible
mappings until a new interpretation can be constructed. If no new interpretations can
be constructed for this problem that have not already been discarded then the system
will terminate after a number of generations due to stall limit (see Section 4.2.4).
Evaluation for each individual is performed once for the current interpretation i
and once on another interpretation randomly selected from I. This ensures that an
accurate evaluation of the current interpretation is performed and that the other known
interpretations are evaluated without causing significant performance loss if the size
of I becomes large. The number of mapped pairs formed by the current mapping
candidate using i is already known, as it is used in evaluating the mapping candidate
itself. However, the number of pairs produced by the randomly selected interpretation
must be calculated. The interpretation evaluation process is shown in Algorithm 4.10.
Algorithm 4.10 A description of the process for evaluating interpretations during
the fitness evaluation of mapping candidates. Takes the two objects to be associated
Rg (Os ) and Rg (Ot ), the active interpretation i, the set of current interpretations I, a
candidate mapping map and the set of pairs of mapped nodes already produced from
map, p. Produces evaluations of interpretations in I.
if |p| is higher than the score for i then
SET the score for i to |p|.
end if
SELECT at random an interpretation ir from I, where ir �= i.
INITIALISE the graph representations ir (Rg (O)) to a copy of Rg (O).
for all edges e ∈ Rg (O) do
if the label on e is transformed in ir then
SUBSTITUTE the label on e for the label ‘interpreted’ in ir (Rg (O))
end if
end for
EXPRESS the genome of map as a set of mappings between the graphs in ir (Rg (O)),
leaving as unmapped any nodes that map to an already mapped node.
CALCULATE all pairs pr of mappings for which both nodes in both graphs in
ir (Rg (O)) are connected by an edge that shares an identical label.
if |pr | is higher than the score for ir then
SET the score for ir to |pr |.
end if
Interpretation evaluation maintains a list of the highest number of pairs of mapped
nodes (see Algorithm 4.8 for this process) that have been achieved in a mapping using
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each interpretation. At the end of every generation the interpretation that has produced the highest number of mapped pairs is selected as i. The number of mapped
pairs is used as a computationally simplified stand-in for the value produced by the
more time consuming eval map function, which is based on the size of the largest fragment that can be constructed using the set of pairs. For computational eﬃciency this
interpretation evaluation process is performed while each member of the population is
being evaluated for fitness, as at this time the set of mapped pairs has already been
calculated. This means that the evaluation for each interpretation is performed during the genetic algorithm’s generational update, and then an active interpretation i is
chosen at the end of each generational update.
The interpretation formation process randomly selects a subset, Mf orm set of the
mapping candidates in the population M . The size of this subset is a percentage
of the total population size, typically 10%. For each of the mappings in this subset
the process attempts to construct an interpretation that would improve the fitness of
that mapping. This is achieved by attempting to interpret the edge labels of pairs
of mapped nodes that are joined by edges that do not share labels. Interpretations
formed this way are added to I. If multiple interpretations are generated from any
mapping candidate only be best (in terms of new edges mapped) will be added to I.
Algorithm 4.11 A description of the process for forming new interpretations during
a mapping search. Takes the two objects to be associated Rg (Os ) and Rg (Ot ), the set
of current interpretations I and the set of discarded interpretations Idisc . Produces an
updated I.
SELECT a subset of mappings Mf orm from the population M
for all mappings map ∈ Mf orm do
for all edge labels ls between nodes mapped by map in Rg (Os ) do
CALCULATE how many times ls appears with each label lt in Rg (Ot ) on edges
mapped by map.
end for
SELECT the pair of edge labels ls in Rg (Os ) and lt in Rg (Ot ) that appear on edges
mapped in map the most number of times. If there are multiple equally-mapped
pairs of labels choose one randomly.
CONSTRUCT a new interpretation inew that equates ls in the source graph to lt
in the target graph.
if inew �∈ Idisc then
ADD inew to I.
end if
end for
After the recollection, formation and evaluation of interpretations the interpretation
construction process updates the currently active interpretation i to the highest scoring
interpretation in I. To prevent interpretations from changing repeatedly before the
genetic algorithm has a chance to adapt to the new fitness i is fixed for a number
of generations after it has changed, interp change delay, typically 3. This ensures
the system’s evaluation of the active interpretation reflects what mappings can be
found. Any interpretations that have just been recalled or constructed will have a
score of 0 as they have not yet been evaluated. The interpretation update process
then stochastically selects a new active interpretation i. This uses the interpretation
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weighting function selection chance that is based on the evaluation scores of each
interpretation in I (determined by eval map) and the diﬀerence between the current
highest and overall highest fitness (see 3.7.7 for how these are calculated). The chosen
interpretation becomes i.
The implementation uses a simple threshold for the interp discount function. Interpretations that have been used in an association before more than 3 times are given
an evaluation of 0. Otherwise the interp discount parameter returns a value of 1 and
all other interpretations receive their normal, unmodified evaluations. Interpretations
that have been discounted by this function are discarded from I for eﬃciency.
In a situation where a partial mapping has been found and the search to further
expand it has stalled (as in no improvements have been found for a number of generations) there are two possible courses of action. Firstly the search can end and return the
best mapping as the solution, and secondly change the interpretation can be changed
in an attempt to find a better solution. Any implementation of this model requires
a means of choosing between these actions. The system used in this implementation
selects between these options by chance. This is acceptable for the purposes of this
research as we are interested in the set of diﬀerent mappings the system can produce
not the order in which they are produced. In applications where it is desirable that
better associations are consistently produced it is likely that a goal-directed process
such as knowledge transfer would exist to regulate this decision.
The implementation is equipped with a second kind of interpretation that controls
which relationship types are used in graph construction. This partial interpretation
system was added for the purposes of expeditious testing and experimentation. The
subset of relationship types to be used is provided to the system for each object in each
association task. This is a kind of subtractive relation-based property transformation
(see Section 3.8). This interpretation system is not a complete implementation of the
model’s interpretation processes process as these interpretations are not constructed,
evaluated or stored. This ‘testbed’ relationship type restriction system is included so
that experiments can be performed with objects that share some relationships that
are not relevant to the experiment, such as all features being the same size. These
relationships would otherwise be used in a series of literal associations before the null
interpretation was discarded. This exclusion of irrelevant types of relationship serves
to focus the free association system on the specific relationships being tested.

Chapter 5

Experiments in Association with
Designs
This chapter describes experiments that demonstrate the capabilities of
the implementation and, by extension, the model. The experiments are
divided into two groups, with the first group examining the properties of
the implementation itself and the second group examining an application of
the implementation to design domains. Each experiment is described and
then its results are presented. The chapter concludes with a discussion of
these results.

5.1

Capabilities of the implementation

This section demonstrates the capabilities of the implementation of our model of association. This includes quantitative capabilities such as its scalability to more complex
objects as well as qualitative capabilities such as the eﬀect of experiences on the system.
Four experiments will be conducted:
• Experiment 1 aims to investigate the time complexity of the implementation of
our computational model of association and to show that it can perform association problems of appropriate scale for this research.
• Experiment 2 aims to investigate the number of associations that the implementation can construct from a single problem and to show that our model of
association is able to produce a breadth of diﬀerent solutions.
• Experiment 3 aims to investigate the implementation’s capacity for producing
diﬀerent conceptual representations of an object when it has had a diﬀerent
history. It will also be shown that this experiential influence can aﬀect the
associations the system constructs.
• Experiment 4 aims to investigate the impact of the model’s recall of previously
successful interpretations on the associations it constructs. It will also be shown
that the implementation can be primed to produce diﬀerent results in diﬀerent
contexts.

91

CHAPTER 5. EXPERIMENTS IN ASSOCIATION WITH DESIGNS

5.1.1

92

Scalability

The implementation of the model described in this work contains a subgraph isomorphism problem that is known to be NP-complete. While minimising calculation time
is not a goal of this research it is necessary to demonstrate that the algorithm used
to approximate the subgraph isomorphism problem will solve suﬃciently complex association problems in a suitable timeframe. This experiment shows how the temporal
performance of the system varies as the complexity of the association problem increases.
Evaluating the fitness of a single mapping has a worst case complexity of O(n3 ),
where n is based on the size of the graphs involved. This worst case occurs for a pair of
completely connected graphs in which every edge is mapped. At this point, however,
the maximum possible fitness has been reached and the search will terminate. If
only a partial mapping or no mapping at all has been found the calculations will be
significantly faster. The time complexity of the mapping search system, which includes
many iterations of this fitness function, will be evaluated empirically.
In order to quantitatively measure the complexity of an association task a standardised way of generating objects of equivalent complexity was developed. A standardised
feature was generated (Figure 5.1a) and then duplicated at random positions and orientations. It was ensured that no two features were placed close enough to occlude
each other as this would create new, diﬀerent concepts and interfere with complexity
assessment. The complexity of the resulting images can be described by the number
of features, such as the ten shapes in Figure 5.1b.

(a)

(b)

Figure 5.1: The procedurally generated objects used in these scalability experiments.
Part (a) shows the shape used for all features. Part (b) shows an example object
generated from ten such features.
The purpose of the association system is not to find complete isomorphic mappings
between the objects but to find a diverse set of large but not necessarily complete
mappings. To further, this the implementation possesses a stopping condition that will
abort the search if a suﬃcient number of generations pass with no gain in fitness. For
the scalability tests the stall limit condition (see Section 4.2.4) is set to 10 generations.
This parameter will lower the mean search times in this experiment when it aborts an
in-progress search that has stalled, but to remove it would not give a true reflection of
the performance of this system.
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Experiment 1: Method

This experiment will test the computational scalability of the implementation of our
model of association. The time complexity of the mapping search process will be estimated by a Monte Carlo simulation of the times required to solve randomly generated
association problems. Problems were generated with between 5 and 25 features in
each object, as this is the range in which the kinds of design objects the system will
be tested on fall. Table 5.1 shows the setup for the diﬀerent trials in this experiment.
The time taken to complete associations between sets of 5 generated objects consisting
of 5, 10, 15, 20 and 25 features was compared. All trials in this experiment use the
linear distance and relative orientation relationship types to find associations between
these randomly generated objects.
Trial
Trial
Trial
Trial
Trial

1
2
3
4
5

Objects
5
10
15
20
25

Generation
Each object contains
randomly-positioned
non-overlapping
features.

Associations
All 10 possible pairings of the 5
objects generated, with each
pairing repeated 10 times. Time
taken and percentage of nodes
mapped are recorded.

Table 5.1: The experimental setup for Experiment 1, which tests the time taken to
perform randomly generated association problems of diﬀerent complexities.
The genetic algorithm was configured with a population of 500 individuals split
into 5 sub-populations with a migration rate (crossover between sub-populations) of
5% per generation. The experiments were run on a 2009-model Macbook Pro with a
2.66Ghz Intel Core 2 Duo processor and 4GB of RAM. The time elapsed in each trial
was recorded along with the percentage of nodes that were successfully mapped during
the trial.
To demonstrate that the stall limit satisficing behaviour still permits the production of suﬃcient mappings this experiment includes a measure of how successfully the
search process was able to map the objects. This is measured as the percentage of
nodes in the graph representations which are mapped in the association produced.
The average percentage of mapped nodes is calculated for each trial. If consistently
high values are produced for all trials then the implementation parameters used in this
Experiment can be said to be permitting good mappings.
5.1.1.2

Experiment 1: Results

Figure 5.2 shows the mean solution time for each of the five trials, with the standard
deviation of solution times shown as error bars. The graph shows the mean time in
seconds that the mapping search process took to find a solution, starting from the
graph representations. The construction of the graph representation of each object
from the initial vector images is not included in these times. However, representation
construction took less than five seconds per graph for the largest 25-feature images
and significantly less for the smaller graphs. The graph representations of each of the
5 objects in each trial were constructed in a batch at the beginning of the trial.
The solution times show that while interpretation-driven search for subgraph iso-
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Scalability: Mean solution time

Mean solution time (in seconds)
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Figure 5.2: Results of Experiment 1. The times taken for the mapping search problem
to find solutions to automatically generated problems of diﬀerent sizes.

morphism is substantially time-complex it is possible to produce search results for
appropriately sized graphs in adequate time. The implementation of the model of association being tested here was not designed with run-time optimisation as a primary
goal. Additionally these experiments were run on a commercial laptop rather than a
high-end workstation. This indicates that while the times presented here are suﬃcient
for the needs of this research there are likely significant potential gains in solution time
that could be made.
The 100 associations at each graph scale produced distributions with a very high
standard deviations – particularly on the smaller graphs. Several factors contributed to
this variance. Firstly, the very large search spaces relative to the number of individuals
in the GA make this problem naturally very dependent on randomised initial conditions
and therefore highly variant. Secondly, the results for each of the ten diﬀerent pairings
varied widely, so while most object pairings had much smaller range within the ten
tests with that pair the overall range between all pairs was high. This eﬀect was
compounded in the first two trials - those with 5 and 10 features per object - where
the mean solution times for some pairings were very low (less than 30 seconds for one
Trial 1 pair) but very high for others (almost 180 seconds for another Trial 1 pair).
This eﬀect of a few very fast tests combined with a long tail of slower tests combined to
give the distribution of solutions in all trials a positive skew, which is shown in Figure
5.3. The skew values decrease as the scale increases.
Figure 5.4 shows the mean percentage of nodes in each graph that were successfully
mapped in this scalability test. The percentage of the graphs that were incorporated
into the mappings is consistently high – over 85% in all trials but the smallest. This
indicates that the system was producing good mappings and that the configuration of
the genetic algorithm for this test was not significantly impeding the results. The solution times produced in this experiment are therefore times taken to produce mappings
that incorporate a significant majority of the objects being associated.
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Scalability: Skew of solution distributions

Skew of solution times
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Figure 5.3: The skew of the distribution of solutions in each of the five trials of Experiment 1. Note that the smallest trials have a strong positive skew which decreases as
the scale increases.

The mean solution fitness in Trial 1 is a special case. There were a number of
pairings in which some nodes could not possibly be mapped due to a lack of shared
labels or shared patterns of diﬀerent labels. This is caused by the random generation
of objects that are not guaranteed to be 100% mappable and can lead to a reduction
of the maximum possible mapping size. As the number of edges in the graph increased
(from 40 in the size 5 example to 180 in the size 10 example) this eﬀect became much
less significant. This means that the limiting factor on solution fitness in Trial 1 was
not the configuration of the system (which would have become worse as the scale of
the graphs increased, not better) but the mappability of the graphs.

Mean fitness (compared to max possible)

Scalability: Mean solution fitness
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Figure 5.4: The mean solution fitness in each of the five trials of Experiment 1, expressed as a percentage of nodes mapped in order to compare between diﬀerent scales.
An examination of the mappings produced in these experiments shows that the ma-
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jority of edges involved in each association were literally mapped. The interpretations
that were constructed during the search contributed a comparatively small number of
edges to each solution. This arises from the fact that the random generation of objects
used in this experiment produces graph representations with similar sets of relationships between them. This similarity is unlikely to be present in the kinds of design
problems on which the association system will be used. The presence of a high proportion of literally mappable edges reduces the impact of a change in active interpretation
on the progress of the search. This occurs because the solution space is aﬀected less
by a new active interpretation than in a system where most mappings are interpreted.
This means that changes in interpretation in this scalability experiment were more frequent (as the literally mappable edges increase the quality of all mappings and thereby
the chance to change i - see Section 3.7.7) but less disruptive to search (as some of
each mapping remained valid even with a diﬀerent interpretation). These eﬀects on
interpretation may mean that associating more typical design objects may take longer
than the times presented here, but the diﬀerence is not expected to be significant.
The results of Experiment 1 demonstrate that there is no significant time complexity barrier to the parallel process of interpretation and search, at least where the
application to design problems of the scale used in this research is concerned. However, applications in which graphs significantly larger than 25 nodes or in which a large
number of associations need to be constructed may re-open the question of scalability.

5.1.2

Divergence

The model of association in this research is a model of ‘free’ association – it does not
make associations for any particular purpose. The model therefore does not incorporate
any processes for evaluating associations once they have been generated as there are
no intrinsic criteria by which to do so. The goal of free association is to make as
many diﬀerent associations as possible for a given pair of objects. This approach to
evaluation of the performance of an association system is drawn from research into
creativity and ideational fluency (see Section 3.2). The model processes by which
successful interpretations are re-used and by which repeatedly used interpretations are
discarded (interp recall and interp discount - see Section 3.7.7) combine to encourage
both the exploration of the known and the avoidance of the over-familiar. We evaluate
our system’s capacity for this divergent behaviour.
The number of diﬀerent associations that the implementation can produce from a
given problem is assessed. Randomly generated objects of diﬀerent scales will be used
as in Experiment 1 (see Fig. 5.1) in order to investigate the relationship between the
number of solutions found and the scale of the object graphs.
5.1.2.1

Experiment 2: Method

This experiment measures the ability of the implementation to produce diﬀerent associations using the same source and target. The setup for this experiment is shown in
Table 5.2. Six trials were performed using 5 randomly generated objects of between
5 and 10 features for each trial. In each test two objects were repeatedly associated
until 20 associations in a row were produced that are already known. The number of
unique associations produced up to that point is recorded.
This experiment measures the size of the set of diﬀerent associations the system can
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Trial
Trial
Trial
Trial
Trial
Trial

1
2
3
4
5
6

Objects
5
6
7
8
9
10
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Generation

Associations
For each of the 10 possible pairings of
Each object
the 5 objects generated the system
contains randomlyrepeatedly constructs associations until
positioned
20 already-known associations are
non-overlapping
produced sequentially. The number of
features.
diﬀerent associations is recorded.

Table 5.2: The experimental setup for Experiment 2, which tests the number of diﬀerent
associations the system can construct between objects.
produce for a given pair of objects. For the purposes of this experiment two associations
between the same pair of objects are ‘diﬀerent’ if the following condition is true, given
two associations a1 and a2 , comprising the mappings ma1 and ma2 respectively.
∃m ∈ ma1 : m �∈ ma2 ∧ ∃m� ∈ ma2 : m� �∈ ma1

Or, to put it another way, there is a node-to-node mapping in a1 that is not in
a2 and there is also a node-to-node mapping in a2 that is not in a1 . Under this rule
an association which contains only a subset of the node-to-node mappings of another
association would not be judged diﬀerent to that association. However, two associations
that produced the same set of node-to-node mappings but with diﬀerent shared edges
(such as by using two diﬀerent interpretations) would be judged to be diﬀerent.
5.1.2.2

Experiment 2: Results

Figure 5.5 shows the mean number of distinct associations produced for each of the
trials in Experiment 2, with the standard deviation across the 10 tests in each trial
shown as error bars. This shows that even with a pair of small, randomly generated
objects the system is capable of forming more than ten unique associations. The
experiment also demonstrates that the capacity for divergence in association increases
approximately linearly with the scale of the association problem, at least in the case
of problems like the randomly generated ones used here.

5.1.3

Experiential influence on model processes

One notable capability of our model of association is that the system’s actions are
aﬀected by their historical context - other actions that the system has taken previously
(see Section 3.2). This set of experiments will demonstrate that the implementation
exhibits this behaviour and investigate their eﬀects on the associations it produces.
There are two processes in the model in which past association problems can influence future acts: concept formation and interpretation. In concept formation the
system constructs the conceptual categories by which it defines object features, using
comparisons to features it has already perceived to classify new ones. This results in
the typological relationships in our implementation being influenced by the historical
context of the concept formation system. For example, assume two features in an object are connected by a relation indicating they are instances of similar concepts. If
the concept formation process had perceived a diﬀerent set of features in the past, or
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Figure 5.5: The mean number of diﬀerent solutions found in each of the six trials of
Experiment 2. The error bars show the standard deviation for each trial.

even the same features in a diﬀerent order, those same two features may not have been
judged as similar.
Experiment 3 demonstrates that the historical context of the concept formation
process can aﬀect the conceptual representations constructed and thus the associations
produced. The purpose of demonstrating this eﬀect is to show the model’s capacity for
context sensitivity in constructing typological relationships. The example of the eﬀect
of historical context presented here is an adjustment of the boundaries between two
concepts that changes the pattern of ‘same concept’ relations in the graphs. However,
this experiment serves as a proof of concept for the ability of past experience to aﬀect
typological relationship construction.
The model’s interpretation construction process is also influenced by historical context – specifically the interpretations which have been successfully used in the past.
Interpretations recalled from past association problems aﬀect the search process alongside new interpretations constructed during search. The interpretations chosen and as
a result the associations constructed by the system can be aﬀected by this recollection
of past, successful interpretations.
Experiment 4 demonstrates that the historical context in which associations are
made aﬀects the interpretations constructed by the system – and thus the associations
produced. Demonstrating the existence of this eﬀect in the implementation serves to
demonstrate that the model of association developed in this research has the capacity
for learning from association tasks and applying that knowledge in the future. This
experiment shows that an association problem with multiple possible solutions can be
primed to be significantly more likely to produce a particular solution. The experiment
also demonstrates that this convergent behaviour does not permanently fixate the
implementation on the previously used solution and that the primed knowledge can be
‘un-learned’ and the normal range of solutions produced regardless of priming.
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Experiment 3: Method

Experiment 3 involves performing the same association task in two diﬀerent historical
contexts. Figure 5.6 shows the four objects used in this experiment. Object 1 or 2 is
used to prime the system by establishing particular conceptual definitions, and then
Objects 3 and 4 are used in an association. The relationship type restricting system
is used to exclude all but the ‘same concept’ relationship type for the purposes of this
test.

f1

f2

f3

f4

f5

f6

f15

f7

f20

(a) Object 1
f8

f9

f10

f11

f12

f16
f13

f17

f18
f21

f14

f22

f19

(b) Object 2

(c) Object 3

(d) Object 4

Figure 5.6: The four images used to illustrate the influence of historical context on the
concept formation system, with each feature within them labelled. Objects 1 (a) and
2 (b) are used to prime the system and influence the association produced between
Objects 3 (c) and 4 (d).
Three trials are performed with these four objects, with the setup for each trial
shown in Table 5.3. The first trial is a control in which only Objects 3 and 4 are shown
to the system and an association is constructed between them. In the subsequent two
trials another object representation is constructed by the concept formation system
(but not used in an association) and then the association between Objects 3 and 4
is constructed. The associations produced in each trial will be recorded to show how
the conceptual representation construction process is aﬀected by prior representation
construction tasks.
Trial 1
Trial 2
Trial 3

Priming object
None
Object 1
Object 2

Association
Object 3 → Object 4
Object 3 → Object 4
Object 3 → Object 4

Table 5.3: The experimental setup for Experiment 3, which tests the eﬀects of historical context on conceptual representations. The result of each test is the association
constructed between objects 3 and 4.

5.1.3.2

Experiment 3: Results

The graph representations of Object 3 from each of the three trials are shown in
Figure 5.7. These representations demonstrate the eﬀects of the historical context on
the representation process. The concept formation system’s historical context aﬀects
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which three of the five features f 15 through f 19 in Object 3 can be mapped to the
three features f 20, f 21 and f 22 in Object 4.
Rg(O3)
f16

Rg(O3)
f18

f16

f17

f15

Rg(O3)
f18

f16

f17

f19

(a) Trial 1: no priming

f15

f18

f17

f19

(b) Trial 2: after Object 1

f15

f19

(c) Trial 3: after Object 2

Figure 5.7: The three graph representations of Object 3 produced in the three trials.
All edges between shapes are ‘same concept’ relationships. From left to right these are
the graphs produced in trials 1, 2 and 3.
The diﬀerent patterns of sameness relationships in the three trials between f 17 and
the other nodes are a result of the changing conceptual definitions. The definitions of
the ‘square’-shaped concept (which f 15 and f 9 instantiate) and the ‘circle’-shaped
concept (which f 16 and f 18 instantiate) are changed when the system constructs a
conceptual representation of Object 1 or 2.
The sequence of relevant system actions that occur in Trial 1 is shown in Table 5.4,
with a description of the eﬀects of each step of each model process. In the first trial
f 17 is too diﬀerent (using the implementation’s concept similarity metric defined in
Section 4.2.1) from either of the known concepts to be placed in either. Only two nodes
can be mapped. The interpretation system in this implementation does not support a
way to add relationships to the graph and enable a larger mapping.
1.

2.
3.

Model process
concept f orm(Rf (O3 ))

Result
Three new concepts are constructed – one
(csq ) for the two squares, one (cci ) for the
two circles and one (cel ) for the superellipse
f 17.
concept f orm(Rf (O4 ))
All three features in Object 4 to be instances
of a new ‘triangular’ concept (ctr ).
mapping search(Rg (O3 ), One of two incomplete associations is found
Rg (O4 )
– either the two squares or the two circles
in O3 are mapped to any two of the three
triangles in O4 due to sharing ‘same concept’
relationships. The third triangle cannot be
mapped.

Table 5.4: The sequence of relevant actions that occur when the system performs Trial
1 of Experiment 3. All other model processes occur as usual, but are not significant in
this trial.
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The sequence of relevant system actions that occur in Trial 2 is shown in Table 5.5.
The priming eﬀect from constructing a conceptual representation of O1 results in f 17
being classified diﬀerently than it was in Trial 1. The definition of the csq concept is
changed from exclusively accepting ‘square’ shapes in Trial 1 to accepting ‘square-ish’
shapes in Trial 2. This enables an association of all three triangles in Object 4 to the
two squares and f 17 in Object 3.
1.

2.
3.
4.
5.

Model process
concept f orm(Rf (O1 ))

Result
One concept (csq ) is constructed for all of
Rf (O1 ) – initially for f 1, but then it is suﬃciently similar to f 2 to include it, which then
causes f 3 to be similar enough to also join
csq then f 4, and so on through f 7.
concept recog(Rf (O3 ))
f 15, f 19 and f 17 are all recognised as being
new instances of the existing concept csq .
concept f orm(Rf (O3 ))
f 16 and f 18 are placed into a new concept
cci .
concept f orm(Rf (O4 ))
All three features in Object 4 to be instances
of a new ‘triangular’ concept (ctr ).
mapping search(Rg (O3 ), The three instances of csq in O3 are mapped
Rg (O4 )
to the three triangles in O4 due to sharing
‘same concept’ relationships.

Table 5.5: The sequence of relevant actions that occur when the system performs Trial
2 of Experiment 3. All other model processes occur as usual, but are not significant in
this trial.
The sequence of relevant system actions that occur in Trial 3 is shown in Table
5.6. The priming eﬀect from O2 results in f 17 being classified diﬀerently again - this
time as a member of cci , enabling the three triangles in O4 to be mapped to the two
circles and f 17 in this trial. In this trial csq contains only perfect squares, while cci
encompasses both circles and ‘circle-ish’ superellipses.
The association results produced in trials two and three are shown in Figure 5.8,
depicted as the mapped relationships from Rg (O) superimposed onto their image representations Ri (O). In trial two, shown on the left, the trio of identical triangles in
Object 4 is mapped to the three features belonging to the ‘square-ish’ conceptual category. In trial three, shown on the right, the triangles are instead mapped to the three
features belonging to the ‘circle-ish’ conceptual category. This result demonstrates the
sensitivity of the implementation’s concept formation system to its historical context.
This implementation’s capacity for contextual influence on concept formation, as
demonstrated by this simple trial, serves as a proof of concept for the association
model’s contextual typological relationship construction capabilities. This experiment
used only one type of typological relationship (conceptual sameness) of the two that
exist in the implementation (the other being conceptual similarity). With a richer
typological representation and metrics for multiple diﬀerent kinds of conceptual similarity, the eﬀect demonstrated in this experiment would be more significant and more
broadly applicable.
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Model process
concept f orm(Rf (O1 ))

Result
One concept (cci ) is constructed for all of
Rf (O2 ) – initially for f 8, but then it is suﬃciently similar to f 9 to include it, which then
causes f 10 to be similar enough to also join
csq then f 11, and so on through f 14.
concept recog(Rf (O3 ))
f 16, f 18 and f 17 are all recognised as being
new instances of the existing concept cci .
concept f orm(Rf (O3 ))
f 15 and f 19 are placed into a new concept
csq .
concept f orm(Rf (O4 ))
All three features in Object 4 to be instances
of a new ‘triangular’ concept (ctr ).
mapping search(Rg (O3 ), The three instances of cci in O3 are mapped
Rg (O4 )
to the three triangles in O4 due to sharing
‘same concept’ relationships.

1.

2.
3.
4.
5.

Table 5.6: The sequence of relevant actions that occur when the system performs Trial
3 of Experiment 3. All other model processes occur as usual, but are not significant in
this trial.

Ri(O3)
‘same concept’

Ri(O3)

Ri(O4)

Ri(O4)

f15

f15

f20

f20
f16

f17

f18

i = i0

f16
f21

f19

f22

‘same concept’

Object 3

Object 4
a) Trial 2: primed by Object 1

f17

f18

i = i0
f21

‘same concept’
f19

f22

‘same concept’

Object 3

Object 4
b) Trial 3: primed by Object 2

Figure 5.8: The associations produced in Trials 2 and 3 of Experiment 3. On the
left the three triangles are mapped to f 15, f 17 and f 19, while on the right the three
triangles are mapped to f 16, f 17 and f 18. The null interpretation i∅ is used in both
cases.
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5.1.3.3

Experiment 4: Method

This experiment uses the five objects shown in Figure 5.9. Objects 1, 2 and 3 are used
in associations to prime the system, and an association between Objects 4 and 5 with
multiple possible outcomes is then aﬀected by that priming. The set of relationship
types that were used in constructing the representations of each object was controlled
in order for the priming to exhibit predictable results. The experiment uses the relationship types ‘relative orientation’, ‘vertical distance’ and ‘shared vertex’. All other
relationship types are excluded from the representations using the fixed subtractive
relation-based interpretation used for testing in this implementation. Table 5.7 shows
which relationship types are used in the representation of which objects.
f18

f3

f2

f19

f7

f10
f17

f1

(a): Object 1

f20

f11
f28

f16

f8

f12

f27
f26

f21

f22
f23

f29

f24

f25
f5

f13

f15
f6
f9

f4

(b): Object 2

(c): Object 3

f30

f14
f31

(d): Object 4

f32

(e): Object 5

Figure 5.9: The five objects used in Experiment 4. An association between either
Objects 1 and 2 or between Objects 1 and 3 is used to prime the interpretation system.
An association between Objects 4 and 5 is then constructed.

Object
Object 1
Object 2
Object 3
Object 4
Object 5

Relationship types
‘relative orientation’
‘shared vertex’ and ‘vertical distance’
‘shared vertex’ and ‘vertical distance’
‘relative orientation’
‘relative orientation’, ‘shared vertex’ and ‘vertical distance’

Table 5.7: The relationship types used in the representations of each of the objects in
Fig. 5.9.
Three trials are performed using these objects, each culminating in an association
between Objects 4 and 5. The first trial serves as a priming-free control while the
second and third trials involve a priming association. The trial setups are shown in
Table 5.8, describing the objects and association problems used in each step of each
trial. Each trial is repeated 100 times, re-initialising the system between trials to erase
the eﬀects of priming. A distribution of the interpretations used in the association
solutions is produced.
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Trial 1
Trial 2
Trial 3

Priming association
None
Object 1 → Object 2
Object 1 → Object 3

Dependent association
Object 4 → Object 5
Object 4 → Object 5
Object 4 → Object 5

Table 5.8: The experimental setup for Experiment 4, which tests the eﬀects of historical
context on what interpretations are used. The result of each test is the interpretation
that is used to produce the solution for the dependent association problem.
5.1.3.4

Experiment 4: Results

Each of the priming association problems construct the same interpretation every time
they produce a solution. These solutions can be seen in Figure 5.10. The priming
association used in Trial 2 (shown in Fig. 5.10a) uses the interpretation ‘≈ 45◦ ∆rot’
= ‘shared vertex’, and therefore that interpretation is known to the system when it
performs the dependent association in that trial. The priming association used in Trial
3 (shown in Fig. 5.10b) uses the interpretation ‘≈ 45◦ ∆rot’ = ‘≈ 3.0∆Y’, and therefore
that interpretation is known to the system when it performs the dependent association
in that trial.

Ri(O1)

f5

f3

f2
f1

Ri(O3)

Ri(O2)

f4

~45° Δrot

Object 1

i:

f7

Ri(O1)

shared vertex

Object 2

f3

f2

f6
f1

~3.0 ΔY

f8

~45° Δrot

Object 1

f9
i:

~45° Δrot = shared vertex

~45° Δrot = ~3.0 ΔY

(a): Trial 2 priming association

(b): Trial 3 priming association

Object 3

Figure 5.10: The associations produced in the priming steps of trials 2 and 3 of Experiment 4. The interpretations used in each of the associations then prime the dependent
association in that trial.
After the priming step (or lack thereof), the association system constructs an association between Objects 4 and 5 in each trial. The interpretations used to produce
that association are recorded. Figure 5.11 shows the percentage of associations in each
trial that used each of the primed interpretations. The percentage of associations that
used other interpretations is also shown.
Figure 5.11 shows that while the interpretations produced by associating Objects
1, 2 and 3 can all be independently constructed by the system, priming significantly
increases the likelihood of an interpretation being used in an association. The interpretation ‘≈ 45◦ ∆rot’ = ‘shared vertex’ was used in 17% of associations performed
without any priming, but 63% of associations performed after previously using that
interpretation successfully. Likewise the interpretation ‘≈ 45◦ ∆rot’ = ‘≈ 3.0∆Y’ was
only used in 3% of associations without priming but that increased to 36% after prim-

105

CHAPTER 5. EXPERIMENTS IN ASSOCIATION WITH DESIGNS

Interpretation priming results

Trials

Trial 1: Unprimed

Trial 2: O1 -> O2

~45°

rot -> shared vertex

~45°

rot -> ~3.0 Y

Other interpretations

Trial 3: O1 -> O3
0

10

20

30

40

50

60

70

80

90

100

Solutions using each interpretation (percentage)

Figure 5.11: The distribution of results in each trial, showing the percentage of associations that used each of the relevant interpretations in each trial.

ing. The interpretation using the ‘shared vertex’ was significantly more common as
that edge occurs more than 50% more frequently in Object 5 than does the ‘≈ 3.0∆Y’
edge. The commonality of that edge makes mappings that involve nodes joined by that
edge more common, which in turn makes interpretations involving that edge easier to
construct. The presence of the feature f 29 within the circle of touching shapes in
Object 5 also contributes to making ‘shared edge’ more commonly used. f 29 shares
an edge with all eight of the features f 21 to f 27. This not only adds extra edges of
that type but produces a subgraph of ‘shared edge’ nodes that is highly interconnected
when compared to the relatively linear chain of ‘≈ 3.0∆Y’ relationships. Highly interconnected subgraphs are easier for the mapping search to find than those that are
only linearly connected. The order in which highly interconnected nodes nodes can
be matched is much less restrictive and thus the space of possible partial mappings is
much larger.
Examples of associations between Objects 4 and 5 using the two primed interpretations are shown in Figure 5.12 and described in Tables 5.9 and 5.10. Other interpretations used in this association that were not relevant to this trial included ‘≈ 90◦ ∆rot’ =
‘≈ 3.0∆Y’ and ‘≈ 135◦ ∆rot’ = ‘shared vertex’. There are several potential variations
to these associations; in Fig. 5.12a any one of the figures f 21 through f 28 could be
replaced with f 29, which shares a vertex with all of them. Alternatively in Fig. 5.12b
f 21 could be replaced with f 22 or f 28, both of which are the same distance from f 20
and f 25 as f 21. Our model does not distinguish between these variants in terms of
association quality as the number of nodes mapped in each is the same.
Object 4 Features
Each adjacent pair in
f 10 through f 17.

Shared relations
‘≈ 45◦ ∆rot’ = ‘shared vertex’

Object 5 Features
Each adjacent pair in
f 21 through f 28.

Table 5.9: Description of the mappings produced in the dependent association of Trial
2 of Experiment 4 (shown in Figure 5.12a).
These results show that the association system is significantly more likely to construct associations using interpretations that it has successfully used before. This
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Ri(O5)

Ri(O5)
Ri(O4)

f18

Ri(O4)
f10
f17

f11

f28

~45° Δrot

f16

f12

f27

f21

f25

f13

f15

f17

f11

f20

f22
f23

f29

f26

f19

f10

shared vertex

~45° Δrot

f16

f12

f24

f14

f13

f15

f22

~3.0 ΔY

f25
f30

f14
shared vertex

Object 4

f28

f21

f31

Object 4

i:
~45° Δrot = shared vertex

i:

Object 5

(a): Trial 2 example dependent association

~45° Δrot = ~3.0 ΔY

f32

Object 5

(b): Trial 3 example dependent association

Figure 5.12: Results of experiment 4 Trials 2 and 3. Associations between Objects 4
and 5 that use the interpretations produced by associating Objects 1 and 2 (a) and
Objects 1 and 3 (b).

Object 4 Ft.
Each adjacent
pair in f 10
through f 17.

Shared relations
‘≈ 45◦ ∆rot’ = ‘≈ 3.0∆Y’

Object 5 Features
Each adjacent pair in f 18 to f 21,
f 21 to f 25, f 25 to f 30 and each
adjacent pair in f 30 through f 32.

Table 5.10: Description of the mappings produced in the dependent association of Trial
3 of Experiment 4 (shown in Figure 5.12b).
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demonstrates the model’s capacity for interpretation learning and experiential influence on association. This is of value when considering applications of computational
association to design because of the central role of experiences and context in designing
(see Section 2.1.1). Convergence towards previously experienced interpretations does
not negatively aﬀect the diversity of solutions that can be produced by the system.
Fixation on repeatedly reinforced previous associations is prevented by the upper limit
on how many times any interpretation can be used to produce a solution to a single
problem. If after priming an exhaustive association diversity test such as those in
Experiment 2 is performed there is no reduction of range of solutions. Priming the
system with interpretations only changes the order in which the solutions are likely to
be produced, not the breadth of solutions that are possible.

5.2

Computational visual association with designs

The model of association developed in this research is intended for application in design
domains. The implementation developed from that model is specifically intended for
an application to simple visual design motifs with a strong emphasis on shape, such as
is found in ornamental design. The experiments in this section demonstrate that the
implementation and model are appropriate for this domain, and that interpretationdriven search can produce a variety of associations between a variety of design objects.
Two experiments will be conducted:
• Experiment 5 aims to show that the approach to representing visual design objects used in our implementation is suitable by constructing ‘literal’ associations
(those that do not require interpretations) between design objects.
• Experiment 6 aims to show the utility of an interpretation-driven model of association by demonstrating the system’s ability to construct associations between
a variety of diﬀerent design objects.

5.2.1

Literal design associations

This experiment is designed to demonstrate the applicability of the association system
implemented in this research to a design context. The associations constructed here
are ‘literal’ in that the shared relationships do not require reinterpretation in order to
be mapped. While the interpretation-driven search process is not used, this experiment
shows the applicability of our approach to representation construction and mapping
search in design domains.
Two sets of design objects have been identified within which there are shared structures of related shapes. Each set contains three objects, each of which will be associated
with the two others in its set. This experiment will demonstrate that the implementation is capable of constructing associations between structurally similar design objects.
5.2.1.1

Experiment 5: Method

The two sets of design objects used in Experiment 5 are shown in Figures 5.13 and
5.14. The first set of objects share a structure that is based on the relative orientation
of features, while the second set of objects share a structure that is based on shared
vertices between features. The set of six trials to be conducted in this experiment is
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shown in Table 5.11, showing which objects and relationship types will be incorporated
into each trial. Vector representations of each design were constructed from source
images, which are shown in Figures 5.15 and 5.16. The original source for each design,
along with a description, is shown in Table 5.12.
f22
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f26

f8

f16
f17

f34

f40

f38

f35

f37
f36

f28
f27
(b): Object 2

(a): Object 1

f26

f39

(c): Object 3

Figure 5.13: The first set of objects to be associated in Experiment 5. Associations
between these features will be constructed using the ‘relative orientation’ relationship
type.

Trial
Trial
Trial
Trial
Trial
Trial

1
2
3
4
5
6

Relationship types
‘relative orientation’
‘relative orientation’
‘relative orientation’
‘shared vertex’
‘shared vertex’ & ‘contains’
‘shared vertex’

Association
Object 1 → Object
Object 1 → Object
Object 2 → Object
Object 4 → Object
Object 4 → Object
Object 5 → Object

2
3
3
5
6
6

Table 5.11: The experimental setup for Experiment 5, which demonstrates literal associations (those not requiring reinterpretation) within two sets of similar design objects.
5.2.1.2

Experiment 5: Results

In each of the six trials the system produced an association that demonstrated the
relationship between that pair of objects. The associations produced used consistent
relational structures between all three objects of each set. This demonstrates that the
representation and mapping search processes used in this system are appropriate for
the association of these kinds of design objects.
Figures 5.17 and 5.18 show the results of Trials 1 and 2. Tables 5.13 and 5.14
describe the mappings used in those trials. In each case the eight L-shaped features
from Object 1 have been mapped to eight similarly orientated features in the other
object. This shows the capability of the representation construction process to extract
meaningful features and relationships from vector images of design objects, compose
those elements into graphs and to search those graphs for similarities of structure. The
result of Trial 3 is not depicted as it involved an identical mapping from Object 2 to
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Figure 5.14: The second set of objects to be associated in Experiment 5. Associations
between these features will be constructed using the ‘shared vertex’ and ’contains’
relationship types.

0CKFDU

0CKFDU

0CKFDU

Figure 5.15: The first set of source images from which the representations of the design
objects to be associated in Experiment 5 were produced.
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0CKFDU

0CKFDU

0CKFDU

Figure 5.16: The second set of source images from which the representations of the
design objects to be associated in Experiment 5 were produced.

Object
Object
Object
Object
Object
Object

1
2
3
4,
5,
6

Description
Japanese ornamental design.
Ethiopian strapwork motif.
Roman mosaic, Pompeii.
English lacework designs from a
sketchbook dated c1809-1820.

Source
(Humbert, 1970)
(Humbert, 1970)
(Humbert, 1970)
(Cliﬀ, 1998)

Table 5.12: The descriptions and sources of the six design objects used in Experiment
5.

CHAPTER 5. EXPERIMENTS IN ASSOCIATION WITH DESIGNS

111

Object 3 as is seen between those objects and Object 1. The system can construct a
literal association between these three designs that arose from three diﬀerent periods
of history on three diﬀerent continents.
~180° Δrot
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~90° Δrot

~90° Δrot

f1
f11

f10

~180° Δrot

f4

f5

~90° Δrot

f8
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f20

f14
f15

f19
f18

f16
f17

i = i0

~180° Δrot

f7

~180° Δrot

~90° Δrot

~180° Δrot
~90° Δrot

~180° Δrot
~90° Δrot
~180° Δrot

~90° Δrot

~180° Δrot

Object 2

Object 1

Figure 5.17: The result of Trial 1 in Experiment 5. The two objects are related by a
pattern of four pairs of features, with each pair consisting of two oppositely-oriented
features and each pair being rotated 90◦ from the last.

Object 1 Features
f 1 to f 2, f 4 to f 5, f 7 to
f 8 and f 10 to f 11.
f 2 to f 4, f 5 to f 7, f 8 to
f 10 and f 11 to f 1.

Shared relations
‘≈ 180◦ ∆rot’
‘≈ 90◦ ∆rot’

Object 2 Features
f 13 to f 14, f 19 to f 20, f 17
to f 18 and f 15 to f 16.
f 13 to f 20, f 19 to f 18, f 17
to f 16 and f 15 to f 14.

Table 5.13: A description of the mappings produced in Trial 1 of Experiment 5 (shown
in Figure 5.17).
Object 1 Features
f 1 to f 2, f 4 to f 5, f 7 to
f 8 and f 10 to f 11.
f 2 to f 4, f 5 to f 7, f 8 to
f 10 and f 11 to f 1.

Shared relations
‘≈ 180◦ ∆rot’
‘≈ 90◦ ∆rot’

Object 3 Features
f 32 to f 33, f 38 to f 39, f 36
to f 37 and f 34 to f 35.
f 32 to f 39, f 38 to f 37, f 36
to f 35 and f 34 to f 33.

Table 5.14: A description of the mappings produced in Trial 2 of Experiment 5 (shown
in Figure 5.18).
Associations between the second set of objects also produced consistent mappings
between the three designs. The mappings produced in Trials 4 and 5 are shown in
Figures 5.20 and 5.21 and described in Tables 5.15 and 5.16. This shows the pattern of
shared edges that exist within Objects 4, 5 and 6. Trial 6 shows the same relationship
between Object 5 and 6 as is depicted in Trials 4 and 5. A single additional relationship
augments this pattern in Trial 5, as in both Object 4 and Object 6 there is a feature
(f 44 in Object 4, f 5 in Object 6) contained within the central feature. There is no
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f34

f39
f35
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Object 3

Object 1

Figure 5.18: The result of Trial 2 in Experiment 5. The two objects are related by a
pattern of four pairs of features, with each pair consisting of two oppositely-oriented
features and each pair being rotated 90◦ from the last.

corresponding feature in Object 5 and thus no corresponding mapping in Trials 4 and
6.
Object 4 Features

Shared relations

f 43 to each of f 45
through f 51.

‘shared vertex’

52 to f 51 and to each
of f 54 through f 60.

‘shared vertex’

Object 5 Features
f 28 to each of f 25 through
f 27, each of f 29 through f 31
and to f 33.
f 38 to each of f 33 through
f 36, each of f 39 through f 41
and to f 42.

Table 5.15: A description of the mappings produced in Trial 4 of Experiment 5 (shown
in Figure 5.20).
These two sets of trials both involve the identification of a structure of relationships
that is common to multiple objects. The structures shared between the objects of each
set used in this experiment are shown in Figure 5.19. The four pairs of two oppositely
oriented nodes can bee seen in Fig. 5.19a, while the repeating pattern of six nodes
that each touch a central node can be seen in Fig 5.19b.
Some individual feature-to-feature mappings in this Experiment vary when the
trials are repeated. For example in Trials 4-6 the six features touching the central
feature in each mapping may be mapped in any order – the examples shown here
are only one possible way in which to map those features. However, the associations
produced invariably include the structures identified in Fig. 5.19.
These literal associations between design objects demonstrate that the approach to
association used in the system implemented in this research is suitable for application
in design. By extension the representation construction processes in the model of
association developed in this research are shown to be capable of association between
similar objects.
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Object 4 Features
f 43 to each of f 45
through f 51.

Shared relations
‘shared vertex’

f 52 to f 51 and to each
of f 54 through f 60.

‘shared vertex’

f 43 to f 44, f 52 to f 53.

‘contains’
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Object 6 Features
f 4 to each of f 1 through f 3
and to each of f 6 through f 9.
f 13 to each of f 15 through
f 17 and to each of f 18
through f 21.
f 4 to f 5, f 13 to f 14.

Table 5.16: A description of the mappings produced in Trial 5 of Experiment 5 (shown
in Figure 5.21).

~180° Δrot
shared vertex
~180° Δrot
~90° Δrot
~180° Δrot

~180° Δrot
(a) Trials 1-3

shared vertex
(b) Trials 4-6

Figure 5.19: The shared relationship structures mapped in Experiment 5. (a) shows
the common structure of relative orientations used in Trials 1-3 and (b) shows the
common structure of shared vertices used in Trials 4-6.
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Figure 5.20: The result of Trial 4 in Experiment 5. This shows two iterations of the
repeating pattern of shared vertices among eight features.
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Figure 5.21: The result of Trial 5 in Experiment 5. This shows the same pattern from
Figure 5.20 with an additional feature contained within the central shape.
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Interpretation-driven design associations

The central principle of the model of association developed in this research is the use
of interpretation to transform representations during the search for mappings. We
have investigated the model’s suitability as an approach to modelling computational
association in design by developing an implementation of the model and performing
associations between design objects. These associations serve as a proof of concept of
the applicability of the model to design association.
A large number of 2D visual design objects were inputted into the system and experimented with in diﬀerent combinations and with diﬀerent relationship types. Objects
were drawn from a broad variety of design domains, including symbols and iconography, architectural ornamentation and ornamental detailing in object design domains.
From this library of designs a set of objects were selected from which an exemplary
set of association results were possible. These selected designs are used in Experiment
6 to show the breadth of diﬀerent associations the implementation of our computational model can construct and to provide the examples necessary for an analysis of
the system’s capabilities.
This experiment demonstrates the ability of the implementation to use interpretation-driven association to map between design objects. The purpose of the experiment is
to show what is possible using this approach and to thereby serve as a proof of concept
of the viability of the model. A small set of designs has been chosen with which the
system can construct associations that demonstrate the range of interpretations and
mappings that can be produced.
5.2.2.1

Experiment 6: Method

Figure 5.22 shows the eight exemplary designs used as objects in Experiment 6. Table
5.17 shows the four association trials which will be performed using those objects and
the relationship types used for each object in each trial. The resulting mapping and
interpretation for each association will be recorded. Some trials may have multiple
possible associations using diﬀerent interpretations, so each trial will be repeated until
no new interpretations are being used, as in Experiment 2.
This experiment demonstrates a proof of concept, so association results that are
of interest will be selected from among the associations produced and presented here.
The origin of each design used in this experiment is shown in Table 5.18, while the
original source images from which the vector images used by the system were manually
constructed are shown in Figure 5.23.
Trial 1
Trial 2
Trial 3
Trial 4

Rel. types (source)
‘relative orientation’
‘relative orientation’ &
‘contains’
‘similar concept’
‘reflection’

Rel. types (target)
‘relative orientation’
‘relative orientation’ &
‘horizontal distance’
‘relative scale’
‘contains’

Association
Object 1 → Object 2
Object 3 → Object 4
Object 5 → Object 6
Object 7 → Object 8

Table 5.17: The experimental setup for Experiment 6, which demonstrates associations
requiring interpretation on a set of design objects.
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Figure 5.22: The set of design objects to be associated in Experiment 6.

Object
Object
Object
Object

1
2
3
4

Object 5
Object 6
Object 7
Object 8

Description
Hittite sun symbol.
Japanese floral symbol.
Empire motif, France.
Ironwork pattern for a
gate, fence or balcony.
‘Sky and Water I’
Ironwork pattern for a
gate, fence or balcony.
Ironwork pattern for a
gate, fence or balcony.
Chile, 15th-16th century.

Source
(Humbert, 1970)
(Humbert, 1970)
(Humbert, 1970)
(Cottingham, 1824)
via (Cliﬀ, 1998)
M.C. Escher, 1938.
(Cottingham, 1824)
via (Cliﬀ, 1998)
(Cottingham, 1824)
via (Cliﬀ, 1998)
(Humbert, 1970)

Table 5.18: Descriptions and sources of the eight design objects used in Experiment 6.
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Figure 5.23: The set of source images from which the image representations of the
design objects to be associated in Experiment 6 were produced.
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Experiment 6: Results

As the four trials in this experiment were specifically selected to demonstrate the
model’s capabilities, all four trials produced one or more associations that are of interest. These results are presented here.
The first trial, associating Objects 1 and 2 and using the ‘relative orientation’
relationship type, produced a number of associations based on the seven segments of
the star pattern in Object 1 (f 4 through f 10) and the seven petals of each of the
three florets in Object 2. An association was found between these two objects using
the literal interpretation i∅ , shown in Figure 5.24 and described in Table 5.19. The
mapped subgraph in Object 1 relates every second point on the seven-pointed star,
traversing it twice. The mapped subgraph in Object 2 forms a spiral pattern from the
first petal of one floret, to the second petal of the next, to the third petal of the third,
etc. While not based on an interpretation this association is not obvious from a casual
observation of the objects.

f19

f4

f16

f5

f10

f6

f9
f8

f35

f24
f32

f7
f27
f29

Object 1

i = i0

Object 2

Figure 5.24: An association from Trial 1 of Experiment 6. This association is based on
the literal interpretation i∅ and relates features with 100◦ rotation diﬀerences in the
two objects. All edges displayed are labelled with ‘≈ 100◦ ∆rot’.

Object 1 Features
f 4 to f 6, f 6 to f 8, f 8
to f 10, f 10 to f 5, f 5 to
f 7 and f 7 to f 9.

Shared relations
‘≈ 100◦ ∆rot’

Object 2 Features
f 35 to f 27, f 27 to f 16, f 16 to
f 32, f 32 to f 24, f 24 to f 19,
f 19 to f 29.

Table 5.19: A description of the mappings produced in the first association resulting
from Trial 1 of Experiment 6 (shown in Figure 5.24).
Trial 1 also produced the association seen in Figure 5.25 and described in Table
5.20, which shows the seven points of the star in Object 1 mapped to the seven petals
of one floret shown in Object 2. This association is enabled by an interpretation that
equates the orientation diﬀerence between two adjacent points on the star in Object 1
to the orientation diﬀerence between two adjacent petals in a floret in Object 2.
Another association produced during Trial 1 is seen in Figure 5.26 and described
in Table 5.21, which shows the orientation diﬀerence between every three points on
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~50° Δrot
f14
f4

f5

f10

f6

f9
f8

f15

f16

f17 f18

f19

f20

~50° Δrot

f7

~20° Δrot

~50° Δrot

Object 1

i:
~50° Δrot = ~20° Δrot

Object 2

Figure 5.25: An association from Trial 1 of Experiment 6. This association is based
on interpreting the ‘≈50◦ ∆rot’ relationships in Object 1 to be like the ‘≈20◦ ∆rot’
relationships in Object 2. The seven-pointed star in Object 1 is mapped to one floret
in Object 2.

Object 1 Features
Each adjacent pair in
f 4 through f 9.

Shared relations
‘≈ 50◦ ∆rot’ = ‘≈ 20◦ ∆rot’

Object 2 Features
Each adjacent pair in
f 14 through f 20.

Table 5.20: A description of the mappings produced in the second association resulting
from Trial 1 of Experiment 6 (shown in Figure 5.25).
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the star in Object 1 being mapped to the orientation diﬀerence between edge-of-floret
petals in Object 2. There are only six such petals in Object 2, so only six of the seven
points on the star in Object 1 are mapped.

f14
f4

~120° Δrot

f6

f9

f35

f22

f5

f10

f20

f7

~150° Δrot
f28

Object 1

i:
~150° Δrot = ~120° Δrot

f29

Object 2

Figure 5.26: An association from Trial 1 of Experiment 6. This association is based
on interpreting the ‘≈150◦ ∆rot’ relationships in Object 1 to be like the ‘≈120◦ ∆rot’
relationships in Object 2. Six points of the seven-pointed star in Object 1 are mapped
to the six edge petals in the three florets of Object 2.

Object 1 Features
f 4 to f 7, f 7 to f 10,
f 10 to f 6, f 6 to f 9,
f 9 to f 5.

Shared relations
‘≈ 150◦ ∆rot’ = ‘≈ 120◦ ∆rot’

Object 2 Features
f 14 to f 20, f 20 to
f 35, f 35 to f 29, f 29
to f 28, f 28 to f 22.

Table 5.21: A description of the mappings produced in the third association resulting
from Trial 1 of Experiment 6 (shown in Figure 5.26).
These three associations show a cross-section of the full set of results produced
in Trial 1. Each of the associations is enabled by a homogeneous interpretation (with
respect to relationship type – see Section 3.8) which equates an orientation relationship
that occurs in a pattern within Object 1 with an orientation relationship that occurs
in a pattern within Object 2. In Object 1 these patterns can be generally described as
‘every nth point on the star’ and in Object 2 these patterns can be generally described
as ‘every mth petal’, where n ranges from 1 to 3 and m ranges from 1 to 9.
Trial 2 incorporates multiple relationship types and produced several heterogeneous
interpretations that associated diﬀerent regions of the two objects. In Figure 5.27 a
mapping is constructed between the eight arrow-like features around the circumference
of Object 3 and the eight circular segments within Object 4. This mapping is described
in Table 5.22. The interpretation that was used equates the orientation diﬀerence between adjacent arrow-like shapes with the vertical co-linearity of the circular segments.
While Fig. 5.27 shows adjacent circular segments as being mapped there is no necessity
that the segments will be mapped in that order. The ‘≈ 0.0 ∆x’ relationship exists
between every pair of segments not just the adjacent ones.
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f57
f38

f42

f58
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f39

f41

~45° Δrot

f65

~45° Δrot

f40

Object 3

i:
~45° Δrot = ~0.0 Δx

f66

Object 4

Figure 5.27: An association from Trial 2 of Experiment 6. This association is based
on interpreting the ‘≈45◦ ∆rot’ relationships in Object 3 to be like the ‘≈ 0.0 ∆x’
relationships in Object 4.

Object 3 Features

Shared relations

Each adjacent pair
in f 37 through f 44.

‘≈ 45◦ ∆rot’ = ‘≈ 0.0∆x’

Object 4 Features
f 53 to f 54, f 54 to f 57,
f 57 to f 58, f 58 to f 61,
f 61 to f 62, f 62 to f 65,
f 65 to f 66.

Table 5.22: A description of the mappings produced in the first association resulting
from Trial 2 of Experiment 6 (shown in Figure 5.27).
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Figure 5.28 shows another association produced in Trial 2 which maps other parts of
Objects 3 and 4 and is described in Table 5.23. The six concentric shapes in the middle
of Object 3 are mapped to the six quasi-triangular features in Object 4. This mapping
uses an interpretation that equates the ‘contains’ relationships between the concentric
features in Object 3 with the 180◦ diﬀerence in rotation between opposite shapes in
Object 4. This result shows an example of where two diﬀerent graph structures can
be mapped because of a common substructure. Each of the involved features Object
3 is ‘contained’ by all the features outside it, while in Object 4 there is a complete
bipartite graph that connects each of the three shapes on the one side to each of the
three shapes on the other. This means that there are additional ‘contains’ relationships
between the mapped objects in Object 3 that are not included in the mapping as no
corresponding edge exists in Object 4.

f45
f47
f49
f50

f46

f55

f56

f59

f60

f63

f64

f48

~180° Δrot
~180° Δrot

contains

Object 3

i:
contains = ~180° Δrot

Object 4

Figure 5.28: An association from Trial 2 of Experiment 6. This association is based
on interpreting the ‘contains’ relationships in Object 3 to be like the ‘≈180◦ ∆rot’
relationships in Object 4.

Object 3 Features
Each of f 45 through
f 47 to each of f 48
through f 50.

Shared relations
‘contains’ = ‘≈180◦ ∆rot’

Object 4 Features
Each of f 55, f 59 and
f 63 to each of f 56, f 60
and f 64.

Table 5.23: A description of the mappings produced in the second association resulting
from Trial 2 of Experiment 6 (shown in Figure 5.28).
Trial 3 produces two notable associations, one of which is depicted in Figure 5.29
and described in Table 5.24. The second association maps the birds in the upper half
of Object 5 rather than the fish in the lower half, but the structure of relationships
mapped remains the same. Each fish or bird in Object 5 is similar only to those in the
rows directly above and below it. This produces a truncated triangular structure that
is also present in the representation of Object 6, where each row of nodes is slightly
smaller than the one directly below it.
It is possible to arrange the mapping of features in Object 6 diﬀerently and still
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produce a mapping of thirteen (or more) nodes from Object 5. The mapping shown
does not depict all the relationships within Object 5 for clarity purposes. The association reproduced here maintains the triangular visual structure between the two
objects but the system does not judge this association to be more fit than any of the
other associations that can be produced which include the same number of nodes. The
similarity and scale relationship types used in this association are independent of the
position of features within the object.
slightly smaller

similar concept
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f101

f104

f105
f109

f86
f89

f114

f87

f88

f90
f92

f107
f111

f110

f81

f80
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f85
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f106

f115
f119

f91
f93

f94

Object 5

Object 6
i:

similar concept = slightly smaller

Figure 5.29: An association from Trial 3 of Experiment 6. This association is based
on interpreting the ‘similar concept’ relationships in Object 5 to be like the ‘slightly
smaller’ relationships in Object 6.

Object 5 Features
Each of f 79 through f 81
to each of f 85 through
f 88, each of f 85 through
f 88 to each of f 89
through f 91, each of f 89
through f 91 to both f 92
and f 93, both f 92 and
f 93 to f 94.

Shared relations

‘similar concept’ =
‘slightly smaller’

Object 6 Features
Each of f 100 through f 102
to each of f 104 through
f 107, each of f 104 through
f 107 to each of f 109
through f 111, each of f 109
through f 111 to both f 114
and f 115, both f 114 and
f 115 to f 119.

Table 5.24: Description of the mappings produced in Trial 3 of Experiment 6 (shown
in Figure 5.29).
Trial 4 produces the association shown in Figure 5.30 and described in Table 5.25,
showing that the pattern of symmetrical reflection in Object 7 has been mapped to
the repeating pattern of ‘contains’ relationships in Object 8. This is an example of the
system’s ability to map multiple discontiguous subgraphs when no contiguous mappings
are available. The mapping in Fig. 5.30 consists of three unconnected groups of four
nodes.
The associations constructed in this experiment demonstrate that the implementation developed in this research is capable of using interpretation-based search to
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f127

f126
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contains

Object 7

i:
reflection of = contains

Object 8

Figure 5.30: An association from Trial 4 of Experiment 6. This association is based
on interpreting the ‘reflection of’ relationships in Object 5 to be like the ‘contains’
relationships in Object 6.

Object 7 Features
f 139 to f 140, f 140 to
f 127, f 127 to f 126.
f 137 to f 138, f 138 to
f 129, f 129 to f 128.
f 135 to f 136, f 136 to
f 131, f 131 to f 130.

Shared relations
‘reflection of’ = ‘contains’
‘reflection of’ = ‘contains’
‘reflection of’ = ‘contains’

Object 8 Features
f 151 to f 150, f 150 to
f 149, f 149 to f 148.
f 147 to f 146, f 146 to
f 145, f 145 to f 144.
f 143 to f 142, f 142 to
f 141, f 141 to f 140.

Table 5.25: Description of the mappings produced in Trial 4 of Experiment 6 (shown
in Figure 5.30).
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construct mappings between design objects.

5.3

Discussion

These experiments collectively demonstrate three broad principles; that the system
described in Chapter 4 is an accurate implementation of the model of interpretationdriven association, that it is possible to use an interpretation-driven model to produce
associations and that the implementation and model described in this research are
suitable for use with design objects.
Experiment 1 demonstrates that time complexity is not a significant barrier for
application of the model to simple to moderately complex design problems. Association
problems with up to approximately 30 features per object can be solved in under an
hour on a general-purpose personal computer using a implementation that was not
significantly optimised. The implementation used in this research was not designed to
exploit multiprocessor systems and there are significant opportunities within the model
for parallelisation. In any implementation of the model there will exist processes by
which all current candidate mappings and all known interpretations are evaluated, and
in our implementation these two steps were by far the most computationally intensive.
With the provision of a few conditions concerning changes in active interpretation these
evaluations are entirely serialisable. This makes the model massively parallelisable,
which would significantly increase its scalability beyond that demonstrated in this
experiment.
Experiment 2 demonstrates that the model succeeds at its goal of finding a multitude of diﬀerent associations between any two objects. This behaviour is of use when
reframing association tasks (such as analogy-making) from a problem-solving role to a
design role. The emphasis during design is not on finding one ‘best’ solution but on
exploring and reflecting on a variety of possibilities (see Section 2.1.1).
Experiment 3 demonstrates the flexibility and capability of the model’s typological
relationship construction processes. The experiment shows that it is possible for the
order in which objects are perceived to aﬀect the associations produced. This was
demonstrated using an implementation with a simple concept formation system and
just two typological relationships (similarity and sameness). While in this implementation the conditions required for the order in which representation construction occurs
to measurably influence association output are very specific, this experiment demonstrates that the model is capable of exhibiting such eﬀects. The ability for historical
context and past experiences to aﬀect behaviour is a beneficial quality in the context
of design applications of this model (see Section 2.3).
Experiment 4 demonstrates the model’s ability to learn successful interpretations.
Associations produced in the past by the model directly aﬀect the associations it will
produce in the future via the re-adoption of previously successful interpretations. Any
associations produced by the implementation as a result of interpretation priming
would have been possible to produce un-primed, as it is always potentially possible
to construct any viable interpretation. However, the frequency with which particular
association results are produced changes significantly. This is a desirable behaviour
for application in design contexts as the ability to relate a current design task to a
previous one is an important skill for designers (see Section 2.1.1).
Experiment 5 validates the approach to mapping used in this model by demonstrat-
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ing that our implementation can find significant common graph structures between
real-world designs that are structurally similar. This demonstrates the suitability of
the feature and concept representation system used in the implementation, as it is
shown to be capable of detecting similar structures in similar designs. The experiment
also demonstrates the suitability of the model’s mapping search processes, as they are
shown to be capable of associating similar structures in its representations.
Experiment 6 demonstrates the kinds of associations that can be made with realworld designs using our interpretation-driven model of association. Interpretationbased associations are made using vector representations of a broad variety of design
objects from diﬀerent domains and cultures. The associations made in this experiment
could not have been made without the interpretation capability of the implementation.
The results of these experiments demonstrate the eﬃcacy of the implementation
described in Chapter 4. This demonstration of the implementation’s capabilities serves
as a proof of concept of the ability of our computational model of interpretation-driven
search to construct associations in design domains.

Chapter 6

Discussion, Conclusion and
Future Work
This chapter reviews the model of association and the implementation of it
that have been developed in this work, discussing their behaviours, presenting contributions drawn from them and suggesting possible extensions. The
chapter begins with a discussion of each of the major model processes; concept formation, relationship construction, mapping and interpretation. A
broader discussion of interpretation-driven association follows. The chapter
then presents conclusions drawn from experiments with our model. Potential future projects building on this research are outlined.

6.1
6.1.1

Discussion of the model
Concepts and concept formation

The feature detection, concept recognition and concept formation processes of the
model were designed as a minimalist approach to the construction of graph representations. The experiments in Chapter 5 demonstrated that the model’s concept formation
processes successfully produced graph representations that could be used in association. This approach to representation construction produced a number of behaviours
that have relevance both for the model and future implementations.
The feature detection process used in the implementation utilises the minimal closed
shapes that can be extracted from the vector representations. As a result of this approach, composite and emergent shapes are not represented as single features. The representation of overlapping composite and emergent shapes at multiple scales is possible
within the model. However, the minimal shape approach was for this implementation
chosen to limit the number of features produced in design object representations. In
many cases it is possible to associate two groups of these minimal shapes based on a
consistent pattern of relationships within each group, producing the same outcome as
if a larger super-shape had been mapped. However, the use of component shapes to
map between super-shapes constrains the system. It is only possible to match between
larger shapes that have the same number of components connected in the same ways.
For example, consider the three composite shapes in Figure 6.1. By mapping minimal
closed shapes it is possible to map between the composite shapes in Fig. 6.1a and 6.1b
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as they have the same number of components. It would not be possible to map the
whole of Fig. 6.1a to the composite shape in 6.1c as the number of component shapes
is diﬀerent.

(a)

(b)

(c)

Figure 6.1: Three composite shapes, of which a) and b) could be mapped using their
minimal components but a) and c) could not. This demonstrates the limitation of only
constructing features from minimal shapes.
It is possible to interpret a set of minimal shapes that form two composite shapes
in the implementation as if the super-shapes were represented directly, as long as the
two composite shapes share a pattern of homogeneous relationships. The interpretation system used in the implementation allows only one edge label to be transformed
at a time, so a set of shapes containing patterns of multiple diﬀerent edges cannot be
interpreted as if it were a single shape. The model supports an interpretation system
that allows multiple concurrent substitutions or one that used feature-based property
transformations to group together features. An interpretation-based approach to constructing features at diﬀerent scales is discussed in Section 6.3.2.
The process for detecting the orientations of features in the implementation presumes shapes have one “dominant” orientation or have none at all. The impact of
this assumption can be seen from the fact that ‘relative orientation’ relationships were
one of the most commonly used in the associations constructed between design objects.
However, some cases exist where a shape could have multiple possible orientations that
may all be useful in association, such as the points of an equilateral triangle.
It would be possible to modify the implementation to produce multiple orientations
for ambiguously oriented shapes. The graph representations produced in this model
already involve multiple edges between nodes and would support multiple orientations.
Associations could then be constructed using any of these orientation relationships.
This would require that the model’s graph edge labelling process (see Section 3.7.5) be
capable of producing multiple edges for a single relationship. A minor revision of the
model’s edge labelling process would be required as each relationship rel can currently
produce only one edge label rel� .
The model defines a threshold value for conceptual sameness calculations and uses
a nearest-neighbour approach to determining conceptual membership. The validity
of this simplistic approach is demonstrated through the learning behaviours seen in
results of Experiment 3. This definition of conceptual membership proved to be brittle
when objectively very similar features needed to be judged as subjectively diﬀerent in
the context of the objects being associated, such as in Trial 3 of Experiment 6. Additionally, there is no mechanism for permanently reclassifying features or for adjusting
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the borders of conceptual definitions. This means that the model’s conceptual definitions can only expand over time. This did not prove to be a factor in the experiments
performed with the implementation in this research. It is possible that this could be
limiting in a system designed to make a very large number of associations without
re-initialising.
This research focusses on the concurrent interaction of interpretation and mapping search. The streamlined approach to concept formation used in the model proved
suﬃcient for the representation construction needs of this research. The ‘default’ representations produced by concept formation are only used as a starting point for transformation. However, if a more sophisticated approach to concept formation were adopted
the relationship formation and graph construction processes of the model could support it. One example of such an approach would be Bayesian classifiers (Langley et al.,
1992) or any similar unsupervised self-organising system. The model processes for
relationship construction and graph labelling are defined independently of the mechanisms by which conceptual representations are constructed. As a result the model’s
relation- and graph-construction processes would be robust to any changes caused by
the expansion or replacement of the concept-formation system. An example of a more
complex concept formation system is shown in Section 6.3.3.

6.1.2

Relations and relationship formation

The model provides an abstract high-level description of the relationship construction
process. Implementations of the model are required to specify the relationship types,
the graph-labelling conditions and the metrics by which relationships are calculated.
The large number of diﬀerent relationship types built into the implementation described in Chapter 4 and their successful use in Chapter 5 demonstrate the versatility
of this high-level approach to relationship construction. The experiments performed
in Chapter 5 also demonstrate the variety of diﬀerent design objects to which the
implementation can be applied, in part due to its relational versatility.
The implementation can reliably find some pattern of relationships by which to
associate most pairs of objects. This is due to the breadth of diﬀerent possible relationships between features. This behaviour is encouraged in the model, with the goal
being to find a diverse set of diﬀerent associations between any pair of objects. The set
of associations produced begins with obvious, literal comparisons and works towards
the more complex interpretation-driven mappings. It was found that this exploratory
approach to association was eﬀective in producing diversity, but was ineﬃcient for the
purposes of expeditious testing. As a result the ‘testbed’ fixed interpretation system
described in Section 4.2.5 was developed. This excluded an experimenter-defined set
of relationship types in each mapping process and was used to narrow the search area
to specific relationship types for specific problems.
The implementation uses the diﬀerence between two features’ outlines as its definition of conceptual similarity. This was shown to be suitable for a variety of diﬀerent
associations involving ‘similar’ concepts, including the pattern of successively more abstract figures in the M. C. Escher painting “Sky and Water”. However this metric’s
single threshold value for ‘similarity’ imparted a brittleness to the implementation’s
applicability to a broad variety of design objects. Cases like the Escher painting in Trial
4 of Experiment 6 required adjustments of the thresholds for similarity and sameness.
Experiment 3 required careful design to ensure that the objects used were compatible
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with the model’s thresholds. This was not a significant issue in the experiments performed here, but the use of a simple similarity threshold may hamper the application
of the model to domains requiring subtle or contextual similarity judgements.
The model supports the inclusion of multiple dimensions of similarity between
features as additional typological relationship types. In the implementation additional
measures of feature similarity could be derived by analysing the curve produced by
a feature’s outline description. Examples of possible similarity metrics could include
the number of convex vertices in a shape or the regularity of the distribution of those
vertices around the shape. Vertex locations can be calculated from the extrema of
the outline curve while regularity of vertex distribution can be calculated using the
spacing of those extrema. These and other possible measurements focus on specific
structural characteristics of the shape outlines rather than comparing the overall shape.
An approach to automatically generating diﬀerent kinds of similarity metrics between
groups of shapes is discussed in Section 6.3.4.
Experiments with the implementation show that the incorporation of typological as
well as topological relationships into the representations broadened the model’s applicability. The construction of associations based on the typology of features demonstrate
that the model is more general in scope than just supporting the use of geometric
and spatial relationships. The typological relationships used in the system could be
enriched through the use of a hierarchical conceptual system (such as in Lebowitz
(1987) or Stepp and Michalski (1986)). A hierarchical approach would enable relations
such as ‘is a kind of’ among features and concepts. Structuring the relations between
concepts and the inclusion of multiple kinds of similarity judgement between concepts
could produce richer typological representations that enable new kinds of association.

6.1.3

Graphs and mapping search

The edge labelling, graph construction and mapping search processes of the model
are designed to interface with a parallel interpretation process to produce mappings
for association. The results described in Chapter 5 demonstrate that the model’s
approach to graph representation and mapping is suited to interacting with the parallel
interpretation system that is the focus of this research. The implementation has also
been demonstrated to be capable of constructing associations of suﬃcient scale in
reasonable time.
The model’s edge labelling process discretises relationship values into ranges to
produce diﬀerent labels. These categories and their ranges are specified as part of
the relationship type definitions. The thresholds between label categories determine
which values are assigned which labels and therefore what mappings are possible. The
experiments described in Chapter 5 demonstrate that this approach to label generation is appropriate, although in some cases careful calibration and configuration of the
implementation was required. This adjustment is necessary to contextually determine
equivalence in relations. For example it may be desirable to treat two ‘relative orientation’ relationships of 46◦ and 54◦ as both being equivalent to 50◦ in the context
of one association, but desirable to treat them as diﬀerent orientations in a diﬀerent
situation.
Hofstadter and colleagues (Chalmers et al., 1992; Hofstadter and the FARG, 1995;
Hofstadter, 2001) have discussed the complexity of constructing high-level relational
representations using a process that is separate from mapping. Constructing simple
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symbolic representations of complex relationship situations is challenging, as demonstrated by the need for calibrating our implementation to specific experiments. Other
challenges identified in the construction of relational representations include selecting what subset of relations is relevant to the task at hand and contextually deciding
what is a relation and what is an attribute. Hofstadter also discusses the structure
of relational representations, as many systems cannot map between diﬀerently structured relationships, such as 2-place and 3-place predicates. Our model addresses these
issues by using its a priori representations as a starting point for the parallel interpretation/search process. Interpretation can transform, constrain and expand these
starting representations in response to influences from the search process.
In addition, our implementation faces the diﬃculty of categorising continuously
valued relationships into discrete labels. The majority of previous analogy-making
systems, including Hofstadter’s Copycat, did not face this discretisation challenge as
their representations were not constructed from low-level real-valued input. The model
prescribes graph-based property transformations (see Section 3.8) as a mechanism for
contextual configuration of relations and graph labels. Interpretations based on substitutive property transformations could adjust the borders of the relationship categories
used by the edge labelling process. These interpretations could address the challenges
of contextually discretising and categorising relationships. This form of interpretation
was not incorporated into in the implementation described in Chapter 5, which causes
the need for contextual calibration of the label categories.

6.1.4

Interpretation construction and evaluation

The interpretation construction and evaluation processes are the core of the model of
association developed in this research. These processes encapsulate the principle of
parallel interpretation and search that underlies this research. Interpretation-driven
association provides a framework for describing representation change in association
tasks. The experiments performed in Chapter 5 demonstrate that this framework can
be used to successfully associate disparate objects. The interpretation-driven framework for association is made possible by the model processes that construct, evaluate,
select and recall interpretations.
It was observed that the earlier a change in interpretation occurred the more likely
it was to be successfully used in a mapping. This behaviour arose from the nature of
the genetic algorithm based search used in mapping. The diversity in a GA population
tends to decrease over time. This meant that early changes in active interpretation
occurred while diversity was still high enough to permit the population to quickly
adapt. Changes in active interpretation that occurred after significant convergence of
the GA often resulted in the system being unable to adapt to the changed fitness.
This lead to the possibility of the optimal mapping using that interpretation not being
found.
The construction of new interpretations also tended to occur predominantly in the
early stages of an association search, with a large number of diﬀerent interpretations
being quickly found and then one or more of them being explored individually. This
is counterintuitive to the idea of ‘discovering’ new interpretations during an ongoing
search for mappings. This occurs because the system can construct an interpretation
from only a small fraction of a mapping that would benefit from that interpretation.
The diverse environment of the early GA provides many opportunities for this. The
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decline in the rate of interpretation construction can be partially explained by the
reduction in population diversity as the GA progresses.
The search for mappings in our model is always focussed on the current interpretation. As a result that the system becomes less likely to encounter mappings that permit
the construction of significantly diﬀerent interpretations as the search progresses. This
behaviour did not produce any notable diﬃculties for association in our implementation, although it serves to accentuate the need for robust interpretation evaluation and
selection processes.
One possible extension to the model that could mitigate the impact of search convergence on interpretation processes would be an explicit exploratory behaviour. This
would focus on investigating new interpretations for a period to determine their potential and then switching to back to the standard search behaviour after suﬃcient
exploration. This pattern of exploratory and exploitative behaviour does occur by
chance in the present system but could be encouraged with deliberate incentive.
Similar convergence issues have been documented in studies of cooperative coevolutionary algorithms (Weigand et al., 2002; Weigand and Sarma, 2004), where fitness
landscapes can change suddenly as a result of fluctuations in one or more populations. Weigand (2004) suggests a number of approaches to analysing and correcting
for this loss of ‘adaptive balance’ between optimisation and exploration that could be
applicable to our model.
The implementation described in Chapter 4 can only interpret a single label at
a time. This means that it can only interpret a group of homogeneously connected
nodes. The eﬀects of this can be seen in the contrast between the associations found
in Experiment 5 and the associations from Experiment 6. Associations not requiring
interpretations can involve heterogeneously connected nodes such as the shared pattern
of diﬀerent rotation relationships in Trial 1 of Experiment 5. The model’s interpretation processes support compound transformations and this limitation stems from the
approach to interpretation used in this implementation.

6.1.5

Interpretation-driven association

This research presents a model of association in design that is interpretation-driven.
The defining characteristic of this model is its parallel and mutually interactive processes of interpretation and mapping search. The ability to reinterpret the representations of objects while they are being associated makes it possible to produce
associations that would otherwise be beyond the space of possible solutions.
The model is demonstrably capable of making complex, subtle and varied associations between representations of real-world design objects. The model could be
combined with a model of knowledge transfer between object domains to create a
model of analogy-making. A model of analogy making based on this work could enable
the synthesis of design solutions that would previously have been outside the space of
possible designs. These designs would qualify as creative as defined in Gero (1990).
Past experiences influence the associations constructed by the model of interpretationdriven association developed in this research. This experientially guided behaviour
makes the model particularly suited for integration with design processes, in which reconstructing from past knowledge is a critical component (Gero, 1998). Additionally,
the process of reflection-in-action that is identified as an important part of many design
processes (Schön, 1983) can be considered a kind of parallel, interactive interpretation
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and search process. This shows the importance of the concurrent interpretation/search
approach to design tasks.
The model distinguishes between representation construction and reinterpretation.
These processes are structurally separated and the latter does not directly influence
the former. Interpretation can change the result of the representation process and
can cause representation processes to be re-executed in a transformed way, but cannot
aﬀect the initial representation construction of an object. This distinction could be
characterised as artificial, because reinterpreting an object can be considered a kind of
representation construction. The purpose of this division is to enable mapping search
to begin with a ‘default’ representation that serves as a starting point for the collaborative parallel reinterpretation/search processes. However the idea of a ‘default’ or
‘uninterpreted’ representation is not consistent with the principles of situated cognition
(Clancey, 1997). The decision to separate representation and interpretation permitted
this research to focus on the way representations change during search without being
first required to address from whence constructive representations originate.
The model developed in this research focusses on intra-domain association tasks.
Inter-domain associations have been identified (Koestler, 1967; Gentner, 1983), as being more complex and more useful in analogy-making tasks. The core principles of
the model would operate eﬀectively on inter-domain associations as an interpretation
system would be eﬀective at bridging the gap between domains. This model’s intradomain focus is for ease of demonstration and does not reflect a limitation of the
model.
The mapping and interpretation processes of the model are robust to the heterogeneous representations an inter-domain application would produce. However it may
be necessary for an inter-domain application of the model to include separate domainspecific representation construction systems. An interpretation-based approach is well
suited to mapping between the graph representations that were built with very different feature and relationship types. The principles behind the model are domain
general and the representation construction approach is applicable to a variety of different domains. Any domain for which distinct features and representation types can
be constructed would be suitable, possibly including some non-visual domains such as
classical music.
Parallel interactive interpretation allows for context-dependent mapping between
object features that are connected by disparate relationships. This approach can be
compared to the three diﬀerent kinds of models identified in Section 2.2. The symbolic, connectionist and representation-constructive approaches to analogy-making all
map between relationships that would otherwise be disparate. Each approach uses
diﬀerent mechanisms for this contextual representation transformation. It is possible
to compare these systems to our own by reframing these representation change mechanisms as interpretation. This reframing allows another model of association to be
viewed through an interpretation-based lens. It is then possible to investigate what
interpretations are possible in that system, where those transformations come from
and how its interpretations are selected, evaluated and applied. Table 6.1 shows a
reframing of exemplary systems from each of the three approaches to computational
analogy-making.
Symbolic models of analogy-making (see Section 2.2.1) typically feature some form
of logic- and/or rule-based system that is used to transform representations. An ex-
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Uses production
rules to transform
object
representations.

Scope of
interpretations:

Only those transformations that are
encoded as rules are
possible,
although
rules can be arbitrarily combined.

Source of
interpretations:
Interp.
Selection:

134

ACME
Applies pressures
from contextually
related nodes to force
disparate nodes to
map.

Copycat
Transforms the meaning of nodes in its
conceptual
network
that aﬀect representation construction.

Any node can be
transformed to map
with any other node
if the right pressures
are applied.

A fixed set of
concept-to-concept
‘slippages’ are defined.

Pressures are hardHard-coded rule base
coded into object
of interpretations.
representations.
Forward-chaining
Force-directed simulogic is used to select lation applies presrules to transform sure from all context
representations.
nodes at once.

Potential slippages are
hard-coded into the
concept network.
Slippage occurs with
the mutual activation of
two concepts that have
the potential to slip.

Table 6.1: A comparison of three analogy-making systems viewed through the lens
of interpretation-driven association. The transformations used in interpretation in
addition to the scope, origin and selection processes for interpretations are shown.
emplar of this approach to association is the ANA system (McDermott, 1979), which
applies production rules to transform object representations from disparate into mappable forms. Rules applied to representations alter those representations, potentially
enabling new mappings. This can be thought of as ANA’s ‘interpretation’ mechanism.
Specifically these production rules constitute a feature- or concept-based representational transformation.
ANA operates in a tightly constrained micro-domain in which all necessary transformation rules can be specified in its knowledge base. This means that all possible
interpretations are encoded into the system by the experimenters, although rules can
be combined to produce composite transformations. The conditions under which a
rule can be applied are also encoded by the experimenters, meaning that interpretation selection is also very rigid. This rigidity of transformations is typical of symbolic
approaches to association, where interpretation construction and evaluation processes
are usually highly constrained if they exist at all. The traditional symbolic approach to
modelling association can be thought of as more restrictive in both the specification of
possible transformations and the application of those transformations than our model.
Connectionist models of analogy-making (see Section 2.2.2) use sub-symbolic and
potentially distributed network representations. One typical example is the ACME
system (Holyoak and Thagard, 1989), which uses a force-directed simulation based
on nodes representing object features that are connected by edges representing the
relationships between them. Pressures exerted by the context of related nodes can
cause the distance between pairs of connected nodes to collapse to 0, rendering those
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nodes mapped. Without the application of this contextual pressure only identical features could be mapped. As these pressures permit the mapping of disparate features
they can be thought of as a form of interpretation, specifically a graph-based representational transformation. In ACME both objects are connected into a single graph
representation, so the representation transformation process and the mapping process
are combined.
ACME’s method for interpreting representations is almost entirely unrestricted.
Almost any attribute can be transformed to almost any other attribute if the conditions support it. However the selection and application of these transformations is
completely unguided as every node in the representation exerts pressure on every other
node at every step. This kind of holistic transformation in which all influences on the
representation are applied all the time is typical of connectionist approaches. Connectionist models of association can be thought of as less restrictive in the specification
of possible interpretations than our model of interpretation. In ACME interpretation
construction stems from what nodes are present to influence other nodes. The influence each individual node is capable of exerting on its neighbours is specified by the
experimenter when object representations are constructed. Connectionist approaches
lack any form of interpretation evaluation or selection as all influences are constantly
applied applied with no focussing mechanism.
Models of analogy-making that focus on representation construction usually use a
fixed conceptual representation of the domain to build dynamic object representations.
Copycat (Hofstadter and Mitchell (1994), see Section 2.2.4) is a model of analogymaking that uses a network of concepts to influence the construction of feature- and
relationship- based representations. The concept network is able to situationally equate
concept meanings to transform its representations using a process referred to by its
authors as ‘conceptual slippage’. If two concepts ‘slip’ together the representation construction process will treat relationships based on those two concepts as equivalent.
This can be thought of as interpretation using a property-based graph transformation.
The process by which feature-and-relation graph representations are constructed is influenced by these ‘slippages’. This makes Copycat one of the few analogy-making models to transform a representation-construction process rather than to directly transform
its representations.
Copycat’s method for representational transformation is highly restricted, as slippage is only permitted along predetermined paths. This is equivalent to a very constrained interpretation construction process. Interpretation selection is also constrained
as slippage requires very specific predetermined conditions to occur. Copycat and related systems use very precise guidance of when interpretations are applied. Its interpretations, however, are far more open-ended than those of the other two systems
mentioned here as they are property-based rather than representational (see Section
3.8).
It is possible to reframe exemplars of all three major approaches to analogy-making
to conform with our interpretation-driven framework for association. This demonstrates the flexibility and generalisability of our approach. This research identifies
interpretation as the core component of association. By viewing other models of association through the lens of interpretation-based association it is possible to compare
our model’s core behaviours to theirs. When compared to symbolic models such as
ANA our model has more flexibility in both interpretation construction and selection.
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Our model also enables more flexible transformations than representation-construction
based models like Copycat, but retains more guidance for those transformations than
in connectionist models like ACME. The model of interpretation-driven association described in this work has the flexibility of ACME while retaining the focussed and guided
search of Copycat. This comparison highlights the benefits of an interpretation-driven
approach to association.
These comparisons demonstrate that the primary contribution of the model of
association described in this work is the notion of explicitly representing the transformations that enable mapping. Interpretations are explicit representations of the
representation transformation processes by which disparate objects can be mapped.
As explicit elements of the system interpretations can be learnt, constructed, evaluated, remembered and recalled. Previous association systems can be thought of as
using interpretive processes to enable mapping, but their interpretations have not been
explicitly represented as manipulable elements of the system’s knowledge.

6.2

Conclusions

The research presented in this thesis develops a novel approach to modelling computational association in design, based on the notion of interpretation-driven search. In this
framework for association representations are transformed through interpretation in a
process that operates in parallel with the search for mappings. These two processes
are mutually interactive and iterative, with interpretation guiding search and search
guiding interpretation. This framework for computational association can be seen in
Figure 3.1 of Section 3.4. Concurrent interpretation and search processes address the
‘chicken-or-egg’ question of representational causality in association.
This interpretation-based framework is a general architecture through which existing models of association can be viewed, including the association components of
association-based processes like analogy-making. An association model can be viewed
through an interpretation-based lens by determining the transformative mechanism by
which it associates disparate representations. These transformations can be seen as
the interpretations the model uses to construct its associations. Viewing an association model through the lens of this framework allows the model to be analysed based
on how its interpretations are constructed and selected for use.
A model of association based on the notion of interpretation-driven search has
been developed. This model explicitly represents the interpretations it uses to transform representations. The explicit representation of interpretations as an element of
system knowledge allows interpretations to be constructed, evaluated, remembered and
recalled. These behaviours are not possible in models where interpretations are not
explicitly represented within the system.
The explicit representation of mapping transformations as interpretations also opens
up the possibility of studying experiential eﬀects in association. Exploring the role of
experience in association problems has previously been challenging as mappings are
rarely generalisable beyond the problem for which they are constructed. The transformations used in interpretation are more general than mappings and can be transferred
between problems. This makes it possible to more easily operationalise the ability to
‘learn to associate’. This portability of interpretation has been demonstrated through
the experiments performed with our implementation. It possible for an interpretation-
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driven association model to re-use knowledge gained from association tasks in a way
that is not possible without an explicit interpretation system.
An implementation of the interpretation-based model of association was developed
in the domain of perceptual associations between line drawings. Experiments were
conducted to demonstrate that the implementation’s conceptual and interpretation
processes could be influenced by prior experience. These behaviours are consistent
with the desired behaviours of our model of association as well as those of the notion
of interpretation-driven search from which it was derived. It was also shown through
experimentation that the implementation was capable of associating a variety of design
objects in the domain of simple line drawings. These experiments serve as a proof of
concept of both the model of association’s validity and its suitability for application in
design contexts.
Interpretation-driven search and the ability to reuse interpretations in future association tasks provide a new framework for exploring the role of experience in association
and mapping. The model developed in this research serves as a proof of concept of the
principle of interpretation-driven search and a starting point for investigating the role
of situatedness and constructive memory in association in design.

6.3

Future work

This section outlines potential ways to extend the model (Sections 6.3.1, 6.3.2 and
6.3.3) and diﬀerent problem domains to which the model could be applied (Sections
6.3.4, 6.3.5 and 6.3.6).

6.3.1

Perceptual filtering of output

In our model associations are made based on the patterns of relationships that join
the mapped nodes in both graphs. Visual properties of the objects such as the spatial
organisation of those mapped nodes are not considered unless explicitly expressed in
relationships. This can be seen in Figure 5.27 in Section 5.2.2.2, in which the eight
features of Object 4 are mapped in order from top to bottom. This is only one of many
ways in which those eight features can be ordered in their mapping to features f 37
to f 44 in Object 3. The top-to-bottom order is presented for clarity purposes only as
the model does not judge any of the mapping permutations as being more valid than
any others. These mapping possibilities arise from the multiplicity of ways in which
the loop of eight rotation relationships in Object 3 can be connected to the clique of
horizontal distance relationships in Object 4.
This behaviour is a beneficial trait in a model of free association as the visual
structure formed by the pattern of mapped nodes is not relevant to the relationships
on which the association is being constructed. Several definitions of analogy-making
(such as Gentner (1983)) explicitly exclude perceptual information from analogical
mappings as interfering with the relation-based information. In some applications,
particularly where the intent is to communicate the results to humans for use, it may
be preferable to produce associations with perceptual biases towards spatially regular
mappings. One approach to mitigating this quality in these circumstances would be
to generate a set of diﬀerent mappings using the model and then filter or order that
set according to desirable perceptual qualities.
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Constructed associations could be filtered according to the principles of perceptual
organisation developed from Gestalt Psychology (Metzger, 2006) such as proximity,
similarity, closure and continuation. Each mapping would be evaluated by projecting
the pattern of mapped nodes onto the image representation of the objects. Mappings
could then be assessed based on their accordance with each of the Gestalt principles
of grouping. Each object in the association would be assessed as the two mapping
projections may have diﬀerent visual structures. The filtering or ranking system would
then favour associations in which both images scored highly in any of the grouping
principles.
An example of the potential impact of this addition to the model can be seen in
Figure 6.2, which shows two orders in which the features of Object 4 could potentially
be mapped in Trial 2 of Experiment 6 (see Section 5.2.2.2). The model judges both
Fig. 6.2a and Fig. 6.2b to be of equal value as both map eight connected features. A
filtering system using the Gestalt principles of grouping would evaluate the projection
of the mapped relations onto the image representations. These projections are seen in
Fig. 6.2 as the dashed lines adjoining features. The filter would rate Fig. 6.2a highly
in the categories of proximity (as dashed lines adjoin proximal features) and continuity
(as the seven dashed lines are co-linear). Fig. 6.2b would not be rated highly in any
of the principles of grouping and would therefore be filtered out of the solution set for
being inconsistent with the desired perceptual biases.
f53

f53

f54

f54

f57

f57

f58

f58

f61

f61

f62

f62

f65

f65

f66

f66

a)

b)

Figure 6.2: Two patterns of relationships which form part of mappings from Trial 2
of Experiment 6 (see Section 5.2.2.2). Part a) shows the order of nodes shown in Fig.
5.27, while b) shows an alternate pattern of mappings that is visually less simple but
of equal value in the model.

6.3.2

Meta-relations and feature hierarchies

The model developed in this research uses interpretation-driven search to map between
patterns of relationships within objects. Relationships are defined as existing between
a pair of features. This definition excludes the possibility of relationships between
other relationships. Gentner’s Structure Mapping Theory (Gentner, 1983) identifies
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the presence of these higher-order relations in a mapping as being one of the metrics
for evaluating association quality (see Section 2.2.2) and defines them as being critical
for complex analogy-making.
Meta-relations could be incorporated into the graph representations used in this
model through the addition of ‘super-features’. In our graph representations, features
are represented by nodes and relations are represented by edges. ‘Super-features’ would
be additional graph nodes that represent a group of features whose relationships are
all connected by a higher-order relationship. This node would then be joined to its
constituent features by a new relationship type, ‘member of’. The super-feature would
also be joined to other features in the object as if it were a normal feature. The
super-feature’s description would be calculated by an implementation-specific metric
for aggregating the descriptions of its component members. In the case of the vectorshape features used in the implementation described in Chapter 4 a super-feature could
be defined using the maximal outline of its component features. The outline, scale and
orientation of the super-feature could be derived from this aggregate.
Super-features would require two additional attributes to be used in mapping: the
number of nodes they contain and the nature of the relationship between those nodes.
Super-features could only be mapped to other super-features if they shared at least one
of these attributes or if an interpretation was applied that caused them to do so. This
contrasts with normal feature nodes for which no attributes are used in mapping, only
the labels of the edges that connect them. Super-features could be mapped to normal
features without this additional requirement. This need for matching node attributes
arises from the fact that super-feature nodes represent a group of relationships. The relationships contained within the super-feature are not themselves represented as graph
edges.
Figure 6.3 shows the image representation of two objects that could benefit from
this addition. It is assumed that the system used in this example association has
two relationship types, ‘relative orientation’ and ‘shared vertices’, calculated as in the
implementation described in Chapter 4. The eight small features in the centre of Fig.
6.3a are joined by a loop of ‘shared vertex’ relationships, enabling the creation of a
super-feature. The outline of this super-feature is shown in a heavier grey stroke in
the figure. This new feature would be then joined to the two larger adjacent features
by relationships indicating that all three share the same orientation. A super-feature
can also be constructed from the ten small features in the centre of Fig. 6.3b based on
the ‘≈ 10◦ ∆rot’ relationship joining each adjacent pair of features.
The construction of these two super-features enables mappings that incorporate
emergent shapes. The two objects can be mapped by three nodes (two features and one
super-feature in each case) that share identical orientations, assuming the presence of
an interpretation that equates super-features comprised of ‘shared vertex’ relationships
with those comprised of ‘≈ 10◦ ∆rot’ relationships.
There are two processes within the model that could be expanded to detect and
construct super-features. Firstly the construction of super-features could be performed
by the feature detection, concept formation and relationship construction processes
of the model. These processes could be performed recursively as there is no reason
to prevent super-features from being comprised of other super-features. This recursive feature construction would iterate until no more features could be constructed.
This would produce graph representations which contained all possible combinations
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Figure 6.3: An object which could benefit from the addition of meta-relations to the
model. The collection of eight features in the centre of a) could be treated as one superfeature based on the ‘shared vertex’ relationships. The collection of ten features in the
centre of b) could also be treated as one super-feature based on ‘relative orientation’
relationships. Super-features are shown in bold grey.

of super-features in addition to the normal features. This approach would likely require subtractive interpretations designed to focus the search on a particular ‘level of
abstraction’ by excluding features and/or super-features accordingly.
An alternate approach to implementing super-feature construction would be to use
interpretations and leave the representation construction processes unchanged. This
would make the construction of super-features the role of a substitutive interpretation
process in which groups of features are replaced by their super-feature representations.
Both approaches would significantly increase the size of the mapping search space.
Incorporating higher order relationships through super-features would broaden the
range of mappings that are possible in the model and enable the use of some kinds
of emergent shapes in association. Recursive meta-relations may also lead to some
solutions in which the majority of one or both objects is aggregated into a single
recursively abstracted super-feature. These highly abstracted solutions are unlikely to
be useful associations. However their production is not problematic in a free association
model as the system will quickly discard the interpretations used to produce them and
begin finding other less abstracted solutions.

6.3.3

Automation of typological relationship types

Another possible extension of the model involves the automated construction of relationship types. In the model described in this work the set of types of relationships used
in mapping must be provided in any implementation. The metrics for characterising
those relationships must also be provided. Typological relationships between features
could be more autonomously constructed by extracting inter-concept relationship types
from known concepts using factor analysis.
One approach to this is Singular Value Decomposition, or SVD (Kalman, 1996;
Landauer and Dumais, 1997; Strang, 2003). SVD is a form of matrix decomposition
that has been used extensively in computational linguistics and has been recently
adopted for use in design optimisation (Sarkar et al., 2010). SVD could be used to
produce a reduced-dimensional approximation of the definitions of concepts. In our
implementation these concept definitions are the average outline description of all
members of that concept. The method constructs a new set of dimensions by which
the concepts can be described. Concepts can then be related based on their proximity
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in the constructed dimensions. Each new dimension becomes a conceptual similarity
metric.
An example of this method can be seen in Table 6.2, in which SVD was used to
extract description metrics from a set of 100 simple randomly generated polygons with
between 3 and 10 sides. Two metrics are shown here along with shapes that scored
the highest in each metric, shapes that scored roughly average, and shapes that scored
the lowest on that metric. Four shapes from each category are shown for each metric.
A simple visual examination would suggest that a high value in Metric A encapsulates
some form of rectilinearity or ‘boxyness’. Constrastingly a high value in Metric B
indicates some kind of long, thin shape possibly with a dog-leg or indentation on one
side. Shapes that are valued similarly on a metric, such as the groups shown in Table
6.2, would be classified as related.
High

Average

Low

Metric A

Metric B

Table 6.2: Examples of randomly generated shapes with high, average and low scores
in two metrics that were constructed using SVD.
Table 6.2 shows that it would be possible to autonomously construct typological
relationship types using matrix decomposition methods. The example shown here also
demonstrates the challenge of making automatically constructed relationship types
comprehensible to a human audience. It is very hard to predict what qualities will be
produced from a set of objects by this approach or to describe them once they have
been constructed. As a result any mappings based on shared relationships produced
in this manner may be diﬃcult for a human observer to understand. This is only a
potential issue for domains in which human readability is important.

6.3.4

Association of natural images

The model presented in this research can use image representations of any kind as
input, but the implementation and examples used in this research all use vector-based
images. An implementation of the model that used raster-based images would face
more challenges in the construction of coherent, consistent feature representations.
However, such an implementation would be more broadly applicable and could potentially operate on natural images. A natural image association system would be useful
in the association of real-world design objects.
The limitation of bitmap representations is in diﬃculty of detecting and describing
salient object features. Machine vision research into problems such as object recognition, robot navigation and image stitching has produced a variety of systems that
may be applicable to this task. One algorithm that can both detect and describe
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aﬃne-transform invariant image features is Scale-invariant Feature Transform, or SIFT
(Lowe, 1999). SIFT identifies high-contrast regions of an image and describes them
using a grid of texture gradient vectors. An algorithm of this kind could make a suitable feature detection process for a bitmap image-based implementation of our model
of association.
Table 6.3 shows an example of using the SIFT algorithm to generate feature representations for use with our model of association. Features have been extracted and
described from a bitmap image containing simple geometric figures. These features
are then placed into conceptual categories based on the similarity of their descriptions,
three of which are shown in Table 6.3. This shows that SIFT (or a similar machine
vision approach) would be capable of serving as the feature representation construction
process for a bitmap-image based implementation of our model.
Features
Concept A

Concept B

Concept C

Table 6.3: Examples of features belonging to three conceptual categories extracted from
bitmap images with the SIFT algorithm. The grid overlaying each example shows the
description of the feature using texture gradients.
Using machine learning methods designed to map between identical images for the
process of describing and associating diﬀerent images can lead to complications. The
concept formation process in our model of analogy-making requires an assumption
about feature detection that is not reflected in the domains from which these methods originate. Machine vision systems like SIFT are designed to produce the same
representation for a feature even when it is under the eﬀects of an arbitrary aﬃne
transformation. It is therefore guaranteed that identical objects will produce identical
representations. However there is no requirement that similar objects will produce similar representations as this is not a necessary or even desirable trait when recognising
known objects. This property is necessary in our system in order for similar objects to
produce similar graph structures.
Investigation of this issue found that it was caused by the SIFT algorithm for
identifying where to place features. The SIFT algorithm for feature description was
found to produce similar representations from similar images, but only when features
were manually placed in appropriate locations. Further research into the use of machine
vision approach for constructing feature representations would need to focus on an
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appropriate method for identifying what locations in the image should be used as
features.

6.3.5

Solving spatial perception-based intelligence questions

One domain to which our model of visual association could be applied is intelligence questions based on spatial perception abilities. This style of question includes
tests such as Raven’s Matrices (Raven, 1936). The objective is to establish that
the interpretation-driven approach can solve problems that are considered challenging among humans. No claims are made about the ‘intelligence’ of such a system
based on its ability to answer test questions.
Figure 6.4 shows three examples of this style of visual intelligence question. The
test subject must select which of the eight possible solutions shown at the bottom of
each question fits into the ninth box of the 3x3 grid of shapes. The solution is the
shape that best continues the patterns of relationships between other shapes displayed
in the grid. Each question requires the construction of multiple associations between
diﬀerent groups of shapes to solve.

Figure 6.4: Three matrix-based spatial perception problems (after Raven (1936)). The
solution for problem a) can be expressed using the implementation in Chapter 4. Problem b) would require changes to feature perception. Problem c) would require major
changes to relationship construction.
It would be possible to design a system to solve Raven’s Matrices problems based
on our model of association. Such a system could construct mappings between diﬀerent
groups of shapes in the grid, including each of the possible answers. These mappings
could then be collectively analysed to determine the most likely answer. Which of
the eight solutions was likely to be correct could be determined by comparing the
quality of mappings they produce. It would be necessary to test many diﬀerent groups
of shapes in order to guarantee that all relevant mappings have been constructed.
Raven’s Matrices are based on relationships between either pairs or trios of shapes
throughout the grid. Diﬀerent pairs and trios of shapes would be compared to other
groups of the same size in order to discover the relationships that characterise the
matrix.
For comparing two groups of shapes the system would need to include relationships based on a shape’s relative position within each box of the grid. This would
allow the system to detect features that are in ”equivalent” positions in diﬀerent grid
boxes. With the addition of such a relationship type the implementation described in
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Chapter 4 can produce the associations necessary to solve the problem depicted in Fig.
6.4a. The test was performed with the correct solution already present in the grid as
the implementation is not designed to compare and select solutions. One association
from that solution is shown in Figure 6.5, in which two columns of three objects are
associated based on a shared pattern of rotation, edge sharing and between-grid-box
positional equivalency.

shared edge
equivalent
position
~120° Δrot
shared edge

equivalent
position

i = i0

equivalent
position

~120° Δrot

~120° Δrot

shared edge

shared edge

shared edge

Column 3

Column 1

Figure 6.5: A partial solution to the problem shown in Figure 6.4a, produced using a
slightly modified version of the implementation described in Chapter 4.
Many of the Raven’s Matrices problems involve occlusions, textures and line elements that do not fit with the approaches to feature detection and relationships used
in our implementation. However, an implementation of the model could be developed
that was specifically designed to solve this kind of problem. An example of a problem
that could be solved with such a system is shown in Fig. 6.4b. This problem uses
a relatively simple set of translation and scaling relationships but is based on lines
rather than the closed shapes used as features in our implementation. An example of a
Raven’s Matrices problem that would be very challenging to solve using our approach
is shown in Fig. 6.4c. This problem is based on the subtraction of the contents of
one grid box from another to produce a third box, a ternary relationship type that is
diﬃcult to express using graph edges between two features.

6.3.6

An association-based model of design style

The model of interpretation-based association described in this research could be used
as the basis for a computational model of design style. Style in design has been characterised as a combination of features and relationships within a design (the ‘content)
and the design and manufacturing processes used to produce it (the ‘method’) (Simon,
1975; Shapiro, 1961). These factors do not typically lead to styles that can be simply
delineated in most computational design representations (Jupp and Gero, 2006). This
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complicates computational modelling of the learning and development of design style.
Our model of association would primarily contribute to the ‘content’ component of
style. While it may be possible to construct associations between the methods used
to produce designs, it would require a representation system that is radically diﬀerent
from those used in this work.
It would be possible to characterise designs into styles based on how strongly they
can be associated with existing members of those styles. Constraints could also be
placed on what interpretations could be used in testing for each style. A style would
then comprise a set of known exemplary designs and the set of interpretations that
are permitted for associating designs of that style. The set of known designs within a
style could all be mutually associated using the permitted interpretations. This diﬀers
from models that define style using regions in the space of feature-level representations.
In this association-based model styles would be defined by the structure of relationships within designs of that style and the way those relationships can change. This
transformation-based definition is similar to past shape grammar based approaches
to style (Knight, 1983), but with the additional flexibility of an interpretation-based
approach.
It would be necessary for an interpretation-based model of style to be able to learn
what interpretations can be used in associations within each style. It would also be
necessary to determine whether a new interpretation used in an association between a
new object and an existing member of a style should be considered a valid member of
that style’s interpretation set. This requires that the new interpretation be compared
to other interpretations that have been used to associate within that style. A metric
for comparing interpretations would need to be devised based on what elements they
aﬀect and/or what changes are made to those elements. Alternatively a system of
social grounding could be used in which agents learn to classify objects based on how
other agents have already classified those objects. This ‘guessing game’ approach has
been used extensively in computational language formation (Steels, 1996) and has
been proposed as a method for modelling other aspects of design societies and cultures
(Saunders and Grace, 2008). A socially grounded association-based model of style could
be used to investigate the influence of a society of designers on the style learning of
individuals designers within that society. This would would allow an association-based
model of design style to explore the ways that both the society’s and the individual
designer’s understanding of style change as new designs are produced.
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Publications from this research
• Grace, K., Saunders, R. and Gero, J. (2011). Interpretation-driven visual association. Second International Conference on Computational Creativity 2011,
Universidad Autónoma Metropolitana, Mexico.
Abstract: In this paper we outline ongoing research into a computational model of association based on the reinterpretation of a source
object to fit the target. We describe the structure of the model and
the concepts from which it arises. Preliminary results of visual associations made by the system in a simple shape domain are presented.
We also discuss a planned application of our model to the analysis of
a real-world creative design.
• Grace, K., Gero, J. and Saunders, R. (2011). Applying interpretation-driven
association to design domains. CAADRIA 2011, University of Newcastle, Australia.
Abstract: This paper details a computational model of associationmaking. Our model focuses on the interaction between the processes
of representation and matching in association, with re-interpretation
of the source and target objects changing the landscape in which the
matching process is searching for potential mappings between the objects. We call this process interpretation-driven search. We demonstrate the capabilities of our system through some examples of previous work in simple shape domains, then discuss ongoing research into
applying this system to design domains.
• Grace, K., Saunders, R. and Gero, J. (2010). Constructing conceptual spaces for
novel associations. First International Conference on Computational Creativity
2010, Universidade de Lisboa, Portugal.
Abstract: This paper reports on a system for computational analogymaking based on conceptual spaces. The system constructs conceptual spaces that express the relationships between concepts and uses
them to build new associations. A case for this conceptual-space driven
model of association making is made, and its advantages and disadvantages are discussed. A prototype space-construction system is detailed
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and one method by which such a system could be used to make associations is proposed. The system forms concepts that are useful to
describe a set of objects, then learns how those concepts relate to each
other. These relationships can then be used to construct analogies.
• Gero, J., Grace, K. and Saunders, R. (2008). Computational analogy-making
in design: A process architecture. CAADRIA 2008, University of Chiang Mai,
Thailand.
Abstract: This paper presents a model of computational analogy-making
in designing based on the notion of situated similarity. Situated similarity is the idea that the relationship between two concepts is dependent
not only on what the agent knows about those concepts but also on
the way the agent is looking at them. Analogy-making is modelled
as three interacting processes: formulation, matching and mapping.
The model is developed and its implications for developing situated
analogy-making systems in design are discussed.
• Grace, K., Saunders, R. and Gero, J. (2008). A computational model for constructing novel associations. International Joint Workshop on Computational
Creativity, Universidad Complutense de Madrid, Spain.
Abstract: This paper presents a computational model for the construction of novel associations as a component of a larger project on analogymaking. Association-construction is driven by a reinterpretation-based
model of subjective similarity. Associations are constructed by transforming the way the agent perceives the objects being associated so
that they become similar. The paper describes a model where an agent
develops associations by an iterative process of attempting to relate
objects in its environment. Associations are constructed by building
appropriate transformative interpretations. Methods for the learning
of transformations are discussed. The capabilities and implications of
the model are discussed through an example application to the domain
of geometric proportional analogies.
• Grace, K., Gero, J. and Saunders, R. (2006). Assisting design by analogy. ANZAScA 2006, University of Adelaide, Australia.
Abstract: This paper describes research into situated analogy-making
and its application to digital design assistants. It is claimed that computational design support systems that can provide designers with conceptually remote yet appropriate information can assist in designers
with the synthesis of creative designs. This claim is supported by an
example application of situated analogy-making to architectural design, adapting a solarium using analogy. The potential advantages of
analogical design assistants are discussed independently of implementation strategies and a number of possible directions and challenges for
future work in design by computational analogy are presented.

