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Introduction

This document is not just another white pa-
per on Cloud; too many of those already exist 
and many of them seem to be mostly about 
“why you should think that our technology 
is cloud”. This document is rather about the 
various manifestations of cloud – cloud in 
general, cloud services and cloud computing 
– and what they might mean to businesses, 
and especially their use of IT.
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1. Management summary

Although there is a lot of talk about cloud, 
we do not even have a clear common view 
of how it is defined; that makes it confusing 
and thus disruptive. This document attempts 
to give some understanding by taking an in-
clusive orientation around the subject, rather 
than taking an exclusive and prescriptive ap-
proach. It also tries to demystify how cloud is 
delivered.

Having defined it, much of the document is de-
voted to the relevance of cloud, to businesses 
and other organisations, why you need to be 
aware of it, and how you can benefit from it. 
Some of the potential issues and pitfalls are also 
addressed.

Finally, we present a possible roadmap: how you 
can get there, wherever you decide “there” actu-
ally is. 

Cloud is the latest symptom of a general trend 
towards more open, collaborative ways of work-
ing, in which companies become much less self-
sufficient “islands” of activities than they were 
in the past. Indeed, it is increasingly difficult to 
determine the bounds of a company within its 
extended processes and supply chain.

The evolution of IT towards cloud is recognis-
able as a natural development that occurs within 
any field: things start off as innovations, are then 
delivered as bespoke offerings, then become 
defined products, and ultimately become com-
moditised and/or services. 

To support that, Cloud Computing differs from 
the previous “built to order” model that has pre-
vailed within IT infrastructure and services:

 it is scalable and elastic, rather than being tied 
to particular boxes bought for the job;

 in spite of being assembled from commodity 
components, it provides a service which gen-
erally can be made as available as is required;

 it is robust, allowing change management to 
take place “beneath the covers” without serv-
ice outages;

 it is a utility environment, providing commod-
ity components on a pay-per-use basis;

 it is self-service.
Cloud thus represents, by contrast, an “assemble 
from stock” model.

All that does not mean that cloud will completely 
replace traditional services, at least in the foresee-
able future, but that it will take its place alongside 
them. But that, in turn, means that it needs to be 
aligned to and integrated with the other services 
that are used, which sets its own challenges.
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2. What is Cloud anyway?

2.1		Cloud	in	general
Cloud as a general concept, sometimes de-
scribed as Cloud Culture3, encompasses all sorts 
of recent business and social phenomena, many 
of which are triggered and enabled by the ad-
vent of the internet, the World Wide Web and 
pervasive computing. 

It encompasses 

 collaboration, across geographies and organi-
sational boundaries, with informal filtering and 
recommendation by reputation and word of 
mouth;

 full mobility: the idea that you can do whatever 
you need to do from wherever you are, as se-
curely as is needed;

 the emergence and uptake of end-user de-
vices (phones, PC’s, TV’s and tablets) which 
themselves contain no applications or data;

 the general idea that you can access “your 
stuff” from wherever you are, using whatever 
devices you have, to do whatever business/
transactions you want, 24 hours a day, 365 
days a year;

The whole IT industry seems to be buzzing 
with the subject of cloud, sometimes quali-
fied as Cloud Computing and sometimes as 
Cloud Services. It has been at the “peak of 
inflated expectations” in the Gartner Hype 
Cycle1  for quite a while. Is it really going to 
make a profound change in the business of IT 
service delivery, or is it an over-blown hype? 

The answer is somewhere between: there are in-
teresting developments in cloud and they are al-
ready having an effect on the market, but we will 
not all replace our entire current IT infrastructure 
and the services it provides with cloud services 
overnight, and maybe not even in the foresee-
able future. Nevertheless, anyone who ignores 
these developments risks being left behind as 
the world moves on.

Although cloud seems now to be established as 
the next big thing, there is not one agreed defini-
tion of what exactly it is. That is partly because it 
seems to describe a transformation, rather than 
(just) a new technology, much as was the case 
with the industrial revolution. 

It arises now from the evolutionary coincidence 
of a number of factors2:

 concept: the idea of computing as a utility, al-
though that is not really new;

 suitability: it provides services which are good 
enough for many, if not yet most, purposes; 

 technology: commodity components can be 
assembled and just work together;

 attitude: an increasing willingness of many to 
use services delivered from outside their own 
organisation, via the internet

 cost: scale, multi-tenancy and automation of-
fer the prospect of much lower operational 
costs.

Definitions of cloud itself vary, but there are some 
common aspects. Cloud as a phenomenon can 
be broken into three conceptual “layers”: cloud 
in general, the cloud services which support it 
and the cloud computing facilities which en-
able their delivery.

1   Hype Cycle for Cloud Computing, 2011, Gartner Group, G00214151, July 2011
2   See Simon Wardley of Canonical at O’Reilly OSCon 2009, http://www.youtube.com/watch?v=okqLxzWS5R4;
3   Cloud Culture: the future of global cultural relations, Charles Leadbeater, The British Council, at www.counterpoint-online.org 
4 The Cluetrain Manifesto, Levine, Locke, Searls and Weinberger, publ. by Perseus/FT, 2000 or www.cluetrain.com
5 Free: The Future of a Radical Price, Chris Anderson, Hyperion, July 2009

 Web 2.0: the concept of user-generated con-
tents, such as wiki’s and blogs, rather than the 
previous push of information outwards from 
one central point;

 social media, such as Facebook and LinkedIn, 
enabling people to share their current activi-
ties and thoughts with an increasing circle of 
friends and acquaintances;

 the real-time web, such as Twitter, which 
broadcasts and publicises things as they are 
actually happening;

 SOA (Service Oriented Architecture): allowing 
developments such as mash-ups, where appli-
cations are assembled from separate services 
which may be spread across the web, coming 
from different suppliers;

 electronic ticketing and payments: where you 
can find a musical event, order tickets online, 
pay for them electronically, or check-in for 
a flight using your mobile phone, and never 
need to resort to printing anything on paper; 

 this is accompanied by a general blurring be-
tween public and private, business and social, 
and a complete over-riding of organisational 
hierarchies.

This last point – the breaking down of organi-
sational barriers – was the subject of a web site 
and book called The Cluetrain Manifesto4 as long 
as ten years ago, but it has taken a while for the 
technology to have become so pervasive as to 
make it real. Nowadays, the average teenager 
has more computing power at their disposal, 
and sometimes more knowledge of how to use 
it, than does the average corporate user. 

2.2		Cloud	Services
Cloud services are the components that can be 
used to support the cloud culture. Each one pro-
vides a specific part of what is needed and they 
are essentially a model where those IT-related 
services are provided via the internet, with very 
limited if any commitments from either side in 
terms of either volumes or quality, and payment 
by usage. Such services tend to be flexible in 
terms of functionality, with new service features, 
often appearing unannounced.

These services may even be “free”, which seems 
now to be a recognised business model5. Exam-
ples are most Google services or Flickr photo 
sharing, either because they are being spon-
sored by advertising or because the owner in-
vests in order to build market share. 
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6  Draft NIST Working Definition of Cloud Computing, Mell and Gance, August 2009, at csrc.nist.gov/groups/SNS/cloud-computing

Even though there are some enabling technolo-
gies involved, the main change is to business 
relationships and system ownership. Although 
many such services are addressed at consum-
ers, some are addressed to businesses, especial-
ly small and medium businesses, who struggle 
to keep up with technology and levels of invest-
ment required in traditional IT. They particularly 
appeal to the next generation of managers, start-
ing up in business and who are more used to the 
spontaneous use of IT. 

2.3		Cloud	Computing
Cloud computing is the underlying utility-like ar-
chitecture for IT infrastructure that allows cloud 
services to happen; it defines a multi-tenant or 
shared environment, scalable up and down, and 
flexible, with easy entry and, preferably but not 
always, easy exit. 

It does rely on some enabling technologies, such 
as virtualisation and high-bandwidth reliable in-
ternet access, which together decouple usage 
from the systems on which they run, but there is 
not so much technology within cloud computing 
itself which is really new. Virtual LAN’s and sys-
tem virtualisation have been around for years, or 
even decades. 

The changes in Cloud Computing are more in 
the scales of deployment, with some services 
deploying thousands of servers, and in particular 
the business and services models, and the de-
mand/supply engagements involved. These, in 
turn, depend on a level of standardisation, with 
an acceptance by users that that standard is 
good enough for most purposes.

It relies on enormous economies of scale and 
the ability to “milk the assets”, much more so 
than can be done with a traditional built-to-order 
environment, where costs and replacement poli-
cies were largely driven by depreciation cycles. 
Cloud providers can combine the latest new 
systems with old equipment, which can be used 
until it breaks, transparently to the user.

2.4		Cloud	defined	by	NIST
Although there is no one industry-standard defi-
nition of what Cloud is, and each of the major 
industry analysts has had a slightly different defi-
nition, a general pattern can be identified in what 
is meant, how it is delivered and who is delivering 
it. The most useful and almost universally-accept-
ed definition is that from the American National 
Institute of Standards and Technology (NIST)6.

NIST defines essential characteristics of Cloud Computing:

 the deliverable is provided as on-demand self-services, rather than physical components
 broad network access, usually taken as being via the internet;
 a shared or pooled environment, used by multiple customers.
 elastic and easily scaled up or down, in response to demand;
 measured and you pay for what you use, rather than for a fixed amount of infrastructure.

However, every one of those characteristics is variable and, sometimes, negotiable. 

In addition, NIST recognises a number of Cloud Service models (or otherwise “layers”), at which the 
services are delivered, and a range of deployment models, in terms of how private or public clouds 
are.

2.4.1		Cloud	Service	models
There is a hierarchy of Cloud Services, with the lowest level being the provision of infrastructure, 
which is essentially the delivery of Cloud Computing. On top of that is a layer, called Platform, built for 
the IT professionals and cognoscenti to allow them to build and support applications. Then, on top of 
that lie the resultant applications, delivered as a service. 

So�ware as a
Service (SaaS)

Platform as a
Service (PaaS)

Infrastructure as
a Service (IaaS)

e.g. CRM, Email

e.g. CPU, Storage Atos Cloud Infra. Services
Amazon.com

Google Apps, Force.com, 
Microso� Azure

Salesforce.com

e.g. LAMP, .net, database
Message Queue, API,

Application Server
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Note, however, that there is no real necessary 
inter-dependence to use all of these layers; for 
instance, SaaS can be provided running on con-
ventional platforms.

These Cloud Services can be deployed directly 
by consuming businesses, or to support a Busi-
ness Process as a service offering, running on 
top.

EXAMPLES OF ESTABLISHED BPAAS AND 
SAAS OFFERINGS INCLUDE 

 Salary processing, where all the complexities 
are delegated to a company which specialises 
in the knowledge and expertise required.

 Web-based conferencing: Microsoft LiveMeet-
ing, Genesys, etc.

 Sales and customer management: Salesforce.
com.

 Office suites: Google Docs, Office 365, Zoho, 
etc.

 Email: Google Gmail, Microsoft Hotmail, etc.
 Collaboration and document sharing: IBM Lo-

tusLive, Jive, Microsoft SharePoint.

These layers can be combined, as illustrated fur-
ther above, so that you have a business orches-
tration level, running on systems and services 
orchestrated at the SaaS and/or PaaS levels, pos-
sibly distributed inter-cloud, with the whole stack 
being managed by an automated operations 
level, itself running on the IaaS layer.

2.4.2	 Cloud	deployment	models
There is a spectrum of levels of privacy in the 
cloud world, from fully dedicated to fully shared. 
See Appendix B for more details.

An emerging variation of these models is that of 
Community Clouds: a bounded environment is 
created to support a number of organisations in 
a particular field of activity or market sector, such 
as government, healthcare or finance, with built-
in provision for the specific compliances and se-
curity measures they require.

The categories can also be combined to form 
hybrid environments where multiple systems 
are needed to be supported with differing char-
acteristics: they can be interconnected and even 
share data in a controlled manner between them.

BPaaS

Cloud Services provide an ideal means of supporting Business Process as a Service, a logi-
cal extension or complement of Business Process Outsourcing, providing specialist business 
functionality to any organisation.

SaaS

There is a wide range of SaaS offerings, which provide access to a multi-tenant application, 
usually via a thin client or a web browser. It is essentially the same as the well-established 
concept of Application Service Providers (ASP’s).

PaaS

Platform is provided to allow people to build and deploy applications, usually but not always 
to run on top of IaaS and deliver a SaaS service. They are generally used at two stages of the 
lifecycle: to develop or enhance an application in the first place, and then to provide a suit-
able run-time environment once it is built, what used to be called “middleware”.

IaaS

IaaS involves the provision of the basic hardware and associated systems software: process-
ing, storage and network access to and between them. It is made useable as a service by 
providing a portal for control and internet access.

Traditional
infrastructure

Traditional
infrastructure

services

Dedicated
Cloud

Cloud environment
implemented 
for only one 

customer,
reusing standard

cloud architecture
and experience

Cloud based
processing & storage

Physical servers are
assigned to one 

customer a a time

By default connected
through a customer-

dedicated 
connection

Share multi-
customer cloud 

environment

By default connected
through an internet

connection

Private
Cloud

Shared
Cloud

Greater resource sharing and increased agility

Increased use of dedicated resources
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2.5		How	Cloud	Computing	is	delivered
Cloud computing as a delivered service is essentially the next generation of utility computing, which 
has been providing processing and storage on an “on demand” basis for many years. The big players 
in this game build their infrastructure on an industrial scale: there are often stories in the IT press as 
to how many hundreds of millions of dollars they are investing, or how many thousands of servers 
they are hosting. That scale, combined with very rigorous standardisation, of hardware, software and 
of their operational processes, gives them the economies of scale that they need. 

The above diagram illustrates IaaS, PaaS and SaaS:

 In the centre is one or more data centres, holding a large number of “stateless” servers, ready to 
run whatever software is installed on them, and “stateful” storage, which will retain whatever data is 
written to it for as long as the customer requires. 

 This environment is effectively a utility computing environment, and is the basis for Infrastructure 
as a Service. In addition to that are portal access, to allow a commissioning user to access and man-
age it, and optional internet access, to allow it to be used by anyone, anywhere;

 On the left is the commissioning and paying customer, who may either have an on-going account 
with the infrastructure owner, or the ability to pay with a credit card. This person is using Platform 
as a Service firstly to develop new application capabilities and then to support the results;

 On the right are the end users, who are using Software as a Service. They may or may not pay the 
commissioning user for this, depending on the business model. The environment in the middle 
scales up or down, depending on their level of activity: this can be manual or automatic, which has 
implications as to whether the commissioning user expects the level of the bill which they eventu-
ally receive.

2.6		Cloud	market	offerings
Cloud services and computing are becoming available now because of the confluence of a number 
of developments:

 There is an increased market acceptance of such forms of delivery: making it someone else’s prob-
lem as to how infrastructural services get delivered to support your business;

 It is acceptable, and secure, to deliver services over the internet, possibly using a Virtual Private 
Network (VPN), rather than only via a private Wide Area Network (WAN) connection;

 For businesses, the market need is grow-
ing: they have a continuous struggle to keep 
up with the technology and are increasingly 
finding that they have restrictions on capital 
spending and investment;

 Technical capabilities are maturing: the hard-
ware and software are becoming reliable and 
flexible enough to be able to deliver such a 
service at an economical cost, for instance 
with the maturing of virtualization.

There are a range of cloud offerings on the mar-
ket, including:  

 primarily consumer software and/or storage 
provided as a service, such as Flickr for storing 
photographs and Gmail for email; 

 commercial software (SaaS) provision, such as 
Salesforce.com;

 professional/business infrastructure provision, 
such as Amazon Web Services, requiring quite 
a high level of technical competence to devel-
op for and use.

Players on the market range from the big, such 
as Amazon, Salesforce, Google and Microsoft, to 
relatively-small specialist utility providers, and in-
clude software and hardware vendors as well as 
telecommunications providers. The computing 
environments so used are highly-standardised, 
rather than being built to order as in traditional IT. 

One of the advantages of using such a service 
is that, in contrast to traditional built-to-order 
environments, lifecycle management (LCM) is 
built in: the supplier will be constantly refreshing 
their infrastructure with the latest hardware and 
systems software; it is like standing on a moving 
escalator. The possible concern, though, is that 
your own Change Management processes are 
not involved; they will make changes as they see 
fit and you run the risk that they will “break” any 
application dependencies on particular software 
levels you may have. 

There remain concerns with some of these serv-
ices as to whether service levels can be given 
and relied on, as well as aspects such as security 
and compliance. There are therefore doubts as 
to how ready these services yet are for anyone 
to use for normal business purposes, especially 
to “bet their business on”. But for some specific 
purposes they may be perfectly adequate or 
even ideal. 

PROCESSING CAPACITY

Scalable, shared, on-demand
computing, storage, bandwidth

Commissioning User Target User

STORAGE CAPACITY

Develop and load
software
Format/populate
database
Set up www URL
Start application

Capacity scales up
as usage increases
and down again
when it ceases

Develop and load
software
Format/populate
database
Set up www URL
Start application

Log on to website
Use application
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A well-structured and –implemented configura-
tion and asset database (CMDB) is required, al-
lowing highly-automated workload planning and 
placement, tracking who is using what, what is 
available, billing needed, etc. That also allows pre-
dictive planning and the development of a “spot 
market”, matching temporarily-unused capaci-
ties with suitable demands.

2.8		Cloud	transience
The potential no-show of a sub-service you de-
pend on has fundamental implications for how 
any overall, end-to-end service is architected. Es-
pecially in a hybrid or multi-cloud environment, it 
can no longer be assumed that applications are 
running in a steady state, where all components 
are always there and always available. 

In a cloud environment, services have to be as-
sembled to be robust, and be able to provide 
a service without some components, and ac-
commodate alternatives when a related service 
disappears: is it a temporary problem? or has 
someone simply discontinued providing it? are 
there alternatives? and what does that mean for 
dependent services to real paying customers?

Techniques such as multiple paths, load balanc-
ers, RAID disks and virtualisation mean that the 
system can “work around” failing components.

2.9		Cloud	data	centres
Enormous data centres are often used to de-
scribe one of the characteristics of the Cloud 
Computing environment, although they are not 
a consistent indicator. There are periodic IT press 
stories about Google or Microsoft building their 
next warehouse-scale data centre somewhere, 
and people presume that you must also be do-
ing so if you are providing cloud services. It is 
true that cloud data centres do tend to be large, 
but then so do many enterprise and collocation 
data centres these days

Data centres were originally built as “empty 
shells” and the IT equipment deployed within 
them per unit: installing a system in its own sup-
plied boxes and connecting it, via specially–laid 
cables, to power and any network. In second-
generation data centres, systems were deployed 
in standardised 19” racks, and sometimes pur-
chased pre-deployed and installed that way. In 
third-generation data centres, the IT equipment 
is supplied by the vendors already installed in 
racks within pre-configured shipping containers, 

There is an emerging role for a “cloud broker7”, 
who can combine access to the range of tech-
nologies required with a human interface in 
front of them. Services can be combined and 
fine-tuned to a customer’s needs, without under-
mining the economies of scale provided by the 
standard services underneath.

2.7		Cloud	and	services
Cloud is often described as delivering every-
thing as a service, but “services” is a concept that 
means different things to different people. If you 
are a software architect, as described later, it is 
probably bound up in SOA or a similar concept, 
and means the functionality that your (part of 
the) application provides to others.

If you are at the managed operations end of the 
business, actually delivering the industrial-scale 
computing required for these environments, it 
refers to something very different: it means do-
ing things so that a system – meaning a com-
bination of application, servers, storage and 
networks – does what it should and remains 
available to whoever is using it. And it comes 
with an architecture all of its own, classically in-
volving processes, organisation structures and 
tooling, as defined in concepts such as ITIL and 
implemented in a highly-automated way, but also 
including service descriptions, with definitions of 
service levels, pricing and costing models, gov-
ernance and more.

Until recently, this end of the business has been 
fairly static and fairly well-hidden. Contracts were 
put in place for services, but no-one referred to 
those contracts unless the system failed which, 
with modern techniques and professionalised 
methods, was a rare occurrence.

But then along comes cloud and the concept 
of “anything as a Service” (XaaS). Most people in 
IT get excited about the X bit of this: what new 
technology can they supply people? How can 
they install their application on someone’s cloud, 
open it up to the world and make their fortune? 

What they also need to understand is the other 
half of that phrase: what supplying anything “as 
a Service” actually means. It does mean apply-
ing techniques as described above, but cloud 
also brings changes to the operational models 
to cope with the transient needs of a shifting 
customer base. That means other processes are 
required, such as those for capacity planning and 
to manage utilisation risk. 

which just need to be connected to power, cool-
ing and network. The latest step is to deploy the 
power and cooling systems for the whole data 
centre themselves also in shipping containers, 
so that the centre again goes back to being an 
empty shell. 

As regards the data centre buildings, they are 
built on a very big scale: thousands of m2 and 
MW of power. All of the cloud vendors seem to 
be adopting a very modular approach, with the 
IT infrastructure housed within shipping contain-
ers. In its 4th-generation data centre, Microsoft 
even houses all of the power and cooling com-
ponents in containers: the data centre is wholly 
outdoors and consists basically of an area of 
concrete with some cabling, onto which the con-
tainers are placed and from which different con-
figurations can be assembled.

Because of their scale and the level of internal 
control over their service delivery, the largest 
cloud providers tend to be at the leading edge 
of data centre design. That applies to the IT infra-
structure within the centre as well as the centre 
itself. Google, for instance, designs its own fairly 
bespoke servers, rather than buying any of the 
vendors’ standard offerings; they are unique, for 
instance, in including a battery-powered UPS in 
every server, rather than doing so at a more con-
ventional data centre level. 

There is currently an “arms race” to build and 
supply the most energy-efficient or “green” data 
centre, with suppliers announcing ever-lower 
PUE8 figures. 

But that does not mean that they are the only or-
ganisations which can adopt these approaches: 
smaller suppliers or even large end-customers 
can build their own clouds for internal use. Al-
though not achieving the economies of scale 
(which tend to cut in above around 1,000 m2 of 
space and 1.0 MW of power), they can do so with 
specific compensating advantages, such as in-
cluding specific compliance and audit ability, and 
a more visible change control.

7 Cloud Broker - A new Business Model Paradigm, Forrester Research, Ref 57809, August-September 2011
8 Power Usage Effectiveness (PUE) is a measure of the efficiency of a data centre. It is the ratio of how much power is used overall compared to how much power is delivered to the housed IT equipment. Low numbers 

are good, and a figure of 1.0, while impossible, would be ideal: see http://www.thegreengrid.org/ 
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3. Business benefits 
and risks
Cloud is seen as opening up the possibility of 
businesses and other organisations getting 
into whole new markets that they could nev-
er address before. They can quickly assemble 
cloud services around their sore competence 
to redefine their offerings. 

A good example is real estate agents, whose 
business has been transformed by being able 
to offer geographical, social and financial infor-
mation, and provide instant and easy access 
to any potential customer from wherever they 
are, whenever they want. House purchasers no 
longer have to wait for the post and then travel 
around looking for likely houses in a new area.

The relevance of cloud to a business varies, de-
pending which layer of the cloud concept we are 
discussing.

3.1	Business	collaboration
At the highest level, cloud in general permits all 
sorts of flexibility and collaboration in ways of 
working that would not otherwise be possible.  
That collaboration may be enabled by business-
es using Cloud Services which were originally in-
tended for consumers. Indeed, that tends to hap-
pen anyway, as the more IT-savvy employees use 
those consumer facilities within a work context, 
whether known to management or not. 

This adoption process can also be used to permit 
easy collaboration with external partners, where 
an extranet can be developed and deployed us-
ing external cloud services, at little if any capital 
cost: all parties to a closed community simply 
commission a number of seats from an external 
cloud provider, supplying virtual desktops, email 
and/or shared storage, and create and share 
documents as is required. It can be used for the 
duration of the project, and then be decommis-
sioned when the requirement ceases, again with-
out significant penalty. 

Against these possibilities, traditional IT service 
provision is increasingly seen as being too inflex-
ible, too complex and too expensive: IT needs to 
follow the increasing pace of business dynamics 
and IT financial lifecycles need to get in sync with 
that reality. The inflexibility of old applications 
becomes the limiting factor, as IT infrastructure 
is seen as becoming a commodity that through 
cloud is becoming significantly easier to acquire 
and use at lower costs. 

That said, when computing is a pervasive utility, 
shared beyond the boundaries of any one or-

ganisation, it will be very difficult to use it as an 
innovative force in itself; it will become a “hygiene 
factor”. Rather, the emphasis will shift to the de-
mand side of the equation, where people will 
need to think more openly and widely about the 
uses to which these technologies and services 
can be put, and how they can enable new forms 
of collaboration and dissemination.

There is one other opportunity for normal (i.e. 
non-IT) businesses that arises in this environ-
ment: that of themselves becoming a service 
provider, possibly in collaboration. This can arise 
where they have a capability which they have 
developed for their own use but is generically 
useful; they could offer it as a service to others, 
including to their competitors. An historic prece-
dent exists in the SABRE system, originally set up 
for American Airlines but subsequently opened 
up to much wider use, and a profit-making enter-
prise in its own right.

Indeed, this is how Amazon got into the cloud 
business: they had a massively-scalable infra-
structure for their own purposes and realised 
that they could profit from opening it up to oth-
ers.

3.1.1		Cloud	and	entrepreneurial	
behaviour
Cloud may allow managers to act in a more en-
trepreneurial manner without fear of risking their 
careers to do so. When a new opportunity or 
development appears, they do not have to com-
mit large investments in order to start a pilot or 
proof of concept, and thus have less to write off 
if it fails. 

Rather, they can quickly start something up, with 
very limited investments needed, try it out and 
scale it up if it takes off or close it down again if it 
does not prove beneficial. Such decisions do not 
feel so much like gambling with one’s career as 
they might have in the past. 

3.1.2		Cloud	and	greener	IT
Cloud provides one route for businesses to be-
come greener: to use less energy in their use of 
IT. And that is not just because someone else is 
running the equipment but because, as previ-
ously described, they are doing so inherently 
more efficiently. 

Each user only uses what they need and when 
they are finished the equipment can be assigned 
to someone else. Cloud, and in particular the 
level of virtualisation, breaks the previous model 
of each server being dedicated to a single ap-
plication, and thus usually grossly under-utilised, 
and the application being responsible for the 
consumption of far more energy than is needed. 

Rather:

 Applications can be virtualised and share re-
sources so as to be spread across fewer serv-
ers;

 Because their periods of peak load are unlikely 
to coincide, lower capacity overall needs to be 
provided;

 If the environment is well managed, unused 
equipment can be switched off during periods 
of low overall activity, or offered at a lower spot 
rate;

 Due to their high levels of knowledge and 
economies of scale, cloud providers tend to 
run very efficient data centres (i.e. with a low 
PUE), thus compounding the saving by con-
suming less energy to house the servers.  

3.1.3		Lower,	fixed	or	variable	costs
Previously a “total cost of ownership” (TCO) could 
be calculated, but that changes in cloud because 
the ownership, and its associated utilisation risk, 
changes: the user pays a cost of usage, while the 
supplier provides the ownership. Unit costs may 
even increase, but they are then costs for what is 
actually used rather than, as before, for owning 
all the capacity that might ever be needed.
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Cost reductions from moving to Cloud sound 
attractive, and for a cloud environment that 
goes along with a move towards variable, as op-
posed to fixed, costs. For most businesses, that 
is acceptable or even desirable: their bill goes 
up along with any up-turn in business, and vice 
versa. 

But some organisations, such as national or lo-
cal government agencies, typically work with 
fixed budgets: they have fixed expenditure for 
a period, and cannot go back and ask for more 
money on a month-by-month basis just because 
they are busier. A move towards pay-as-you-go 
services on demand may therefore be a prob-
lem, rather than an opportunity, for them.

3.2		Preparing	the	condi-
tions
The need for the general preparing of conditions 
arises because many businesses anyway need to 
reduce the complexity of their applications and 
infrastructure. That complexity is a result of the 
tailor-made approach used in the past that now 
holds back future development and increases 
operational costs. This demands well-considered 
and balanced standardization of IT application 
and infrastructure components – standardiza-
tion where it does not hurt business value.

The traditional tailor-made or built-to-order deliv-
ery model involved determining a business’ re-
quirements, selecting or building an application 
to encompass them, and then commissioning 
first a test and then an operational environment 
in which to house that application.

That traditional model required a traditional “de-
sign, offer, project-based build” approach to deliv-
ering new IT infrastructure capacity, or to chang-
ing, upgrading, or renewing capacity. This often 
resulted in a 6-12 week delivery time. Enhanced 
flexibility reduces this delivery time dramatically, 
meaning to less than a day, or even less than one 
hour; an “assemble from stock” model, where caf-
eteria-style price lists replace customer-specific 
design, costing and negotiations, so that delivery 
processes can be optimized for speed of deliv-
ery.

This is further enabled through infrastructure 
virtualization, allowing applications to migrate 
across infrastructure capacity elements with 
minimum impact. The supplier simply has to 
have spare capacity of the right type and size 
available waiting for a customer to ask for it.

So, by contrast, in the solutions architecture proc-
ess in a cloud environment, the “matching” starts 
at the other side of the equation: determining 
whether there is a pre-defined and pre-existing 
environment which matches the requirements 
closely enough to be useable. This match be-
comes more and more likely as standard compo-
nents and environments are deployed. Because 
there is no building, or even tailoring, to be done, 
the environment can be supplied much quicker 
“off the shelf”. But that, in turn, may require a 
cultural and organisational change on the part 
of the using business to allow this newer way of 
working.

An issue that arises whenever multiple environ-
ments are being used, and even more so in this 
cross-platform and inter-cloud context, is that of 
data management. You will need to ensure that 
you have a coherent data model, so that the 
same field means the same thing in all contexts, 
and also understand which is the master ver-
sion: is the master customer record the one in 
Salesforce.com or the one in your internal ERP 
system? Data may need to be converted and 
“cleaned up” to get it into a cloud application, 
and a means found of keeping it synchronised 
thereafter. 

3.3		Business	risks	and	con-
cerns
To most IT and business managers in user com-
panies, cloud is one more thing to worry about: 
they are being pressed to obtain the perceived 
benefits while still being expected to run a tight 
and well-regulated ship. To compound that pres-
sure, there are real risks involved in adopting 
cloud, which need to be considered and under-
stood.

Gartner has described Cloud as “the new out-
sourcing”9, but that means that it brings both the 
potential benefits and concerns that come with 
outsourcing, and more.

Risk management is a key element of any serv-
ice supply, but one that may be overlooked: how 
do you know if your supply is secure and can 
you guarantee continuity? That applies both in 
terms of shorter-term service availability and 
longer-term business continuity. Can you be sure 
of the integrity of your data, and that it will be 
protected from access by others? Also, that you 
will have access to it throughout your required 
hours of business? That may be harder to deter-
mine in this environment, as so much of the sup-

ply happens “beneath the surface”. Nevertheless, 
you are likely to need to adhere to some sort of 
compliance, depending on the country and busi-
ness sector you are in, and auditing may prove 
difficult. These concerns need managing not 
only in any one environment, but across and be-
tween environments if a hybrid situation is used. 

Those risk areas involved include:

 Dependence on service levels which are ei-
ther not committed or not even provided;

 Relying on the internet as a transport mecha-
nism, whether directly or indirectly via hidden 
dependencies;

 There is the potential for a very high level of 
inter-dependency, with suppliers building 
services which invoke other supplier’s serv-
ices, which in turn ... We have seen the effect 
of these sorts of complex and unrecognised 
interdependencies in the financial world, with 
the potential for knock-on effects and a mas-
sive “shake out” if crucial components fail;

 Exposure to issues regarding compliance with 
data protection legislation;

 One of the primary rules for handling business 
critical data is to know where it is, which may 
be difficult or impossible in a cloud environ-
ment.

Cloud can introduce exposures to natural risks 
on a global scale, unbeknown to the business op-
erator: what if operations are off-shored to India 
and the help desk somewhere else? You may be 
effected by some natural event without expect-
ing to be so and, due to the nature of the inter-
dependencies identified above, such exposures 
can evolve over a period of time without your 
being aware of it.

One of the key attributes of cloud is supposed 
to be location-independence: you have no idea 
where your data actually is. But with strict con-
trols over personal and other sensitive data, 
which still vary per country within the EU, that 
may matter: the data may need to remain, and 
be proved to remain,  within a particular jurisdic-
tion.

The American Patriot Act10 gives various US gov-
ernment agencies the right to access data held 
by any American company (including Amazon, 
Google and Microsoft) anywhere in the world. 
Even if they establish cloud data centres in Eu-
rope, that data is not immune to access. 

Partly to overcome these issues, various organi-
sations, using the project name Helix Nebula and 

9 Cloud Computing, The Next Generation of Outsourcing, Gartner Research, G00207255, 1 November 2010
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under the aegis of the EC, are trying to establish 
a large-scale European cloud capability and serv-
ice offerings.

Having identified and (possibly implicitly) ac-
cepted some level of risks, consideration needs 
to be given to possible mitigations. Identifying it 
as a low risk may not be enough: it is all very well 
identifying that some risk is only likely to occur 
once in every few thousand years, but if it hap-
pens on your shift you will still need to be pre-
pared to address it.  

3.3.1		Governance
To quote an early report on Cloud from Gartner 
Research, “there is no such thing as cloud gov-
ernance11”. There are a number of significant 
changes on both the demand and supply side of 
the services model.

DEMAND SIDE CHANGES
Unless done well, cloud could be the advent of 
complete anarchy within any organisation. 

Potentially, unless things are well-managed and 
–controlled, this development represents a re-
run of the almost anarchic days of distributed 
computing, a decade or more ago. Then, fed up 
with the constraints of centralised service deliv-
ery, managers went out and bought their own 
systems, housed them in the corner of the office 
and installed their own packaged applications on 
top of them. That gave them the flexibility they 
wanted, but at the cost of corporate complexity, 
a reduction in service quality and an eventual es-
calation of overall costs. At least, in those days, 
there were some controls because of the level of 
capital investment required. 

In cloud, where services are delivered as a run-
ning cost, that constraint does not apply; all that 
is needed is access to a “free” service or a valid 
credit card, and anyone can copy any data they 
have available out into the cloud and/or to start 
running their business applications there. In-
deed, to many end users “the system” is defined 
by their own interface: what they see on their PC 
or phone screen, so they may have no idea of 
the dangers of copying corporate data to such 
an environment.

Then there is a need to decide which supplier(s) 
you are going to use and which you are able to 
trust. That process may be difficult given that the 
normal demand/supply business controls are 
not available. Firstly, there is a need to develop 

a general awareness of what services are out 
there. Requirements have to be determined, a 
selection process held and a working short-list 
maintained. 

Some sort of contract is likely to be required, if 
only so that the supplier can be confident that 
you will pay your bills. An authorisation structure 
is likely to be required for access to the commis-
sioning systems, whether via a portal or API, to 
embody that demand-side governance and who 
is entitled to order what. 

Although, as described elsewhere, it is very un-
likely that bespoke service level agreements will 
be offered, whatever levels are supplied may 
need to be monitored, if only to find problems 
before they find you. 

Cost monitoring and management is highly rec-
ommended: although unit prices may seem low, 
if there is no constraint on spending and people 
start up new services and just leave them run-
ning, bills will soon mount up. Costs may be 
charged for items (e.g. network traffic, IOPS12) 
which were previously bundled into a total fig-
ure, and when a user had no idea how much 
or many of them they use. The charges that do 
occur need to be ascribable to the person or de-
partment incurring them, and preferably to the 
business process they support.

The skills to understand and manage these 
things are bound to be in short supply: it is 
much less about pure operational and technical 
knowledge, and much more about service man-
agement and integration, all of which needs to 
be done in spite of having very few real control 
mechanisms over your suppliers. So, in this case, 
the demand side needs to move up the value 
chain too.

MANAGING THE SUPPLY SIDE
As so much more happens behind the scenes, it 
is very difficult to exercise control over your sup-
plier by “shadowing” their activities. Whilst you 
may be learning to cope with having third parties 
involved, is the business ready to manage a situ-
ation where they may unknowingly be depend-
ing on fourth or even fifth parties?

Previously, regular meetings could be held with 
known suppliers where you asked difficult ques-
tions about operational problems and planned 
changes; they are probably no longer available 
and you have very limited influence anyway.

The management of service levels moves up-
wards: 

 previously there was some chance of manag-
ing inputs: reaction time to incidents, swiftness 
to respond to queries, etc. Most of those are 
no longer relevant, especially with automated 
provisioning;

 outputs, such as performance and availability, 
become more important, as is anyway the 
trend, assuming that you have some way of 
measuring them. Even then, though, without 
any sort of guarantees, those measurements 
may not help;

 the highest level, to which such services 
should aspire anyway, is that of outcomes, 
such as end-user satisfaction, total cost of us-
age, etc.

 
The problem with this development is that ap-
plying the controls to ensure that service levels 
are met may become harder, due to the lack of 
direct control.

Your suppliers themselves may not be sympa-
thetic to your requests and requirements be-
cause they are having to struggle with potential-
ly-conflicting requirements: 

 Can they keep their environment standard 
enough, including between diverse uses and 
over a period of time, that they derive the 
economies of scale they need?

 How can they manage and improve the (auto-
mated) processes so as to improve efficiency?

 Meanwhile, how can they ensure that they are 
and remain “trustable”?  

3.3.2		Suitability	of	Cloud	Services
This cloud development does not mean that the 
whole world of IT service delivery will change 
overnight: it will take longer to mature than is 
predicted, but because of compounding devel-
opments the change will eventually be more pro-
found than expected. 

For that change to happen, some barriers have 
to be overcome:

 Service levels are as yet unproven, may not 
be guaranteed, and there is low, if any, recom-
pense for loss of service;

 There is a risk of losing access to applications 
or backups, especially with smaller providers, 
as some of them may go out of business13; 

10 The title of the act is a ten letter acronym (USA PATRIOT) that stands for: Uniting (and) Strengthening America (by) Providing Appropriate Tools Required (to) Intercept (and) Obstruct Terrorism Act of 2001.
11 What’s Between You and the Cloud?, Gartner Research, G00163985, January 2009
12 Input/Output Operations per Second, meaning traffic between the systems and storage, and which may further be sub-divided into read and write operations
13 The best-known case is probably that of “The Linkup”, a service with 20,000 subscribers which went off the air at short notice after it experienced problems with its storage environment, including loss of customer 

data
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 Reliable identity management, authentication 
and access control is imperative, and encryp-
tion is preferable, but there are no real stand-
ards for cloud security; 

 The end supplier and their location is often 
unknown, and there may be no audit trail, so it 
may be difficult to prove adherence to compli-
ance regulations and national data protection 
laws;

 There are potential software licensing issues, 
especially if moving proprietary packages into 
a cloud environment, which is one reason why 
most cloud providers rely heavily of Open 
Source software; 

 It will be very complicated to fit cloud services 
into a pre-existing corporate IT architecture, 
just as it was with packaged applications. 

3.3.3		Avoiding	Vendor	lock-in
There is seen by some to be a danger that, with 
the advent of large-scale cloud, computing will 
fall into the hands of a few mega-vendors, such 
as Amazon, Microsoft and Google. Indeed, it is 
assumed that those vendors would each like to 
take a controlling slice of the market. 

There are many reasons why you may not want 
to be tied to one particular vendor, for any prod-
uct or service:

 You may want to pick and choose between 
best components, and mix and match the re-
sults;

 You may be in a better negotiating position if 
you are seen to have a choice;

 The vendor may steer in an unacceptable di-
rection, or just become stagnant;

 They may even go out of business, or get tak-
en over.

Going back through history, there was little con-
cern about vendor lock-in (“no-one ever got fired 
for buying IBM”), but that concern arose and de-
veloped “upwards” in the stack of technologies 
used in IT. 

It arose first at the hardware infrastructure and 
operating system level, where other platforms 
were pitched as alternatives to mainframes, and 
plug-compatible vendors supplied functionally-
equivalent hardware to run the same operating 
system.

Eventually operating systems emerged and ma-
tured that were able to run on a variety of hard-
ware, e.g. Windows running on hardware from 
Dell, HP, IBM or others, built with Intel or AMD 
chips. Open Source alternatives such as Linux 
then also arose, to provide an alternative operat-
ing system.

Above that level, at the applications platform 
environment, there are a number of alternatives 
with varying degrees of proprietary nature: e.g. 
.NET from Microsoft and lots of flavours of Java 
from others. And, for applications themselves, 
there are questions as to how much a business 
is willing to be tied to a particular ISV, such as 
SAP or Oracle.

Similar concerns now arise regarding cloud, re-
garding both the environment provided and the 
feasibility of migrating out to another cloud. Most 
cloud providers provide the industry-standard, 
open source LAMP applications stack (Linux, 
Apache, MySQL and Perl/PHP), but a number 
(most notably Microsoft themselves) also pro-
vide Windows.

Regarding migrations, concerns arise both at the 
feasibility of obtaining access to data in a useable 
format and then the cost of getting it transport-
ed, especially outwards. Google maintains within 
its ranks an organisation called the Data Libera-
tion Front14, which aims to ensure that the data it 
holds can always be made available, whether just 
to be backed up or for migration. Other suppliers, 
such as Amazon, charge a significant premium 
for data transport, and it costs more to transport 
data outwards than inwards.

As occurred in the past at other levels of IT, there 
is a perpetual balance involved here: suppliers 
want to give the appearance of being open to co-
existence and migration, while wanting to con-
vince customers to stay with them by providing 
“stickiness” through their own extra added-value 
features or simply making it too difficult to leave.

In the past, a number of interested parties 
formed an organisation which created a docu-
ment called the Open Cloud Manifesto15, which 
aimed to ensure that cloud are useable in an 
openly-interchangeable manner. There is also 
an Open Cloud Consortium16, mostly from aca-
demic and research organisations, with similar 

aims. Perhaps in the longer term an alliance 
between the American NIST organisation and 
their European Union equivalents could lead to 
some open standards being both defined and 
mandated. 

More recently, the Open Data Centre Alliance17  
has been formed, which despite its name, is 
actually a cloud user group, and is trying to es-
tablish some common standards and protocols 
for cloud services. It was founded by, and largely 
oriented around, some big cloud customers, but 
it is in the nature of these things that the results 
are likely to trickle down to all cloud users over 
time. Atos is an active member of both the Serv-
ices and Regulation Working Groups, and is also 
contributing to the development of some “meta-
frameworks” to integrate all of the deliverables.

Intellectual property issues may arise if you 
choose to store your data in a cloud service, es-
pecially more informal data in a social network 
context, such as photographs on Flickr or Face-
book. The issue arises not just because the serv-
ice provider may or may not claim rights over 
your contents, but also that others may choose 
to abuse it: there are stories of newspaper edi-
tors who want pictures of spectacular snowdrifts 
to illustrate stories about winter weather simply 
finding some on Flickr and using them, without 
payment or even attribution. 

Concerns of privacy and trust can arise when 
you use a cloud provider, especially at the Cloud 
Culture level. Facebook are often causing con-
sternation by changing their privacy settings 
as, to a lesser extent, have LinkedIn. Prior to the 
more recent advent of Google+, Google created a 
service called Google Buzz, as an equivalent and 
rival to services such as Facebook. They gave it a 
kick start by setting up all pre-existing Gmail ac-
counts as Buzz user profiles, but that then meant 
that any one user could see with whom else their 
own contacts were in contact, raising all sorts of 
issues of confidentiality. This is not just a social 
concern: because Google effectively disclosed 
userids (being Gmail addresses), all that was pro-
tecting a user’s confidential data was a password, 
which might have been guessed or obtained by 
social engineering.  

14 http://www.dataliberation.org/
15  http://www.opencloudmanifesto.org/
16 http://opencloudconsortium.org/
17 http://www.opendatacenteralliance.org/
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4. How to get to cloud

4.1		Possible	roadmaps
Because it involves such a major change in how businesses make use of IT, there is no one 
single track that can be followed to move to a cloud environment. Rather, a number of activi-
ties need to take place in parallel and, probably, each of them iteratively. It may be wise both 
to “test and try” to build practical experience, while at the same time laying the ground for a 
gradual migration of all systems in the direction of these services.

4.2		The	effect	on	and	influence	of	an	applications	portfolio
As is pointed out by many analysts, the organisation will not suddenly awake into a “brave new world”, 
and the simplistic view of all applications running in the cloud will not come into being overnight. 
Rather, at least for a period, the reality will involve having one more platform on which to run, adding 
extra complexity due to the need to coexist with the others. 

A business needs to decide whether and how to approach developing or moving application func-
tionality to a cloud environment. There is a wide range of options, many of which are not mutually 
exclusive, including:

 at a business functional level: simply start or switch over to using the functionality that is provided 
by a cloud-based service, such as using Salesforce.com for CRM;

 buy the cloud version of a packaged application, or its equivalent, from a software vendor; 
 obtain access to the same functionality from an existing multi-tenant source: this is most likely to be 

possible where the software vendors themselves offer a SaaS version;
 for your own applications, re-write them, possibly using a PaaS service to do so;
 simply transfer a running application across onto an IaaS service.

Hybrid variations are possible, such as using Salesforce.com but building extensions to it using the 
Force.com PaaS platform.

Most Cloud discussions, particularly those around the use of SaaS, only address the classic “star” ap-
proach, of a central system being accessed by end users, whether using a PC or some other smart 
device. But increasingly applications form part of a complex chain or mesh, in which they may be 
invoked by another application, rather than directly by people. This may still be person-driven, in 
some sort of “mash-up” arrangement, or it can simply happen with no direct human intervention at 
all, where one application invokes functionality from another.

Indeed, there are some who claim that in the fu-
ture the volume of people-oriented traffic on the 
internet will be swamped by the volumes of de-
vice- or application-oriented traffic.

ARCHITECTURAL APPROACHES
Most business applications these days were writ-
ten or have been converted to a Service Orient-
ed Architecture (SOA) approach: SAP, Oracle, etc. 
This is primarily about reducing complexity by 
standardisation of interfaces and contract-based 
collaboration. In this architecture, an application 
exposes services to the outside world, which are 
invoked using the given protocols (WSDL, UDDI, 
SOAP). Functionality can be knitted together 
using these applications, and they can even be 
invoked in the form of “mash-ups”. New function-
ality can be arranged by orchestrating calls to 
existing services.

By contrast to SOA, web protocols use an archi-
tecture called Representational State Transfer (or 
REST). This allows for fairly simple calls between 
systems, with each request carrying with it all the 
information needed to complete it. It embodies 
the concept of clients and servers: the first re-
sponsible for the user interface and the latter for 
safeguarding the data.  

From a perspective of standardisation, it is im-
portant to be selective in adding different cloud 
providers into your application portfolio; every 
cloud has its own ways of management and 
cloud integration is not yet standardised. On 
contract-based collaboration, one can reuse the 
standards that emerged with SOA; using web 
services for integration between external cloud 
and internal IT systems. These can be the more 
classical SOA-based web services, while REST-
based services are gaining momentum.

Whatever style is used, a more defensive pro-
gramming approach may be advisable. The 
availability of any one service which may be 
invoked is not guaranteed, especially if they are 
delivered by another organisation from some-
where in a cloud. Applications will increase their 
own availability if they are able to allow for such 
failures and cope with disconnected sub-servic-
es, or even connect to a similar, substitute serv-
ice should the first one fail.
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4.3		Which	systems	to	start	with?
One of the first issues to arise is to determine which, if any, of a business’ systems are suitable for trans-
ferring to a cloud, possibly as a pilot or just proof of concept. There are a number of approaches to 
such a selection, one of which is the pragmatic selection of the first new application that comes along.

There are some applications and their data which are core to a business, and which it is unlikely will 
be chosen as first candidates. Others are not so critical, or not so inter-linked with other systems, and 
so make themselves likely candidates.

Something of a more sophisticated selection is proposed by some, such as illustrated by the attached 
quadrant. Domains are identified, and for each an assessment is made of the relative ease of transfer-
ring it to the cloud and the benefits from doing so. Note that a truly scientific evaluation is not really 
always necessary: an approximate rating is good enough to form the basis of discussions with all 
involved.

Candidate domains illustrated in this approach fit with the concept of “edge effects”, which states that 
the way a company behaves is nowadays determined much less by how the core of the business is 
managed, but how it behaves in its interfaces with the outside world. These interfaces are the com-
ponents which need to be more agile, and which are more suitable for a cloud approach, as per the 
previous mention of extranets. 

Likely candidates to be early adopters of cloud can be identified, such as:

 Audio-, video- and web-conferencing;
 Development, test and training environments;
 Standard corporate desktops;
 Data warehousing;
 Archiving;
 Business continuity and disaster recovery environments.

It is no coincidence that this list closely resem-
bles the previous list of services that were first 
available as cloud services. Some of these are 
described more fully below.  

4.3.1		Test	and	Development
One obvious place to start using cloud is for 
the development and testing of new applica-
tions. It represents an easy entry point into such 
services, partly because it is relatively low risk, 
not being as immediately business-critical as 
other services. It provides a technology-driven, 
bottom-up approach and offers a means for de-
velopers to familiarise themselves with the cloud 
environment, in which they can go on to develop 
and deploy new applications.  

Likely first customers include groups which are 
internal to the service provider, such as those us-
ing PaaS to develop SaaS services, and well as 
external users who need a modern, flexible de-
velopment and test environment.

It could be combined with the advent of more 
formalised and structured test regimes, such as 
those which manage regression testing for new 
versions of existing applications.

The technology for this environment is not dif-
ficult to provide, but work is needed on the “as a 
Service” aspects, e.g.:

 The Demand/Supply model: who are the cus-
tomers, who are the suppliers?

 What is the Service Description and what serv-
ice levels can be committed?

 Service management aspects such as costing 
and pricing, capacity planning, investments, 
etc.

Just because it is a less formal environment than 
Production does not mean that it does not need 
to be well managed.

4.3.2		Virtual	desktops
The provision of virtual desktops or workplaces 
is another likely candidate for early use. With the 
advent of user-provided access points (“bring 
your own” phones or notebooks) it is difficult to 
provide a corporate-standard desktop environ-
ment unless it can be separated from that provi-
sion and managed in its own right.
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 One way to do this is to provide a “thin client”-like access from those devices to a corporate desktop, 
which runs virtualised within the internal or external cloud. This has many other advantages, such as 
more professional data management, protection and backup being possible: the corporate data need 
never actually leave the data centre.

4.4		Supplier	services	in	cloud	migration	and	support
To do such a migration, there are a range of services which can be brought to bear at different points 
in the business’ system lifecycle, as shown in the following diagram.

Those services range from an initial workshop, to start exchanging some ideas about how cloud 
could fit in, to real transition and transformation activities, to taking an active role in running the results.

4.4.1		Supplier	services	to	help	get	started	
The business may not even really know or recognise what its “present mode of operation” (PMO) is; 
they will certainly find it difficult, and probably impossible, to determine an intended “future mode of 
operation” (FMO), especially as it will be a moving target. So they will need to find a way of moving in 
the right general direction, conscious that they are likely to need to fine-tune their plans, or completely 
replace them, as they proceed. 

4.4.2		Ongoing	service	provider	role
The real added value in a modern, complex service delivery portfolio as described, where the base 
components are becoming commodities, comes from the integration and aggregation services 
which are needed, and the overall management of the result. The complexity is increased because, as 
was previously attributed to Gartner, “there is no such thing as cloud governance”, although the reality 
is that it is different rather than absent. This is partly, in the managing of the supply side, because there 
are no longer fixed, long-term contracts with contractual service level commitments.

In a modern, complex, multi-supplier environment, it is likely that some form of partner ecosystem, or 
even consortium, will be needed to provide all of the evolving facilities and service required. 

Issues also arise in coordinating the demand side, 
because it may be difficult to detect, let alone 
stop, spontaneous use from anywhere within 
the user company. There is an urgent need for 
someone to take the role for the orchestration of 
the alliance of various players and their services. 

That orchestration needs to encompass both the 
technical capability to get the systems to “talk to 
each other”, but also the ability to get the result-
ant environment to deliver seamless, end-to-end 
service levels, and provide a single point of con-
tact, including for change management, prob-
lem solving, billing and reporting. 

And that role will probably have to be undertak-
en using authority (being good to go to) rather 
than power (using compulsion), given the limited 
governance controls over external cloud provid-
ers.

There may well be a need for service and system 
navigation and guidance: helping customers find 
and make the most value from their systems and 
data. The provision of a business support desk, 
handling the “how can I …?” questions, much like 
the previous Information Centres when PC’s first 
appeared on the scene. That includes being fa-
miliar with the usage and cost profiles of the vari-
ous external cloud services.

Services and their delivery need to be:

 Visible: to allow customers to see their status 
and level of usage at all times: otherwise, how 
would they know whether they were paying 
for the ongoing provision of a service which 
no-one is actually using?

 Managed, as far as that is possible: to allow 
confidence in their delivery; e.g. what happens 
to the whole service if one sub-service fails?

 Secure: to allow them to be trusted with com-
pany data. Degrees of trust are needed and 
can be established: from low: e.g. for public 
search facilities, through storage and email, 
to high: e.g. for business-to-business connec-
tivity. Safeguards and precautions need to be 
taken: what happens to proprietary data in the 
cloud when it is finished with? Encryption can 
be used, but when is the data decrypted and 
where are the keys held?

 Auditable: to ensure compliance to whatever 
regime applies within that business.
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Data management and integrity, as described 
elsewhere, are a key aspect of managing a multi-
platform and multi-supply environment: knowing 
where the master of any data item is held and 
ensuring its backup and synchronisation.

Identity management, authentication, authoriza-
tion and access control are particular concerns 
in this environment: can you use the same iden-
tity on external clouds as on internal systems 
without introducing a potential security breach? 
There are current developments which aim for 
secure inter-cloud single sign-on18, but they are 
not yet able to deliver that ideal. Authorisation in-
cludes designation as to who is entitled to com-
mission how much of which services.

4.5		Cloud	infrastructure	as	
a	first	step
When looking at how cloud works, we see racks 
full of stateless servers, ready to run whatever 
application is loaded onto them, and of stateful 
storage, ready to retain whatever data is loaded 
onto them. In essence, the infrastructure which 
supports Cloud Computing is a Utility Comput-
ing environment. 

Utility infrastructure usually meets four of the 
five recognised criteria to qualify as cloud: it may 
only not have previously been directly exposed 
to internet access. it is the services added on top 
and how they are made available and accessed 
that turns it into cloud.

The supply of IT infrastructure is moving over 
from a tangible, built-to-order, box-based service 
to one that is virtualised and evolving, and it has 
to do so following a well-controlled and incre-
mental process. While so much is unknown and 
variable, how can we plan to get there and how 
will we know when we are actually there?

An analogy can be drawn to the “peace process” 
used in some trouble-torn parts of the world. 
Whilst most of us think of peace as a state of 
being, in that context a mapped process can be 
used to persuade all involved to progress down 
an uncertain path. Some steps in this path may 
not actually be clearly defined until they are well 
down the path, but importantly by following a set 
path they leave a “trail” behind them and can feel 
that they are making progress together because 
they can see the tangible steps that they have 
trodden on the way.  

One answer to this puzzle is thus to create a planned and visible path towards a utility-based comput-
ing environment: a path that is likely to encompass change on the part of the customer, the various 
suppliers, and in the relationships between them. 

That is the subject of the flow chart below, which depicts such a path as described for one particular 
customer. It needs to be interpreted in each case, but provides a set of ingredients and sample recipe 
that can be used to determine such a progression in whatever circumstances pertain to the particular 
customer. 

It will be seen that outsourcing is depicted as one of the possible steps on the road to utility and cloud. 
Its applicability depends on the starting status of the customer. Its main intention is to ensure that 
all resources are in the right organization and suitably motivated to avoid the so-called “Turkeys and 
Christmas” syndrome when moving to an environment which disconnects services from the boxes 
used to deliver them. 

A first starting point is for a user company to have a clear map of their current landscape, including 
all interfaces and dependencies. That may exist in a CMDB, but it is unlikely to be well-standardised 
or complete. They may be able to do this themselves or may need to invoke specialists, who have 
special tools for the job and can take a detached view.

A customer could go through this process in a single sweep for their whole IT environment, but 
such a managed service environment is often innately cautious and even conservative. It may be 
better to start with an identifiable sub-set of the environment for which these services are already 
well-understood, such as test and development or storage. Storage on demand is by now a mature 
service offering and offers the opportunity for customers to deploy the utility concept in a staged and 
controlled manner, becoming familiar with the processes and gaining experience before moving on 
to a full-scale deployment across the whole operational environment.

4.5.1		One	possible	path	to	prepare	conditions	towards	a	cloud	environment
The following represents an overview of a roadmap which was determined in order to move one 
(complex, multi-national) customer’s IT environment towards a standardised, utility-style delivery 
model, well-positioned to adopt cloud-based services.

 1. Select standards: choose which platforms (vendor, models, OS), applications environment, system 
management tools, etc., are to form the basis of future services. Determine future standards for 
each applications systems domain (e.g. SAP, email).

2. Transfer supply-side personnel within the businesses into a supplier to overcome the “Turkeys 
and Christmas” syndrome.

3. Organise a single, structured service delivery architecture, based on a standard catalogue of serv-
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18 See the Cloud Security Alliance (CSA) at http://www.cloudsecurityalliance.org/
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ices, including common processes, service 
descriptions and levels, tooling, etc.

4. Consider an offshore component, which 
could be significant for mature services and 
is dependent on the systems’ lifecycles. This 
needs to be carefully combined with stand-
ards and possible subsequent automation.

5. Share facilities wherever they are not busi-
ness-specific. Consolidate data centres into 
a common twin-centre structure, which may 
itself provide services to lower-Tier centres. 
Use common, virtualised DC-LAN and stor-
age facilities, on an “on demand” basis, with 
centralised backup and recovery facilities. 
Networked storage (e.g. using SAN) allows 
more efficient utilisation and the implemen-
tation of different classes of service.

6. Determine a structure between the cus-
tomer’s businesses which coordinates their 
Demand functions, allowing maintenance of 
requirements for ongoing services, and at-
tuned to a complementary Supply structure. 
Use governance to reduce the diversity of 
perceived business needs, adopting compa-
ny-wide release management processes for 
common components.

7. Reduce the diversity of functionally-dupli-
cate applications environments and run 
them in fewer, shared system platforms. 
Concentrate on standard Wintel and Lintel 
(Windows or Linux on Intel or AMD systems) 
environments. Use virtualisation facilities to 
allow the utilisation for suitable applications 
to be increased. This provides standard inter-
faces, and reduces the number of systems 
and thus some operations, hardware and 
software costs.

8. Run the resulting centres as fully-automated, 
“lights out” centres, with the services to de-
liver them being similarly automated. Use 
provisioning software to manage the envi-
ronment on a utility-like basis, which can al-
low re-purposing of IT resources driven by 
business needs. Improve the support ratio 
from the current typical 1/15-30, depending 
on complexity, towards 1/50-60 or more, so 
halving relevant costs. Combining doubled 
utilisation with doubled support ratios gives 
a compound benefit on current costs for 
those elements. 

9. Put in a simple, “managed operations on 
demand” based service level and contract 
structure, based on the agreed catalogue of 
services, charged on a simple “P x Q” basis, 
which allows transparency so that business-
es can determine which of the rationalised 

service levels is appropriate for each of their 
systems.

10. Manage the management of data to reflect 
the business value of the information it con-
tains. Ensure that it is known where the mas-
ter data is maintained and what authorised 
copies exist, and that everything is secure 
and compliant.

11. Deliver both storage and processing from a 
coherent utility environment, supplied and 
owned by fewer preferred platform vendors.    

12. Constantly adjust pricing levels of the stand-
ard catalogue of services to reflect efficiency 
improvements; that way “rogue”, non-stand-
ard environments will become increasingly 
harder to justify.

Note: There are, according to the purists, 18 dif-
ferent forms of consolidation, but for the sake 
of understanding we have used the three major 
groupings: logical, physical and rational.

This is an iterative path, which can encompass 
an increasing scope as services are rolled out 
and can become more ambitious as the matu-
rity of the delivery organisation increases. All of 
these Instruments are themselves well-under-
stood and repeatable activities from suppliers. 
It is their intelligent combination and the visible 
progress along the path which provides the real 
progress towards the stated goals. 

4.5.2		An	alternative	path:	applica-
tion	domain	selection
As per the previous description of determining 
and deploying pilot applications to go to cloud, 
that approach can actually take place in parallel. 
A single or a few initial domains could be “fast-
tracked” through the above process, while it 
takes place at a more measured pace for the rest 
of the environment

Here the process would include:

 identify suitable target applications or services 
in the current landscape, including their need-
ed interfaces;

 identify and address the governance and risk 
issues; 

 build a business case;
 build a new service level management (SLM) 

capability to handle the new delivery model; 

 architect the change in the business applica-
tion landscape;

 develop new forms of availability/continuity/
contingency management processes to han-
dle the new delivery model; 

 implement an acceptance environment in the 
cloud context, to test usability;

 migrate the live environment, possibly per 
group of users;

 ensure that the knowledge gained is captured 
for use elsewhere.
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5. Further development

Looking backwards, cycles can be seen in how computing has been deployed and used.

The IT services market is very fast-moving at the moment; cloud is one of the developments that 
signals a major change, and it is a fast-moving field. It would be foolhardy to make firm predictions 
about other future developments, but some general trends can be identified.

One of the reasons that it is difficult to predict future outcomes is that there are compound effects: 
no one development happens on its own, but rather it happens alongside other developments, with 
each enabling and enhancing the other. In that respect, such a broad set of developments can be 
thought of as an evolution, rather than development. The criteria for evolution, applying to both 
genes and memes, are reproduction with variation, and the survival of the fittest. Just as in nature, if 
any one development or event leaves a “gap”, something will come along to fulfil and benefit from it. 
Indeed, it has been seriously suggested that the internet is itself an evolving brain19.

The next cycle or wave of developments includes some related trends which will have a compound 
effect on cloud in general, cloud computing specifically, and their speed of growth: the “internet of 
things”, consumerisation and “big data”.

The internet of things is the idea that all devices are connected, without human intervention: the 
example quoted is usually the “internet-connected fridge”. That is complemented by the use of tech-
nologies such as RFID and sensors in a supply chain. Further, it includes smart metering, and the idea 
that building controls, including those for lighting and heating, are all connected.

Not only static objects are involved: most modern cars are digitally instrumented and some are al-
ready internet-connected; advanced truck manufacturers are delivering the “connected truck”; and 
they run on roads which are themselves increasingly instrumented. You can already track a parcel 
delivery via a fairly static internet site; soon you will be able to watch its progress in real time.

Consumerisation is already well progressed: 
people have not just a smart phone but tablets, 
TV’s, stereo systems and home cinemas which 
are internet-connected, both consuming and 
potentially generating a lot of data. When they 
require more functionality, the users expect to 
be able to find and collect it from an “Apps Store” 
for themselves.

This, in turn, puts pressure on IT systems to 
be “always available”, and accessible from any-
where, pushing it towards cloud adoption.

Add to that source the data created in vast quan-
tities and speed on social media, plus that gener-
ated by other transactions, such as retail buying 
patterns as tracked by loyalty cards.

All these sources contribute to the creation of 
“big data”, enormous quantities of mainly un-
structured data, as opposed to the traditional 
structured data used in IT. It can be augmented 
by sources such as those produced on an or-
ganisation’s own social media, web searches and 
the like. Some of this may already exist within an 
organisation’s own data storage, but not be  fully 
exploited, or it may be captured externally, and 
the organisation may not itself ever host it.

From these quantities of data, information can 
potentially be mined which is of enormous value 
to the relevant organisation. Some problems 
may need to be overcome, such as the data not 
being ligned to the customer database or CRM 
system, and the data not being standardised in 
format or normalised.

These opportunities create the need not only 
for large amounts of storage, but also large 
amounts of processing to find the hidden gems. 
The good news is that there are known meth-
ods of accessing such large data farms (such 
as Hadoop), and much of the activity can take 
place, using standard infrastructure, as an out-of-
hours, background activity.

There is a general trend away from businesses 
expecting bespoke, built-to-order environments, 
driven by their identified requirements, and to-
wards their accepting or even welcoming more 
standard services and components. User com-
panies no longer want to invent their own solu-
tions, but to benefit from others’ best practices, 
especially for the less company-specific compo-
nents. 
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This does not yet extend to the development of 
any real standards for this environment, but that 
could happen if a large enough group of users, 
the European Community for instance, could 
determine some standards for services which 
it would deploy. That might also resolve a lot of 
the issues regarding cross-country deployments, 
and the legal and compliance issues which arise. 
As described elsewhere, these developments 
have already started but have not yet delivered 
their results.

The is already an increasing use of “mash-ups”, 
where support for a business process or offering 
is assembled from a chain of mainly pre-existing 
components, inside and outside their own IT en-
vironment. 

We can expect the move upwards in the value 
or food chain to continue, as suppliers no longer 
want to just host or support lower levels, but sup-
port or even take over all of the components 
needed to support a business process, or even 
outsource the business process as a whole. 

In order to fulfil the desires for standard com-
modity-like services while still seeking to protect 
their margins, most providers are moving up the 
food chain: they are trying to deliver fewer lower-
level, commodity services, and instead deliver 
the higher-level, added value services. An obvi-
ous example would be the networking market, 
where it is now difficult to buy the copper-wire 
level services that used to exist, as all the suppli-
ers would rather sell a managed IP network as 
a service. 

This applies within other service areas, and those 
who previously provided applications software 
are now starting to step up to providing “Process 
as a Service”, where not just one application is 
provided but all of the functionality needed end-
to-end to manage a business process. And the 
next step beyond that is for the provider to sub-
stitute or take over any needed staff, and offer 
complete business process outsourcing (BPO). 
This is very often done “out of the cloud”, thus 
delivered via the network, and using cloud facili-
ties underneath to provide the flexible scalability 
required.
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6. References for further
reading
Throughout this document, footnotes have 
indicated some useful sources for back-
ground information.  In addition, there are 
other documents by this author and others 
which can complement this document. 

DATA CENTRES IN THE EARLY 21ST CENTURY

A White Paper on Data Centres, also by the same 
author, also gives more depth on the housing of 
these environments, including their environmen-
tal effects. 

CLOUD ORCHESTRATION: A REAL BUSINESS 
NEED

A White Paper by members of the Atos Scientific 
Community describing research done to dem-
onstrate the connection of cross-cloud applica-
tions to other applications.

A successor document on a Cloud Message Bro-
ker is in production.
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Appendix A
Sourcing models

There are a spectrum of sourcing models which user companies can adopt, each with their own characteristics, some of which are shown in the 
following table:

Model Facilities Management Outsourcing Utility-Based Computing SaaS/Cloud

Description Assets retained by client, man-
aged by vendor, on- or off-site

Assets transferred to vendor 
and managed, on- or off-site

Common utility infrastructure 
used to deliver virtualised 
service components: servers 
and storage

Vendor provides service 
“down the wire” using own 
staff and software; fully 
virtualised

Degree of 
customer-
specific service

MediumAs-is or built to order, 
with strong change manage-
ment influence

Lower, still built-to-order, but 
using standards for saving 
and predictability, limited 
change influence

Low, components defined as 
per supplier’s standards, com-
bined to fulfil customer order

Lowest Standard out-of-
the-box services, including 
version management

Infrastructure 
ownership

Retained but managed by 
service supplier

Transferred to supplier, 
consolidated, “on demand” 
possible

Supplier’s own, or supplied as 
back-end “wholesale” utility by 
hardware vendor(s)

Supplier’s own generic infra-
structure

Skills available Specific usage may be agreed Usually a largely “anony-
mous” service, may be 
largely off-shored

As per Outsourcing or SaaS Not usually provided

Speed to invoke Non-standard, so  negotiation 
necessary

Standard services likely to be 
available

Fast, standard infrastructure 
services available “on tap”

Fastest, but only for standard 
services

Business risk Partial offloading; some invest-
ment still needed

Contractual offloading, from 
investment to revenues

Ownership risk transfers to 
supplier or vendor(s); risk of 
supplier failure

Much reduced; to variable 
costs, but still risk of supplier 
failure
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Appendix B
Spectrum of Private and Public Clouds

There are a number of inter-linked criteria 
which classify whether the provision and use 
of cloud environments are intended as pri-
vate or public.

The criteria include:

 Scale: the bigger an environment is, the more 
economies of scale accrue (to an extent);

 Sharing: the more an environment is shared, 
at some level, the larger scale it can be and 
the more efficiently it can be deployed. That 
sharing can take place at a number of levels – 
from physical infrastructure up to multi-tenant 
applications – and any dedication can vary 
over periods of time – from minutes to system 
lifecycles of years;

 Multi-tenancy: goes with Sharing, indicating 
that a number of customers, businesses or 
just end-users, make use of the same resourc-
es. Typically the term is used at the system 
level, where multiple operating system images 
can be housed in the same virtualised system 
environment, or regarding applications, where 
multiple logical business environments can be 
run within the same set of running code;    

 Costs: the more standardised and larger an 
environment is, the lower the unit costs are 
likely to be;

 Flexibility: usually described in terms of scal-
ability – the ability to obtain more resources – 
and elasticity – the ability to hand them back 
when no longer required; these processes can 
be by self-service and/or automation. That flex-
ibility is in terms of speed, because standard 
systems can be delivered much faster, and 
quantity rather than quality, though, as the en-

vironments are highly standardised;
 Self-service and automation: the ability to 

obtain resources and facilities without other 
human intervention and, by implication, do-
ing so quickly and reliably. The ultimate form 
of this is managing a complete environment 
using Applications Programming Interfaces 
(API’s);

 Security: technology allows differing work-
loads from different users to be kept apart 
from each other, but the degree of confidence 
in that depends to some degree on the level of 
sharing. The ultimate reassurance comes from 
having a completely private environment, but 
at a trade-off against cost and flexibility; 

 Location: some early definitions of cloud talk 
in terms of services being entirely location-
independent – you would not even know on 
which continent the systems you used were 
housed – but that has become rapidly con-
strained as issues such as data protection laws 
and compliance, which may require data be 
housed in particular locations, came into play. 
Wherever it is housed, tt can still be accessed 
from anywhere, via the internet, though;

 Ownership: some businesses – particularly 
the ones with ready access to finance – feel 
more comfortable owning the assets they 
use, whereas others would prefer a supplier to 
make the necessary investments, so that they 
can simply pay as an operating expense;

 Granularity: applies to both scale and time, 
or both use and payment: at the one extreme, 
do you need to obtain access to complete sys-
tems for months? Or at the other, can you use 
part of a shared environment for only a few 
moments?   

In general terms, these criteria encompass tra-
ditional, dedicated systems at one extreme, and 
purely-open and shared clouds at the other. 
There is the potential for the supply of all sorts of 
variations between these two extremes, and for 
the use of hybrid environments, where different, 
interacting components are housed in different 
environments.

Determining to make use of a composite envi-
ronment within such a spectrum necessitates ac-
cepting compromises: e.g. that a service model 
will be deployed that is “good enough” because 
it is available and inexpensive; or that, to ensure 
high security, you are willing to pay a higher cost. 

There is a general expectation that systems 
will migrate over a period of time, from private-
dedicated towards public-shared environments, 
but the selection of which systems migrate and 
over what timescales will vary per business. The 
criteria for such migrations are, in general, how 
suitable the environments are to the relevant 
workload (or vice versa) and how confident the 
business is in the service provision. The eternal 
pressure to reduce unnecessary costs will drive 
this general migration forwards.

Cloud Private, closed Supplier Utility Infrastructure 
Services

Shared hosts Shared images

Main 
characteristics

Own racks of systems 
within own data centre

Own racks of systems 
within common data 
centre environment

Own network con-
tainer within common 
landscape

Assigned real and 
virtual hosts within 
common landscape

Virtual images, within 
shared real hosts 

Services Customer specific and 
dedicated

Customer specific and 
dedicated

Generic UIS-based 
services

Test and Development 
as a Service

Cloud Computing as a 
Service

Price Premium Reasonable Competitive Commodity Lowest commodity

Degree of 
standardisation

Tailored to customer 
requirements: e.g. OS 
or level

Tailored to customer 
requirements: e.g. OS 
or level

Severe sub-set of 
standards

Completely standard-
ised

Completely standard-
ised

Speed of 
commitment

Several months to 
deploy; two days for 
new image

Three months to de-
ploy; two days for new 
image

Six weeks to establish 
provision; two days for 
new image

Two days for new host Twenty minutes to an 
hours for new image

System owner Customer Customer Supplier Supplier Supplier

Data centre Customer Supplier Supplier Supplier Supplier



Shaping the Cloud - Why and how you should  develop a cloud strategy now 23

Appendix C
The implementation of Utility Computing and Cloud within an  
Outsourcing Relationship 

Outsourcing is by now a well-established 
method of commissioning and providing 
services, whereas cloud and even utility 
computing are much newer and much-mis-
understood concepts. Is there a relationship 
between them, or should there be? 

This section will examine both concepts. It is the 
author’s view that they are complementary con-
cepts, which when combined well can provide 
significant added value. All of the ideas and con-
cepts suggested here are themselves well-un-
derstood and repeatable activities available from 
good suppliers. But, it is their intelligent combi-
nation which provides the real progress towards 
the desired goal and this is where companies 
such as Atos can offer a competitive advantage. 

It should be appreciated that if as a business you 
are reluctant to outsource your IT provision then 
you are probably not ready to use cloud services 
either; it is, in effect, a step beyond outsourcing.

The reasons for adopting utility computing are 
by now mostly quite well understood: it improves 
flexibility, allows “pay for use” services, and can 
increase responsiveness to business change. If 
well engineered and implemented, it can also 
improve service availability.

But a less well understood benefit is that it allows 
a reduction in complexity, which is increasingly 
a predominant factor within any sizeable IT en-
vironment. It does this by both simplifying the 
services provided and also by reducing the vari-

ations in the infrastructure employed to deliver 
them.

So why outsource to provide a utility environ-
ment? Well it allows the supply model to change 
so that the customer no longer owns the “box-
es”, it allows the application of a level of supply 
process maturity that most end user companies 
struggle to achieve, and finally it ensures a critical 
mass of infrastructure without which the utility 
model cannot really work.

IT TODAY – LESS VISIBLE, MORE CRITICAL?
There are various people, notably Nicholas Carr20, 
who claim that IT “does not matter”, as it is be-
coming a commodity. Others, such as Wiell and 
Broadbent21, say that a well-structured infrastruc-

ture can make a significant contribu-
tion to the flexibility and responsive-
ness of a business. They may both 
be right, of course, if we come to 
view such an IT infrastructure as a 
“hygiene factor”22, something neces-
sary to do business, and one that 
needs to be right, but nothing to get 
too excited about.

Major steps forward within IT have 
been prompted by the develop-
ment of so-called “killer apps” - new 
capabilities that depended on the 
provision of certain facilities, such as 
the PC or the Internet. Such devel-
opments are cumulative, and most 
new applications nowadays pre-
sume a certain amount of infrastruc-
ture already exists. So developments 
within the back-end infrastructure 
that supports those systems are 

now more about efficiency than effectiveness: 
reducing cost and increasing quality of service, 
rather than the introduction of new “must have” 
technologies. 

Indeed, to many, the infrastructure itself is becom-
ing quite boring and routine to some. Whereas in 
the past there was concern as to whether you 
could buy a machine big enough for some ap-
plications, nowadays there is more concern as to 
whether you can buy a machine small enough, 
or risk gross under-utilisation. And the reliability 
of the components has improved to such a de-
gree that it is not mean time to failure (MTBF) 
that is the problem in meeting service levels but, 
due to the complexity and unfamiliarity with 
fault resolution, mean time to recover (MTTR) if 

something ever does go seriously wrong. So the 
emphasis must change from the complex repair 
of failing components to their rapid replacement 
should such a failure occur. And this, in turn, al-
lows the adoption of less expensive and more 
“commodity” components. But beware that most 
IT problems are still caused by human failure, so 
having cheaply-replaceable IT components does 
not imply that you can afford to have cheaply-
replaceable staff, too.

UNPACKING THE BOXES, FREEING THE SERV-
ICE
So, how can utility, and outsourcing as a means 
of supplying it, help address these issues? Why 
change the supply model? The essential motiva-
tion is to disentangle the services used from the 
boxes used to supply them. This allows custom-
ers to use variable environments and amounts 
of them, as dictated by their business needs and 
without the need for capital investments to do 
so. That also frees the usage of systems from be-
ing tied to the depreciation cycles of the boxes.

On the supply side, the change is from one that 
has essentially been “design, purchase and build 
to order” to one of “assemble from stock”. To do 
so, new service capabilities have to be devel-
oped, such as (re )provisioning, metering and 
usage-based billing. 

Providing such services can add a new dimen-
sion of availability to the services provided. When 
a failure does occur or an upgrade is needed, 
the service provider need never actually do any 
work on the customer’s running systems: rather 
the system is “swapped out” and the application 
continues while any work is done offline. This il-
lustrates one of the advantages of moving from 
a traditional static to a dynamic IT infrastructure, 
where resources can be rapidly deployed and re-
deployed as the business requires.  

Within a utility-based service, there is a change 
in the supply model, away from the provision of 
boxes to the supply of services. The supply of the 
hardware itself is pushed down the supply chain 
towards the vendor. Although a relatively new 
concept within IT, this is a much-better under-
stood concept within other businesses, such as 
manufacturing, where vendor-managed inven-
tory is a well-understood concept. But, again, a 
certain volume of predictable take-up and supply 
is needed to make this work for all involved.
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20 IT Doesn’t Matter, Nicholas G. Carr, Harvard Business Review, June 2003
21 Leveraging the New Infrastructure, Peter Weill and Marianne Broadbent, Harvard Business School Press, ISBN 0-87584-830-3, 1998
22 The Motivation to Work, Frederick Herzberg, Wiley and Sons, ISBN 0-47137-390-7, 1959
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One technological development that underpins all of these enhancements is that of virtualisation: 
a much-used and abused term, which means many things in many contexts. See panel. This has 
gradually evolved and emerged, and the ability to do so is now of the “industrial strength” needed 
for the delivery of commercial services to be based upon it. It has the benefit of reducing complexity, 
because there is a standard, e.g. “virtual machine”, interface. 

Virtualisation is the creation of a logical abstraction of the physical environment. It involves the de-
coupling of an interface, so that different and variable resources can be used “beneath the surface”.  
It can make many appear as one, or one appear as many.

Virtualisation can be applied to a myriad of resources, examples of which include:

 Services: de-coupling what is used from the infrastructure used to provide it;
 Applications: use web services so that multiple customers can make use of a process;
 Servers: run multiple applications on the same box, whether in the same or using multiple oper-

ating systems;
 Storage: allow data to be stored across a range of physical storage devices;
 Workplace: provide a virtual desktop, accessed from a remote device;
 Networks: both WAN and LAN: run different services over the same cables.

 
Virtualization can be made to work across an increasingly heterogeneous range of devices, so 
that devices of different types can be combined and replaced. Capacity can be managed and 
workloads re-assigned “on the fly”. Virtualisation drives increased utilisation of these resources.

Along with virtualisation goes consolidation: the combination of various workloads within fewer, and 
more heavily utilised, environments. That depends on virtualisation providing some sort of “encap-
sulation”: keeping applications apart from one another and preventing cross-application interference.  

These developments may cause extra concerns within a managed IT services environment. A sim-
pler applications environment is provided at the potential cost of complexity in managing the levels 
beneath. Such an operational environment is essentially conservative, indeed it is supposed to be so. 
There is an in-bred aversion to changing too much all at once. You should never introduce a single 
point of failure and should always have a back-out plan. And a strictly-enforced change control proc-
ess should manage everything that moves.
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Appendix D
Cloud Services from Atos

Cloud, cloud services and cloud computing 
are all a fundamental part of Atos’ business 
strategy, and not only because they are “hot” 
at the moment. They are crucial because 
they represent part of the trend away from 
the previous, static “build to order” delivery 
model towards a much more dynamic “as-
semble from stock” model. Gartner have stat-
ed that “Cloud is the new outsourcing” , and 
as a major outsourcing provider it is essential 
that Atos have the full range of services and 
capabilities required.

Cloud	Engagement	Process
Due to the range and scale of its capabilities, Atos 
is able to provide services to customers over the 
full lifecycle of their requirements:

Consult - Atos will provide clients with all the 
necessary consultancy capability to evaluate 
their cloud computing requirements:

 Cloud Awareness Seminars, which, depending 
on location, may involve a visit to an Executive 
Briefing Centre to see things in action

 Cloud Readiness Assessment
 Application Assessment
 Infrastructure Assessment
 Workplace Assessment 
 Security Assessment
 Business case and TCO development
 Technical design services
 ‘Try before you buy’ services

 
Transform - Atos will provide clients with the 
skills to design, assemble and deploy the client’s 
end-to-end cloud environment, consisting of 
both Atos and third-party clouds:

 Business Process Integration 
 Business Change - people
 Cloud Transition/Transformation
 Cloud orchestration planning
 Application review and transformation
 Application development/integration
 Infrastructure consolidation and virtualisation
 Identity management integration
 Software licensing optimisation
 Cloud customer pilot

Operate - Atos provides clients with truly secure 
managed cloud services, spanning traditional 
and cloud infrastructures, using a range of de-
ployment models (private, community, public or 
hybrid cloud):

 Cloud orchestration and brokerage
 Wide cloud portfolio of SaaS based offerings
 Account and Service Management
 Capacity and availability management
 Cloud Security services
 Service level management
 Consolidated charging and billing
 Business continuity
 Portal and service catalogue

	
Our	Cloud	Vision
Atos’ cloud infrastructure powers our customers, 
offering business value by brokering and orches-
trating complex IT landscapes in a common, se-
cure, industrialized solution.

Whilst Atos will deliver a full portfolio of servic-
es, customers will always want the capability to 
choose other services from other suppliers, or 
provide some of the services themselves, and 
have those integrated into a coherent set of func-
tions to support their business.

Building	blocks	of	Atos’	
cloud	strategy
The by-now “classic” stack of IaaS, PaaS and SaaS 
only provide part of what is required. There are 
many other added-value elements that are re-
quired to fulfil real business operational needs.

Benefits and differentiators from Atos cloud serv-
ices include:

 Be the single point of contact for the customer 
integrating complex environments (including 
solutions of other providers);

 Enable the way in to (and out of) the Cloud;
 Ensure compliance to rules and regulations 

(generic and in addition for specific industries);
 Verticalise the Cloud offerings (e.g. IaaS for a 

specific industry);
 Combine business values for a specific indus-

try in a “community“ approach;
 Apply our security expertise, as developed 

and proven in our Olympic Games environ-
ment, as a service;

 Optimize TCO for the customer by introducing 
an optimized Global/Local delivery approach;

 Provide a standardized cloud architecture, rep-
licated around the globe on a hub-and-satellite 
basis, to maximize performance and cost ef-
ficiency for the customer;

 Deliver a highly-automated environment (e.g. 
using Run Book Automation), to ensure agility 
and responsiveness.

Community clouds can be provided for, and with, 
specific markets in specific geographies: e.g. NL 
finance, UK Public. 

Partners include other software vendors and 
service providers: e.g. Microsoft Office 365, Goog-
le Apps. We will not compete directly against 
mainstream public cloud providers, e.g. Google, 
Amazon, because they provide what is essen-
tially a commodity service, and we will not beat 
them on price/volumes. Rather, we have and 
will form strategic cloud partnerships with such 
providers, with many of whom we already have 
formal agreements.

We will remain focused on our key markets, 
where we can compete the most effectively by 
leveraging our deep industry and business ex-
pertise.

Cloud	Services	portfolio
To allow a dynamic blend of services to be com-
posed and orchestrated to fulfil varying custom-
er needs, a number of services are being devel-
oped, using the established skills and capabilities 
that exist across the whole of the company:

 Cloud advisory services
 Business and technology consulting serv-

ices, from business case, cloud strategy defi-
nition and change management, through to 
security, infrastructure assessment, applica-
tions portfolio review and deployment sup-
port;

 Cloud services brokerage
 Design, build and operation of cloud aggre-

gation, integration and enrichment services, 
linking cloud service consuming customers 
to multiple cloud service providers, enabling 
support for business processes extending 
across multiple internal or external clouds;

 BPaaS services
 Provision of business process outsourc-

ing using BPaaS, leveraging internal SaaS 
services and an ecosystem of surrounding 
partner cloud services to support the end-
to-end business process;

 SaaS services
 Design, build and operation of high-value 

SaaS services addressing particular niche 
requirements not catered for by main-
stream public SaaS services, including ena-
blement for co-innovation with customers 
or partners;

 Transforming and then operating full multi-
tenant SaaS applications created by re-en-
gineering traditional applications, including 
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enablement for partnership models to resell 
client or ISV software to other customers;

 Configuration, hosting, and ongoing mainte-
nance of internal or 3rd party SaaS services;

 Design, build, and integration of package-
based or bespoke hybrid solutions for a 
specific customer, comprising traditional 
and cloud elements;

 PaaS services
 Design, build and operation of differenti-

ated PaaS services, based on standard pro-
prietary or open source platforms such as 
Azure or Cloud Foundry, but providing func-
tionality or service levels not catered for by 
mainstream public PaaS;

 Migrating existing traditional middleware 
services to PaaS;

 Providing cloud-based test and develop-
ment services including infrastructure and 
tooling;

 IaaS services
 Design, build and operation of differentiated 

IaaS services (including virtual desktops) 
providing functionality or service levels 
not catered for by mainstream public IaaS, 
and including particularly the IaaS services 
needed to support the other higher-level 
cloud services described above;

 Providing a range of services across the 
spectrum of deployment models, from fully-
dedicated and private to fully-shared and 
public, to meet the differing needs of differ-
ent sectors and customers; 

 Migrating existing traditional server and 
desktop infrastructure to IaaS.

	
Sustainability
Atos has built its cloud services in a way which is 
oriented around maximizing their sustainability 
and minimizing their carbon impact:

 As well as maximizing the efficiency of our 
existing data centres, we have taken steps to 
offset any remaining emissions, thus ensuring 
the carbon-neutrality of our services;

 We are investing in even more efficient data 
centres and, for instance, have recently an-
nounced a new data centre achieving world-
class energy efficiency.

Atos’	core	benefits
We are different because we: 

 Are not a hardware and software vendor, so 
we are able to choose best of breed, rather 
than force the use of one technology or pro-
prietary standard;

 Are security and compliance experts (Olym-
pics and Siemens), and security is no.1 priority 
for cloud clients;

 Have EU strength with international reach, in-
cluding a global data center footprint; some 
clients don’t want a US provider because of 
issues such as the Patriot Act;

 Provide an end to end consult, transform, 
operate proposition; most clients need more 
than one service;

 Have industrialised systems and processes 
globally to deliver services as efficiently as 
possible;

 Have a wealth of expertise in managing the 
co-existence of legacy, traditional and cloud 
environments, combined with the ability to 
migrate between those environments as ap-
propriate for any customer’s business needs; 

 Have a strong cloud transformation experi-
ence: clients need to move fast in and out of 
the cloud;

 Have a strong partner ecosystem, to rapidly 
source and deploy cloud services;

 Have deep market expertise and strong cus-
tomer intimacy.

 
Examples of the types of cloud services which 
suppliers such as Atos expect to provide:

 IaaS, as Cloud Infrastructure Services: server 
and storage on demand, used in its own right, 
and to underpin other services, including sup-
port of applications environments;

 Transaction services, such as HTTS payment 
services from Atos Worldline;

 Cloud-based Test and Development Services: 
the provision of quickly-commissioned and –
relinquished environments for developers and 
those undertaking acceptance testing, which 
may be supplied as part of a complete Test 
and Acceptance Management service prod-
uct;

 SAP Flexible Hosting, based on SAP Adaptive 
Computing: the provision of variably-provi-
sioned environments for running an estab-
lished SAP environment;

 Oracle Grid as a Service: the provision of an 
available and scalable Oracle environment;

 Atos in a Box23: SaaS-like services, providing 
desktops, email, Office, etc. to small and medi-
um-sized businesses in a simple, on-demand 
basis; 

 Other SaaS offerings: multi-tenant applications 
delivered as a service, where requiring more 
than simply running a traditional application 
on an IaaS platform. Examples include the 
Ufida ERP environment.

 
This list is being extended and enhanced all the 
time. 

Alongside our own cloud offerings, service pro-
viders such as Atos can also offer cloud services 
from partners: for instance, to develop applica-
tions for customers using Google Apps or run-
ning on Amazon Web Services, and as one of the 
few resellers for the Microsoft Office 365 services.

23 See http://www.atosinabox.com/
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