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Abstract: Autonomous algorithms based on reinforcement learning (RL) have become a
critical part of modern warfare. They make complex systems more responsive and
efficient, and they are exceedingly applied in many DOD areas, such as cyber security,
military logistics and transport, remote battlefield healthcare, unmanned missions for
intelligence, surveillance, and reconnaissance, combat simulation and training and many
more. However, autonomous algorithms presently lack the ability of producing meaningful
explanations of their behavior. This can lead to unexpected outcomes with possibly
disastrous consequences. In this paper we outline an explainable reinforcement learning
(XRL) solution, HIVE-ASB, which can produce deep causal explanations of actions and
outcomes produced by reinforcement learning systems.

1 Introduction
Reinforcement learning (RL) has invigorated many practical applications, such as self-driving
cars, industry automation via learning-based robots, automated trading and finance,
personalized treatment regimes in healthcare, automated agents in computer games, such as
DeepMind’s groundbreaking Alpha Go, and many others.
Likewise, RL has also become a critical part of modern warfare in nearly every military
application area. RL enables autonomy which is one of the key DOD R&E modernization
priorities. Autonomy can make warfare systems more responsive and efficient, guiding highspeed weapons in rapid defense response scenarios. Autonomy can also strengthen cyber
security, military logistics and transport, and battlefield healthcare in remote locations. It can
enable unmanned missions for intelligence, surveillance, and reconnaissance operations, help
with warfare analysis, and enable more realistic and challenging combat simulation and training.
What so far has been missing is the element of validation and trust. As the process in which RLbased agents learn is complex it often becomes difficult to understand why a certain action has
been taken, over another. The 2018 National Defense Strategy on Harnessing AI to Advance
Our Security and Prosperity [1] explicitly stresses the need for “resilient, robust, reliable, and
secure AI”, systems that ”have a lower risk of accidents” and “demonstrate less unexpected
behavior ”. The report motivates “research to understand and explain AI-driven decisions and
actions“, such that users can “understand the basis of AI outputs” and can “appropriately trust,
and effectively manage AI systems”.
Clearly, these are requirements sensible not only for military but also for commercial uses of RL.
A self-driving car that goes out of control due to an RL-system failure can cause just as much
damage than a drone that bombs the wrong target. While there is probably no commercial
equivalent to a failed response to a nuclear missile launched by a rogue nation, failures in
automated trading can lead to disastrous consequences for a deep tech financial fund. But even
failures with “milder” impacts can lead to unnecessary business disruptions which can have
long-term consequences.
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2 What Makes Reinforcement Learning Different From Deep Learning
RL has become ubiquitous in many commercial domains and some say RL is what AI is meant
to deliver. Instead of ingesting massive amounts of data to reproduce historical outcomes as
traditional AI paradigms like deep learning do, RL continuously learns how to best respond to a
changing environment to deliver the most desirable outcome. While traditional AI algorithms use
a combination of unsupervised and supervised strategies to recognize patterns in data and
derive static predictions from these, RL is partially supervised and objective-driven; it can
conquer a large solution space by reward-driven simulation whereby these rewards can be
discovered during the simulation and via feedback from a possibly ever-changing environment.
Both Deep Learning (DL) and RL are motivated by the ways humans learn. Low-level systems
like the human visual system learn how to recognize objects from being exposed to many
images; this is how DL operates. Conversely, there are also processes where humans learn by
trial and error, such as learning how to ride a bike. While the former, DL, requires a large
number of images, the latter, RL, only requires one bike but possibly many trials, or simulations,
and one goal: to not fall over. Hence, RL is well suited for situations where data are difficult to
obtain, but in which the goals can be clearly stated and the environment can at least partially be
computer-simulated and at least partially be queried for feedback.
When learning how to ride a bike it can help to have a tutor nearby who can give comments on
why certain actions lead to failure or success. These statements need to be (1) explanatory and
supported by evidence, (2) meaningful and understandable, and (3) accurate and correctly
reflecting why the experienced behavior was exhibited. This in fact is what a recent NIST report
entitled “Four Principles of Explainable Artificial Intelligence” [3] requires an explainable AI
system to convey. We adhere to these key principles in the method we have devised.

3 Explainable Reinforcement Learning (XRL)
Explainable AI (XAI) for DL and others has been studied extensively and several well
established methods have emerged (see for example the global methods [2][6][7][19] and the
local methods [8][15]). However, using existing XAI tools for explaining the output of an RL
model is infeasible since these methods cannot explain the complex chain of dependencies.
Take, for example, an autonomous vehicle (AV) that chooses to reduce speed because the
weather is cloudy. It may be for these complexities why explainability for RL is far less
researched, even though some methods have been devised (see survey [11]).
We propose to use an approach based on causality. Causal models can better explain the
complex relationship between an environment and an AI agent’s action. For example, causal
models allow us to express that an AV chooses to reduce speed because clouds lead to rain
which lead to slippery roads which can cause an accident.
Causal models are also deeply ingrained in our way of life. As cause and effect thinking
develops already in children at an early age, it is a natural way to reason about things that
happen around us [10][12]. RL seeks to learn a behavioral model and so, using a causal model
to explain seems very appropriate.

4 Our Approach: XRL with Structural Causal Models
Papers that use causal modeling for XAI have recently appeared [20][21][22][23], mostly in
conjunction with explaining bias and fairness in automated decision systems (ADS). A recent
effort is Outcome Explorer [4], co-devised by a co-author of this white paper. The system allows
users to interact with a causal network derived from ADS data and produce counterfactuals to
understand ADS decisions.
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Papers that use causal analytics for XRL have been sparse so far [9] and none have used
automated causal inference, such as the PC algorithm [16] to actually derive the model from the
data. In our approach we fuse our existing research on causal analytics [17][18] with principles
of RL and Deep RL [3] into a new combined methodology for XRL. We learn and continuously
update a structural causal model [13] as the RL learns and operates, and then use it to derive
causal explanations of the behavior of model-free RL agents. In addition we also generate
counterfactual explanations as they can deepen model understanding. These explanations are
both in graphical form and in auto-generated natural language.
Fig. 1 shows a block diagram of our
system. It uses replay data produced
by the RL system to learn both a
Structural Causal Model (SCM) and
a Regression Model (RM). The SCM
then reveals the causal relations
among the system variables that an
RL is unaware of. The RM will
assign actual values to each system
variable according to a specific
state. Finally, the Explanation
Generator (EG) traverses the valueaugmented SCM graph to produce
succinct text and visualizations of
the reasoning path.

Fig. 1 Block diagram of our HIVE-ASB XRL system.

The system we devised can integrate with any existing RL algorithm or system. It learns what
the RL agent values (i.e. the value function) and it learns the local feature importance scores for
the RL agent’s policy (i.e. what state variables matter). The causal model enables it generate
Why / Why Not explanations for a specific action.
Fig. 2 (next page) shows a mock-up of the interactive visual interface of HIVE-ASB that allows
users to play an RL model and see the causal explanations generated (see caption for more
detail).

5 Conclusions
In this white paper we have presented HIVE-ASB, a XRL system that allows humans to
understand how an RL agent maximizes long term rewards. We believe it will build trust in the
RL agent, allow for intuitive and effective RL debugging, help with reward shaping, and reduce
reward hacking.
We see RL being beneficial to Air Force technologies such as autonomous unmanned air
vehicles (UAV), e.g. Skyborg where multiple environmental and adversarial actions cause the
UAV to take certain decisions and actions. Another prospective area we see is autonomous
warfare systems such as Golden Horde where there could be multiple causes for the decisions
and actions taken by the collective components of the system. Our system is very generalizable
and we view any organization that uses RL within the Air Force (and the DOD as a whole) as
prospective users and customers.
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Fig 3: Visual interface (mock-up) of our HIVE-ASB Explainable Reinforcement Learning (XRL) system.
Top middle panel shows a replay video of a scene as observed from the windshield of an autonomous
vehicle. A slider can be used to go back and forth in time and a pause button can suspend the simulation.
Top left panel shows the currently most important features (variables), as used in the model.
Bottom half panel shows the inferred causal model that connects the features into a causal chain. The
action applied in this time frame is ‘Brake’, as noted on the top of the Causal Network panel. Note that
each variable has its current value annotated in its box.
Top right panel shows the complete natural language explanation for ‘Why Brake’ and its counterfactual
alternative “Why Not Gas?” Brake was chosen because “Action Brake affects Velocity which reduces the
likelihood of a collision.” The counterfactual indicates that this was a good choice since “Clouds lead to
rain which reduces road friction. This alters the effect of braking on velocity which affects the likelihood of
a collision.” Clearly, the autonomous car was programmed to be defensive and cautious.
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